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Introduction

Summary

This dissertation investigates how individuals behave in markets with frictions. Search and
information frictions are present in many markets and it is critical to develop useful repre-
sentations of behavior in such settings.

The four studies included in this dissertation combine theory and laboratory experiments.
These studies test prevailing models of markets with frictions. Overall, we find that standard
theories often perform well, especially in search markets. This suggests that these settings
exhibit market forces that create tendencies for participants to engage in specific types of
behavior. This is a deep result that implies that these models have a high degree of internal
validity. Moreover, this result has value for further theorizing and, in general, for thinking
systematically about these types of markets.

The reader may ask what in particular is achieved by combining economic theory with
laboratory experiments. Economic theory provides insights into how individuals interact
with each other and institutions, and what consequences this has for society. Although pure
theory helps organize our thinking, the value of a model is strengthened if it is corroborated
by evidence from actual decision-making. Traditionally, such evidence has come from econo-
metric studies. Econometric studies have the strength that the conclusions are derived from
real-world decisions. However, econometric studies also encounter a variety of limitations.
At a basic level, econometric studies are limited by the data that are available. Furthermore,
even when rich data are available, many of the objects of interest may be inherently difficult
or impossible to observe.

Experimental tests using laboratory techniques provide an alternative and complemen-
tary type of evidence. Experimental testing enables researchers to perform a close test of
the basic mechanisms at work in a model. This provides evidence that may be difficult to



obtain by other means. This is especially useful in the study of frictional markets in which
vital aspects of decisions—such as the available information—tend to be un-observable to
the researcher. Moreover, because the researcher exerts considerable control over the ex-
perimental environment, it enables a close alignment between the theory and the test of
the theory. This is important for assessing the internal validity of the model. The purpose
is to test how well a model explains the observed results at both the individual level and
the aggregate level. A fascinating finding from experimental work—that is reproduced in
this dissertation—is that a model can perform well at an aggregate level even if individual
behavior deviates from predictions.

A challenge with experimental testing is how to re-present models in the lab. It is often
necessary to pare away features of theoretical models in order to make them appropriate for
lab testing. For example, it is impossible to directly implement an infinite horizon model in
a lab setting. In each experiment included in this dissertation, the model taken to the lab
is a simplified version of a more complex model. However, in each case, key trade-offs are
preserved. The analogy between the situation of interest and the environment that is tested
is preserved—even if some details of models are omitted.

Papers

This dissertation comprises four papers, each presented in a Chapter: (1) Market Entry with
Frictional Matching and Bargaining: Labor Search in the Lab (2) Discrimination in Small
Markets with Directed Search: Part I Theory (3) Discrimination in Small Markets with
Directed Search: Part II Experiment and (4) Should I Stay or Should I Go: Bandwagons in
the Lab.

The first paper, Market Entry with Frictional Matching and Bargaining: Labor Search
in the Lab, tests elements from the standard labor search model using a modified market
entry game that includes labor market features. We reproduce key comparative statics in
the lab and conclude that the no-profit condition at the heart of the standard labor search
model is nearly satisfied. This is an important result for the credibility of the model. The
one deviation that we observe is that vacancy creation does not respond quite as strongly to
the level of productivity as predicted.

The second two papers are part of a single project, Discrimination in Small Markets
with Directed Search. This project investigates how discriminatory hiring impacts the black-
white wage gap in markets with directed search. The first paper develops the theory while
the second paper takes a simple version of the model to the lab. Although we find that
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search behavior in this setting aligns well with theory, the anticipated discrimination effect
is not as strong as predicted by the model. Nevertheless, the study does substantiate a
segregation effect. Relative to the case without discrimination, more firms offer low wages
and discriminated workers earn lower income.

The last paper included in the dissertation, Should I Stay or Should I Go: Bandwagons
in the Lab, is co-authored with Leif Helland and Tom-Reiel Heggedal. This project tests a
seminal model of platform coordination. We find that the equilibrium of the model effectively
predicts behavior. When we in addition allow for some noise in the equilibrium concept, the
model matches observation closely.

Background: Markets with Frictions

The classical theory of markets assumes that agents can costlessly meet each other and that
there are no information problems. The properties of such markets are well understood:
When there are many agents active in the market, equilibrium between supply and demand
leads to a single “competitive” price. Because agents can immediately and costlessly transact
at this price, these models are described as “frictionless.” Even though the assumptions of the
frictionless model are rarely—if ever—satisfied exactly, the frictionless model often performs
well.

Despite its successes, however, there are many phenomenon of central economic impor-
tance that can not be accommodated, or only accommodated with great difficultly, in the
frictionless framework. This includes such basic phenomenon as the coexistence of unem-
ployed workers and vacant jobs, price heterogeneity, the use of money, and even the existence
of firms. This has necessitated other models, with conclusions derived from other premises.

This dissertation investigates such models, which (in contradistinction to the frictionless
model) are referred to as models of markets with frictions. In particular, the dissertation
addresses models that deviate from the frictionless paradigm by relaxing the assumption
that trading partners instantly meet each other and that they have access to all relevant
information.

Search Frictions A basic observation is that most markets operate in a decentralized
fashion. Individuals and firms are not instantaneously matched with appropriate trading
partners. Rather, matching usually involves both pecuniary and time costs. That these
costs can be significant should be apparent to anybody who has participated in the labor
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market or the housing market. In the economic parlance, we refer to these costs as search
frictions.

The presence of search frictions re-configures how we think about markets relative to the
classical model. Rather than a fluid and impersonal exchange of goods, goods are traded
when suitable individuals encounter each other and agree on terms of trade. By design,
this accommodates the co-existence of searching agents. It also emphasizes that trade has a
personal dimension. Individuals do not simply receive a “market price.” Rather, prices arise
at the junctures between agents. Search models can thereby account for phenomenon such
as price heterogeneity. It also highlights the fact that there is surplus associated with the
meeting of specific agents and that this surplus is the opportunity cost of further search.

Two common ways of representing search frictions are random search and directed search.
Chapter 1 (Market Entry with Frictional Matching and Bargaining) investigates a model of
the former while Chapter 2 and Chapter 3 (Discrimination in Small Markets with Directed
Search) are representative of the latter approach. While both types of models address
search frictions, they have a different conceptual basis and are implemented differently in a
modelling framework.

Random search models are characterized by the assumption that in decentralized, anony-
mous markets, appropriate trading partners encounter each other randomly. It can be rea-
sonable to represent job matching in this fashion: It is a chance outcome that a particular
worker applies to a particular job and is selected from among a particular set of applicants.

An implication of random search is that the terms of trade can only be agreed after
matching: The parties in the transaction must agree how the idiosyncratic match surplus
should be divided. Although the ability to negotiate outcomes is circumscribed by market
conditions—the ease of matching, discounting, etc.—the division of the surplus ultimately
entails some type of bargaining. There is thus a non-market process at the core of random
search models. This provides intuition for why models of random search need not be efficient,
even in a constrained sense. Bargaining outcomes need not be aligned with socially optimal
participation in the market.

The effects of bargaining institution on market participation is a focus of the first study
in this dissertation. This study demonstrates in a simple experiment that the allocation
of bargaining power has substantial consequences for market outcomes exactly because the
terms of trade can only be agreed after search. Test subjects face a hold up problem that is
exacerbated when the bargaining institution favors one side of the market.

In contrast to models of random search, in directed search models, agents observe the
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terms of trade (i.e. often a price) prior to search. Frictions arise in this setting because of
congestion and the possibility of rationing. Directed search models thus have the attractive
feature that prices play an important role. Agents trade off prices and the probability of
transacting. The experimental work in Chapter 3 demonstrates that test subjects do in fact
adjust their behavior in a fashion consistent with this principle. Optimal search equalizes
the expected income available among all sellers conditional on the seller actually receiving
applications.

Information Frictions Another source of frictions are so-called information frictions.1

When the quality of a good or the quality of a relationship are uncertain, this introduces
costs (or potential costs) that are not present in the frictionless model. These costs may
arise because of the presence of private information or because the degree of complementarity
between trading partners is revealed over time. For example, when purchasing an automobile
it may be costly to verify that it is not a “lemon.” Similarly, when hiring an employee, firms
often use considerable time and resources to figure out if the employee is a good match.

In many cases, it is useful to explicitly incorporate information frictions into a model
using the tools of game theory. This is the approach taken in Chapter 4 (Should I Stay
or Should I Go? ). In this study, agents have private information about payoffs but these
payoffs are also determined by a positive network externality. This model captures in a
reduced form way the tension between competition and cooperation that is present in many
market situations. The findings from this study suggest that test subjects can indeed be
modelled as using cut-off strategies, with only minor deviations from the predictions of the
theoretical model.

Theory, Representation, and Economic Experiments

The stated goal of the dissertation is to test models of markets with frictions. But it may
be unclear what is meant by “test.” What is being tested? And what is learned from such
an exercise?

Economic Theory As alluded to in the previous subsection, there is rarely a one-to-one
mapping between reality and the assumptions that underpin economic models. The strict

1Random search models can also be thought of as representing information frictions, albeit in a reduced
form fashion.
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assumptions of models, which extend to both the environment and to the preferences of
agents in the model, are rarely consistent with the underlying reality. Likewise, there are
many aspects of real markets not accounted for by economic theory. Economic models are
at best simplified representations or idealizations of economic interactions. For instance,
in his monograph on the standard search and matching model, Pissarides (2000) explicitly
acknowledges that his model is unrealistic in key respects.

Economic theorizing is therefore about useful representation. Of course, usefulness may
be judged by various standards. At the most abstract level, economic models provide a dis-
ciplined way of reasoning. Even if a model is unrealistic, it may be useful because it clarifies
our thinking. Another standard of usefulness is the quality of predictions. For example, the
Nash equilibria identified in search models often predict experimental outcomes even though
test participants almost certainly do not have the ability to compute the equilibrium (See
Helland et al. 2017, for a remarkable example).

A pragmatic position—and the position taken in this study—is that an economic model
is useful if it captures something substantial about how individuals behave when confronted
by a particular economic institution. In particular, if the model has comparative statics
implications that are borne out, then this is useful information about economic behavior.
A “test” of theory can therefore entail an assessment about how test subjects adjust their
behavior under different sets of incentives, not just a comparison with exact equilibrium
predictions.

Experimental Economics Economic experiments have the ability to create reproducible
behavior. Typically, they also facilitate a closer approximation of the environment speci-
fied in economic theory than occurs in real world markets. The ability to manipulate the
environment, moreover, enables clear comparative statics tests. Economic experiments are
thereby able to produce some of the most direct and dramatic tests of economic theory.

Experimental evidence is complementary to both theory and econometric studies. Results
in theoretical or econometric work are far more credible if they are consistent with the
behavioral results found in properly designed experimental studies. As illustrated by policy-
oriented economists such as Alvin Roth and Charles Holt, experimental studies help us
understand real-world markets and can be used to test policies before they are implemented
“in the real world.”

The studies in this dissertation employ economic experiments to generate insights into
how frictional markets behave and how individuals in such markets make decisions. This
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includes direct tests of equilibrium predictions as well as comparative statics analyses. This
contributes to a small but growing experimental literature that has focused on frictional
markets (See Helland et al. 2017; Kloosterman 2016, for prime examples.). Overall, there
is (1) a high degree of consistency between the findings in this dissertation and theoreti-
cal predictions, and (2) a high degree of consistency with earlier experimental studies. A
conclusion seems to be that the theoretical models that we investigate do usefully represent
economic behavior in the domains of interest.

Methodology

Over the past few decades, a set of norms regarding the conduct of economic experiments
has grown up. The norms include lack of deception, anonymity of test subjects, and finan-
cial incentives. As pointed out by Camerer et al. (2016) in a survey study, a shared set
of norms may be a reason why experimental economics results have proven to be repro-
ducible to a greater extent than econometric studies and experimental studies in other social
sciences. There has also been widespread collaboration among researchers in the form of
sharing instructions and program files. The use of zTree in particular has made it possible
for experimental economists to easily develop and exchange standard game modules (See
Fischbacher 2007, for a description of zTree.).

In recent years, greater attention has also been devoted to the design of experimental
studies. For example, there has been considerable attention to issues related to the power
of statistical tests and to the relative merits of between versus within subject designs (List
et al. 2011; Charness et al. 2012). The codification of standards for experimental design
represents a maturation of experimental economics as a scientific enterprise.

The experimental portions of this project have followed these “state of the art” principles
as closely as possible. For example, many of the key statistical tests are performed on
independent block-level observations using non-parametric approaches, taking account of the
requirements of statistical power. The expectation is that the findings in this dissertation
are credible and would be robust to reproduction by other researchers.
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Chapter 1.

Market Entry with Frictional Matching and Bargaining:

Labor Search in the Lab

Abstract
This paper studies an experimental labor market that incorporates elements from the stan-
dard theory of equilibrium unemployment. Specifically, we test in a controlled lab setting a
novel market entry game that includes matching frictions and wage bargaining. The model
predicts that firms will enter up to the point at which stochastic rationing of workers equal-
izes the value of a vacancy with its costs. Between treatments, we vary productivity and
bargaining strength. Consistent with theory, we find that increases in productivity increase
job creation and thereby reduce unemployment. We also reproduce the expected outcomes
associated with different forms of wage negotiation. When wages are determined by bargain-
ing after match, firms face a hold-up problem. As a consequence, job creation collapses when
workers have excessive bargaining power. In contrast, when wages are determined prior to
entry, workers moderate their wage claims to induce vacancy creation. Although our findings
tend to align with theory, we observe some deviations. In particular, there is a systematic
bias in the aggregate level of entry: There is too much vacancy creation when productivity
is low and too little vacancy creation when productivity is high. To explain this bias and to
account for heterogeneity at the individual level, we estimate a quantal response equilibrium
in which we allow for idiosyncratic preferences for entry.

Author: Knut-Eric N. Joslin 1

Keywords: market entry, bargaining, search, labor economics, experiment.

JEL Classification: C78, J64.

1Thanks to Espen R. Moen, Leif Helland, Terje Mathisen, Gisle Natvik, Jon Fiva, and to participants of
the 10th Nordic Conference on Behavioral and Experimental Economics, September 2015, the BI Norwegian
Business School seminar series, November 2015, and the 38th Annual Meeting of the Norwegian Association
of Economists, January 2016
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1.1 Introduction

In this study, we investigate an experimental labor market that incorporates firm entry,
frictional matching, and wage bargaining. The purpose of this study is to scrutinize in a
controlled laboratory environment some of the main assumptions that underpin standard
labor market search models.2 In particular, we test components of the Diamond-Mortensen-
Pissarides (DMP) model of equilibrium employment. Our experiment thus has a macroeco-
nomic motivation.3 Although the model we take to the lab is simple, it enables us to confront
participants with an environment that closely matches theory. The principle research ques-
tion we address is how vacancy creation varies in response to changes in productivity and the
structure of wage bargaining. We also investigate a set of subsidiary research questions that
relate to individual behavior when trade is mediated by a frictional process and negotiated
via bargaining.

A key feature of trade in the labor market is that it is decentralized and uncoordinated.
Because jobs and workers are heterogeneous, firms must invest resources to identify and
recruit suitable candidates. A tractable way of representing these search frictions is via the
use of a matching function. This modelling device is at the core of the Diamond-Mortensen-
Pissarides model of equilibrium unemployment (Pissarides 2000). The matching function
gives a number jobs formed as a function of the number of job vacancies and the number of
unemployed workers. Matching is frictional because the jobs are allocated randomly among
the searching agents. This may be thought of as an urn-ball process in which applications
correspond to balls and vacancies as jobs. Agents of a given type thus impose congestion
externalities on each other and labor market participants face risk due to stochastic rationing
that depends on market tightness. In particular, when the number of firms increases relative
to the number of workers, matching probabilities for firms decrease.

Another characteristic of trade in the labor market is the presence of employment con-
tracting. For production to take place, employers and potential employees must negotiate
a wage. Because it is time-consuming and costly to recruit workers, good matches will be
associated with a productive surplus. Trade in the labor market can thus be conceptual-
ized as a two-stage process in which jobs and workers are randomly matched together in

2The use of the lab to study the labor market is well established. See Charness and Kuhn (2011) and
Falk and Fehr (2003) for overviews of this approach.

3For discussion of how experimental economics can be used to understand macroeconomic markets see
Noussair et al. (1995). Duffy (2008) provides a comprehensive review of the experimental macroeconomics
literatures.



the first stage and then make a wage agreement that divides a match surplus in the second
stage.4 Search equilibrium of this type will typically be inefficient as the costs of market
participation are sunk prior to matching.5

We incorporate these features of the labor market—matching frictions and wage contracting—
into a market entry game that can be implemented in the lab. Market entry games are an
established class of binary choice games that have received considerable attention in the the-
oretical, econometric, and experimental literature.6 Our game extends this literature to the
labor market context. Specifically, the model that we take to the lab has the following struc-
ture: In the first stage, firms make a decision about whether to invest in vacancy creation
and thereby participate in the labor market. In the second stage of the game, vacancies are
randomly matched with workers according to a constant returns to scale matching function.7

And, in the the third stage, matched firm-worker pairs divide a match surplus via a wage
agreement. This game captures the notion that when considering whether to open a job
vacancy, firms must anticipate the ease with which workers can be recruited and at what
wage costs.

The essential prediction of the model is that firms will enter up to the point at which
stochastic rationing of workers equalizes the value of a vacancy with its costs. Just as in
the Diamond-Mortensen-Pissarides model, a zero-profit condition determines the degree of
vacancy creation. In terms of comparative statics, the model predicts that when hiring
becomes more valuable, more firms can profitably compete for workers. Other factors equal,
job creation will increase when productivity increases or when wages are lower. Because of
matching frictions, there will be unemployment in equilibrium even when the equilibrium is
efficient.8

The tension in this game is the coordination problem associated with entry. Although

4Random matching should be contrasted with directed (or competitive) search in which firms commit to
wages and and workers observe the wages prior to sending applications.

5Efficiency in random search models follows from the Hosios condition. Essentially, this condition relates
bargaining power of firms to the sensitivity of the matching function to the presence of more firms. In contrast
to models of random search, models of directed/competitive search tend to be efficient (Moen 1997).

6An early game-theoretic description of market entry is provided by Selten and Güth (1982). Rapoport
and Seale (2008) summarize some of the main experimental tests of market entry games in a handbook
chapter.

7Most of the experimental literature on labor market search focuses on directed search (See Helland et al.
2017, for a study that organizes the experimental results in this area).

8There are only a handful of studies that produce unemployment in the lab. one example is Fehr, Kirch-
steiger, et al. (1996). In this study, they test the shirking model of unemployment in which unemployment
is a by-product of efficiency wages. A motivation for this study is the fact that the search and matching
framework has supplanted the shirking model as the basic way to understand unemployment.
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the zero-profit condition pins down a level of vacancy creation, it does not identify which
subset of firms should enter the labor market. Firms thus face strategic uncertainty that is
not resolved by theory and beliefs are critical.9 This highlights a crucial difference between
the small market setting we investigate and the assumption of atomistic agents made in most
macro models. In the large market setting, the decision of an individual firm will not matter
for the matching probability.10 Although matching is stochastic at the individual level, a
fixed proportion of firms are matched. In contrast, in the small market setting there is a
coordination problem. Because the small market setting is an empirically relevant case, we
are interested to know if the zero-profit assumption still holds.

Our treatment variables are the size of the match surplus and the wage contracting
institution. The design of the experiment aims to cleanly identify the effect of each. At
the beginning of each session, subjects were assigned either the firm role or the worker
role. Subjects remained in this role throughout the duration of the experiment. Every
session consisted of 30 repetitions of the game. Between each play of the game, subjects
were re-matched within a block into new markets comprised of 6 firm players and 4 worker
players. The goal of re-matching was to represent in a lab setting an anonymous macro labor
market. This contrasts with most experimental tests of market entry games in which tacit
coordination and equilibrium selection is the primary interest.

Our first four treatments comprise a 2×2 design in which we vary the level of productivity
and the presence or absence of wage bargaining after matching. In the absence of bargaining,
the entry decision is a choice between a fixed payment and a binary lottery with a prize equal
to half of a match surplus. In the presence of bargaining, firms are randomly matched with
workers and participate in an ultimatum bargaining stage in which the proposer is determined
by a fair coin. These four treatments enable us to identify the effect of productivity and
bargaining on entry. In the fifth treatment, we examine ultimatum bargaining after matching
but let the worker propose. This tests the sub-game structure of the model. The prediction
for this treatment is that vacancy creation collapses because firms get expropriated whenever
they negotiate with a worker.

In the sixth treatment, we make a substantial change to the bargaining institution. At
the beginning of each round, a wage proposal is elicited from each worker and a group wage is
computed as the average of these independent proposals. The group wage is then advertised

9Strategic uncertainty may be characterized as “uncertainty concerning the actions and beliefs (and beliefs
about the beliefs) of others” (Morris and Shin 2002).

10Notice that if all firms enter with probability p then the standard deviation of the matching probability
goes to 0 at a rate of 1/

√
N as the number of firms N increases to infinity.
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to the firms prior to the entry decision. This treatment gives workers the opportunity to
induce entry by moderating their wage demand. To make this treatment as clean as possible,
the group wage binds for all wage negotiations.

We make contributions to three distinct literatures. The first is the literature on labor
market search. Our study is the first to take elements of the Diamond-Mortensen-Pissarides
model to the laboratory. This tests the behavioral assumptions of the model. This is difficult
to achieve by other means. The second contribution is to the literature on market entry
games. We test whether frictional matching and bargaining alter the basic findings in the
literature. Our results tend to reinforce the existing stylized facts. The third contribution is
to the experimental literature on bargaining. We are the first to test whether the presence
of entry prior to bargaining affects bargaining outcomes.

Our foremost finding is that the aggregate outcomes respond to changes in the en-
vironment in the fashion anticipated by theory. When productivity increases, test sub-
jects create more vacancies. This generates an inverse relationship between vacancies and
unemployment—an experimental equivalent of the Beveridge curve. We also find that the
allocation of bargaining power affects vacancy creation via its effect on the expected value of
a hire. Notably, when workers have more bargaining power, it generates high unemployment
because firms cannot recoup the resources they invest in vacancy creation.

Nevertheless, we do not reproduce the exact predictions of the model. There is too little
entry when productivity is high and too much entry when productivity is low. This appears
to be a systematic bias. As a consequence, the zero-profit condition does not hold—even
on average—and persistent arbitrage opportunities exist. To give this a macroeconomic
interpretation, the experimentally observed elasticity of unemployment with respect to pro-
ductivity is smaller than anticipated. This is notable because it is contrary to the pattern
observed in macroeconomic data but in line with results from other market entry games.11

Given the additional complications and dynamics that we introduce in our labor market
entry game, the consistency of our results with the general findings in the market entry
literature is remarkable. Although one might have expected the risk introduced by frictional
matching and bargaining to reduce entry, this effect is small if it even exists. A possible
explanation is that the reduction in the entry frequency of an individual player creates an
opportunity for another player to profitably enter. Our findings support the conclusion from
the literature that market entry games are a robust environment that create strong incentives
for entry.

11This behavioral finding makes the Shimer critique perhaps even more puzzling.
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Our bargaining results also deliver new findings. In the treatments with ultimatum
bargaining, we find that offers tend to be lower and much more tightly distributed than
in most of the literature. Bargaining offers also do not vary (in absolute terms) across
treatments despite changes in the level of productivity and bargaining strength. Contrary
to our expectation, workers do not appear to reward firms for entry. The modal offer is just
slightly in excess of the direct costs of vacancy creation. We also show in a dramatic fashion
that the offers are consistent with individual payoff maximization. Because workers have no
way of internalizing the negative effect of high wage claims, vacancy creation collapses when
workers have proposal power.

When we provide an institution by which workers commit to a group wage claim, the
results are starkly different. In this environment, workers moderate their wage demands to
induce entry by firms. Efficiency is restored because workers internalize the effect that their
wage claims have on entry. A fascinating finding is that the distribution of individual wage
proposals is roughly tri-modal with peaks at zero, half, and the entire surplus. Individuals
appear to make offers strategically to move the group wage claim in the direction they prefer.
This treatment demonstrates that labor organizations and centralized bargaining can have
an efficiency enhancing effect by creating the preconditions for job creation. This treatment
also suggests that the low offers associated with bargaining after match are a by-product of
individual incentives rather than the outcome of a heuristic sharing rule.

In an attempt to reconcile our data to a model of behavior, we estimate a quantal response
equilibrium (QRE) for our entry game. This approach is motivated by the observation that
in a symmetric QRE the entry probabilities are closer to 0.5 than the Nash prediction.
This can help explain the bias in the entry frequencies. However, a symmetric QRE cannot
account for the heterogeneity that we observe at the individual level. In particular, there
are a substantial number of individuals who enter in all periods. To account for both the
aggregate bias and the individual pattern of entry, we therefore estimate a heterogeneous
QRE in which we allow idiosyncratic subject-level preferences for entry. This helps account
for some—though not all—of the variation in the data. This exercise suggests that aggregate
biases can survive in environments with noise. This may be important beyond the lab.

The paper is organized as follows. In the next section, we provide context for this study
and situate this study in the literature. After this background, we present the model that
we test in the lab. This section includes the equilibrium analysis of each treatment and
the associated predictions. In the third section, we go through the design and review the
procedures. The fourth section presents the results and analysis of the results. The last
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section concludes.

1.2 Background and Related Literature

We make contributions to three distinct literatures. The first is the literature on labor market
search. Our study is the first to take elements of the Diamond-Mortensen-Pissarides model
to the laboratory. The second is the literature on market entry games. Despite the addition
of frictional matching and bargaining, our results tend to reinforce the existing stylized facts
from this literature. The third literature to which we contribute is the experimental literature
on bargaining. We are the first to test whether the presence of entry prior to bargaining
affects bargaining outcomes. We also test a novel multilateral bargaining game.

1.2.1 The Standard Search and Matching Model of the Labor Mar-

ket

Our study is motivated by the Diamond-Mortensen-Pissarides (DMP) model (Pissarides
2000). The DMP model is the workhorse model of the aggregate labor market because it is
theoretically appealing and useful in empirical applications. Crucially, the model accounts
for how fluctuations in productivity affect vacancy creation and thereby determine the level
of unemployment. The DMP thus predicts movements in labor market variables over the
business cycle.

Despite its successes, the DMP model exhibits some limitations. In his famous critique,
Shimer (2005) shows that the standard calibration of the DMP model under-predicts volatil-
ity in the vacancy-unemployment ratio by more than an order of magnitude. The DMP
model also struggles to account for certain empirical patterns. For instance, observed shifts
in the Beveridge curve seem to imply adverse developments in matching efficiency (Elsby
et al. 2015).

These shortcomings have stimulated research in a number of directions. One response to
the quantitative limitations of the DMP models has been to propose alternative calibrations
(Hagedorn and Manovskii 2008). Another approach has been to reexamine the theory,
including reassessment of the free entry condition, the nature of wage determination, and
the microfoundations of the search process. See, for example, Moen and Rosen (2006) who
show how private information can increase the response of unemployment to changes in
productivity.
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We make a modest contribution to this literature. Although the DMP model addresses
market level outcomes, an understanding of individual decision-making can help explain
patterns in the aggregate data. The lab enables us to perform a clear test of how individuals
behave when faced with the incentives from the model.12 Specifically, we expose test subjects
to reduced form matching frictions and directly test the no-profit condition. Our study thus
lends credibility to the behavioral premises of the model. Comparable evidence is difficult
to collect by other means. One issue is the availability of relevant data.13 Another issue is
the difficulty associated with identification.14

1.2.2 Market Entry

The model that we take to the lab is a version of a market entry game. Market entry games
are a class of N -player binary choice games in which symmetric players simultaneously decide
to either “enter” or to “stay out” (Selten and Güth 1982; Gary-Bobo 1990).15 In this class
of games, the payoff π(v) is non-increasing in the number of entrants v and the payoff X

from staying out is fixed. This environment is animated by the assumption that there exists
some market capacity C such that π(C) − X ≥ 0 but π(C + 1) − X < 0.16 Because any
configuration of C total entrants is an equilibrium, these games are characterized by a large
number of pure strategy Nash. There is also a symmetric mixed strategy equilibrium.17

This creates a coordination problem. In the absence of a coordinating institution, agents
face strategic uncertainty: The decision to enter is predicated on beliefs about the entry
behavior of other players.

Market entry games are well known from industrial organization. For example, π(v)

could represent profits associated with Cournot competition between v firms when X is a
sunk cost associated with market participation. If few firms choose to operate, profits are
above the competitive level. However, if many firms produce, the market is oversupplied and
ex post firms would have preferred to stay out.18

12Given the model is only an approximation to reality, what we are ultimately interested in is how well
the assumptions represent real outcomes. An assumption is that findings inherit credibility from consistency
with how individuals actually behave.

13Even data on aggregates such as vacancies and unemployment pose challenges (Elsby et al. 2015).
14For a discussion of identification challenges and other issues in the econometric studies of market entry

and market structure see Toivanen and Waterson (2000) and Berry and Reiss (2007).
15This literature is part of the broader literature on coordination games (Ochs 1990; Cooper et al. 1990;

Van Huyck et al. 1991; Cooper 1999).
16Minimally, we require that π(F )−X < 0 < π(1)−X, where F is the total number of participants.
17Other, “asymmetric equilibria,” are also possible.
18There exist some econometric studies that attempt to structurally estimate discrete choice market entry
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Market entry games have attracted substantial attention from experimental economists
and been examined in many variations.19 One variation has been with respect to the payoff
structure. Another has been whether the market capacity is constant or fluctuating. A third
variation has been with respect to the matching protocols.

The basic finding in this literature is that test subjects manage to coordinate in such a way
that profits from entry are nearly equalized with the outside option (Ochs 1990; Rapoport,
Seale, Erev, et al. 1998; Sundali et al. 1995; Morgan, Orzen, Sefton, and Sisak 2012). This
is despite the absence of any organizing institution or possibility of communication.20 The
high degree of coordination has even been described as “magic” (Kahneman 1988; Erev and
Rapoport 1998).

Although the stylized fact of a high degree of coordination is well-established, at least
one systematic bias has been identified. When the market capacity is low, there tends to be
excessive entry while the opposite tends to holds when market capacity is high (Rapoport,
Seale, and Ordóñez 2002; Goeree and Holt 2000; Morgan, Orzen, and Sefton 2012). We find
evidence of the same bias in our study.21 In addition, individual behavior is heterogeneous
and inconsistent with mixed strategy play at the individual level (Duffy and Hopkins 2005;
Erev and Rapoport 1998). Zwick and Rapoport (2002) identify four “clusters” of subjects
that employ distinct strategies. Of the four groups, the largest is a group of players exhibiting
“sequential dependencies” (i.e. play that depends on the experienced history of “successes”
or “failures”) that is inconsistent with any model of randomization. Our data also mirror
this finding.

The study most closely aligned with the present work is Rapoport, Seale, and Ordóñez
(2002). Rapoport, Seale, and Ordóñez (2002) also investigate market entry under uncer-
tainty. In their study, players who enter the market participate in a lottery for which
the probability of winning depends on the number of entrants. This is comparable to the
matching stage in our game. Although our studies differ in most other respects, our study
corroborates their main finding that coordination is good on the aggregate level but not
necessarily at the individual level. In terms of theory, Anderson and Engers (2007) develop
results that are useful for understanding strategic uncertainty in market entry games. Al-
though they study a specific and extreme game—the “blonde game” in which payoffs are

games using field data (Bresnahan and Reiss 1990; Ciliberto and Tamer 2009).
19As background, section 1.A.1 presents a classic experimental implementation.
20See Andersson and Holm (2010) for a study that incorporates communication.
21In appendix section , we present the findings from Sundali et al. (1995). This study illustrates in a clear

way the main stylized facts frm the literature.
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zero for entrants if there is more than one—their results generalize in a natural way to our
setting.

A second strand in the literature that is relevant to the present study is the set of
studies in which participants participate in a second stage after market entry. Examples
include Camerer and Lovallo (1999) and Morgan, Orzen, and Sefton (2012). In the study by
Camerer and Lovallo (1999), there is a skill-based tournament after entry, while in Morgan,
Orzen, and Sefton (2012) test subjects make an investment decision. As in our study,
this introduces a subgame dimension that is important for the entry decision. Players must
anticipate outcomes in the second stage when considering an entry decision in the first stage.
Notably, the findings in these studies are similar to our own. This includes the finding of an
aggregate bias in the entry frequencies.

1.2.3 Bargaining in the Lab

Our main treatments embed ultimatum bargaining in an entry context. Relative to the
existing literature, the entry margin is new. The presence of an entry margin is important
because it could plausibly affect bargaining via a number of channels. For instance, in
the presence of reciprocity, one might expect workers to reward firms for vacancy creation.
Workers depend on jobs for income and can only get hired if firms invest in vacancies.
The labor market entry game thus bears some resemblance to the binary trust games.22

Reciprocity of the kind normally observed in the trust game would predict that workers
reward firms and allow them to appropriate a large part of the surplus in bargaining. Notably,
we do not find evidence of reciprocity effects. We suspect that this may be a consequence of
the multilateral nature of matching in our setting.

Another aspect of our model that is not present in most other studies is that participants
must take an active decision to participate in bargaining. The selection effect might explain
why offers in our study tend to be lower than in most of the literature.

The study also contributes a new bargaining structure. The treatment in which workers
negotiate a group wage claim prior to firm entry does not have a close analog in the literature.
This intra-worker bargaining dramatically tests the ability of test participants to trade-

22The basic trust game was proposed by Berg et al. (1995). This game is sometimes as referred to as
the investment game. In this game, a “sender” can choose to invest some portion of an endowment with a
“receiver.” This investment is then scaled up by a factor larger than 1. In the second stage, the receiver can
return some portion of the scaled-up investment to the sender. For a comprehensive overview of findings
in such games see that meta-analysis by Johnson and Mislin (2011). The main finding in such games is a
relatively high level of investment by the sender and a correspondingly high level of return by the receiver.
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off the benefit of a low wage with the benefit from a higher matching probability. An
important aspect of this bargaining institution is that only a few sophisticated types are
required to generate an optimal outcome. If naive workers propose super-optimally high
wages, sophisticated workers can propose sub-optimal wages such that the average proposal
maximizes expected earnings.

1.3 Model and Treatments

1.3.1 Model

We refer to the game that we investigate as a labor market entry game. The version we
consider is populated by F identical firm players and U identical worker players. The labor
market entry game has the following basic structure:

1. Vacancy Creation: In the first stage, the N firms independently decide whether or
not to create a vacancy. Firms that create a vacancy participate in the matching stage
for workers. Firms that do not participate receive a fixed payment X and take no
further actions. The fixed payment X may be interpreted as the cost of opening a
vacancy.23 We refer to the decision to open a vacancy as a decision to enter the labor
market and we refer to firms in the labor market as entrants. We denote the total
number of vacancies by V .

The U unemployed workers automatically participate in the labor market and are pas-
sive in the first stage. These U workers represent an equilibrium level of unemployment.

2. Matching: In the second stage, a subset of vacancies and unemployed workers are
matched into pairs via a constant returns to scale matching function: M(U, V ). The
matching function is a reduced form way of representing labor market frictions and
the constant returns to scale specification is the empirically relevant specification in
the labor market context (Petrongolo and Pissarides 2001). In our experimental im-
plementation, we use a Cobb-Douglas form

M(U, V ) = AUαV 1−α (1.1)

23The cost of vacancy creation may include direct costs as well as the opportunity cost of unused capital.
For a discussion of a magnitude of these costs see Hagedorn and Manovskii (2008). In the absence of opening
a vacancy, the cost X could be invested in some other opportunity.
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where α ∈ (0, 1).24 The constant returns to scale assumption implies that that the
matching probability for firms is declining and convex in themarket tightness, θ = V/U .

M(U, v)

v
= A

UαV 1−α

V
= Aθ−α = q(θ).25

The function q(θ) captures the notion that when additional firms compete for workers,
it becomes more difficult for firms to hire.26 Because workers do not make an entry
decision in our experiment, the degree of matching friction is determined by the number
of vacancies created. To emphasize this, we write the matching probability as a function
of V rather than θ: q(V ).27

3. Wage Bargaining: After matching, matched firms and workers negotiate a wage w
to divide a production (match) surplus Y . We refer to Y as the productivity of a match.
If a firm and worker reach a wage agreement, a job is created and production takes
place. The firm earns Y − w, and the worker earns w. If a matched firm and worker
fail to reach an agreement, both parties earn zero.

Throughout, we use η to summarize the (expected) share of the production surplus
that the firm can appropriate. We interpret η as the bargaining strength of the firm.
The expected wage payment is therefore w = (1− η)Y .

The ex ante expected payoff for firm n when V − 1 other firms create vacancies is

E[πn] =

X if n doesn’t enter

q (V ) ηY if n and V − 1 other firms enter.
(1.2)

24Section 1.B.1 in the appendix shows the shape of the matching function and the associated matching
probabilities for firms.

25The equivalent probability for workers is computed in analogous fashion and denoted by µ(θ). This
function increases in V such that the matching probability for workers increases when more vacancies are
created.

26Rapoport, Seale, and Ordóñez (2002) study a setting with endogenously determined lotteries in which the
probability of winning a lottery is determined by the number of entrants. This is analogous to the matching
probability in our study. However, in contrast to our study, Rapoport, Seale, and Ordóñez (2002) use a
linear specification for the probability of winning, p = N−V

N . Although this formulation has the advantage of
tractability, it does not correspond to any reasonable matching function. For instance, a linear specification
of the matching function implies that the expected number of matches declines when the number of entrants
gets sufficiently large. To see this, note that the expected number of matches is pV . This implies a number
of matches V − V 2

N for the linear matching case.
27Future work may extend the experiment to include an entry margin for workers.
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Notice that firm n faces stochastic risk because of the matching function even in the absence
of uncertainty about the number of (other) entrants: With a probability 1− q (V ) the firm
remains unmatched and earns zero.

Equilibrium We limit the equilibrium analysis of the model to the case of expected payoff
maximization. Earlier work in a similar setting has found that the Nash equilibrium for risk-
neutral players effectively organizes the aggregate results and this is corroborated in the
present study (see Rapoport, Seale, and Ordóñez 2002). The impact of risk aversion is,
however, simple to characterize in qualitative terms. Because hiring and wage costs are
uncertain, entrants would need to be compensated for this risk. In the presence of risk
aversion, we would therefore expect relatively fewer vacancies to be created but for those
vacancies to have an expected value in excess of X.

The labor market entry game has both pure and mixed strategy equilibria.28 Consistent
with the notion of a labor market with random matching, we focus on the symmetric mixed
strategy equilibrium. As we discuss in the following section, we make a number of design
decisions to enforce play of this equilibrium. In particular, we randomly re-match anonymous
players into new markets before the start of each repetition of the game. We also limit the
feedback to information about market level outcomes. This circumscribes the ability of
players to coordinate on a particular equilibrium and makes the symmetric mixed strategy
equilibrium seem most plausible as a model of behavior.

As in the standard Diamond-Mortensen-Pissarides model, the level of vacancy creation
in the symmetric mixed strategy equilibrium is determined by a zero-profit condition. This
zero-profit condition is characterized by a probability p∗ such that

N−1∑
V=0

(
N − 1

V

)
p∗V (1− p∗)N−V−1q (V ) ηY = X. (1.4)

This condition says that when N−1 identical firms randomize with a probability p∗, the N th

28The pure strategy equilibria are characterized by the market capacity C. C is the maximum number of
firms that can profitably create vacancies. For a given level of Y and w, C is identified by

q (C) (Y − w) ≥ X and q (C + 1) (Y − w) < X. (1.3)

These conditions imply that no firm has a profitable deviation. Each of the C firms that create a vacancy
expect to earn at least X and, simultaneously, none of the F − C firms that take the fixed payment could
expect to earn more than X by creating a vacancy. Because each possible way of picking C firms out of F is
a valid equilibrium, there are

(
F
C

)
pure strategy equilibria in total. Much of the experimental literature on

market entry games has been interested in coordination issue associated with multiple equilibria.
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firm is indifferent between creating a vacancy and taking the guaranteed payment. Since no
individual firm has an incentive to deviate from p∗, this is an equilibrium. 29

Although the assumption of symmetric randomization implies that all firms randomize
with the same probability, what is crucial from the perspective of an individual firm is not
whether each firm randomizes with the same probability but whether the average probability
of entry is above or below p∗. In particular, if the average probability of entry is below
p∗, then the firm should enter more often as there are excess profits associated with a
vacancy. In practice, we may therefore expect that competition for profits will induce a
mixing probability close to p∗ even though there is latitude for individual firms to randomize
with different probabilities. As long as the average probability of entry in the population of
firms is p∗, an individual firm will be indifferent between the fixed payment or entry. If p∗

arises because a portion p∗ of the population of firms enters with certainty (and a portion
1 − p∗ never enters), this has an identical implication for individual behavior as if all firms
were randomizing with probability p∗.

While it is not possible to solve for p∗ analytically due to the non-linearity introduced
by the matching function, it is straightforward to solve for p∗ numerically (from condition
1.4). In addition, condition 1.4 has obvious comparative statics. Holding other factors fixed,
if Y , the match productivity, or η, the amount of the surplus the firm can appropriate in
bargaining, increase, then p∗ must also increase in order to maintain the equality. Increases
in the value of hiring are thus compensated by increases in vacancy creation.30

1.3.2 Parameters and Treatments

In all treatments, a market is comprised of N = 6 firms and U = 4 workers. Throughout,
we use a simple parametrization of the matching function: A = 1

2
and α = 1

2
. Table 1.1

summarizes the matching outcomes associated with each level of entry for the specification
of the matching function used in our study. The guaranteed payment X was fixed equal to
95. The level of X was chosen in combination with the two different levels of Y to ensure
clear treatment differences. The reason that X was perturbed below 100 was to disrupt a
focus on round numbers. 100 provides a natural focal point for bargaining offers and might
also give the impression that the ratio X/Y has some special importance.

29Existence and uniqueness (in the class of symmetric strategies) of the mixed strategy equilibrium, as
well as efficiency results follow, with minor modifications, from Anderson and Engers 2007.

30Although not the focus of our experiment, improvements in the matching efficiency would have the same
implication for vacancies.
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Table 1.1: Matches and Matching Probabilities

v U M(U, V ) q(θ)

0 4 0 ·
1 4 1 1.00
2 4 1.41 0.71
3 4 1.73 0.58
4 4 2 0.50
5 4 2.24 0.44
6 4 2.45 0.41

For this specification of matching technology, an equal split of the production sur-
plus is approximately efficient in the sense of maximizing total surplus in the market,
M(U, V )Y + (N − V )X. This analogous to the Hosios condition in the random match-
ing setting. Efficiency arises when firms are compensated to the degree that they contribute
to job creation. Since firms and workers contribute equally to the matching function, this
implies efficiency of an equal split. Accordingly, this result would change if the matching
function had a different specification. The basic efficiency results are located in the appendix,
subsection 1.B.2.

We conduct six treatments in which we vary the productivity Y and the bargaining
strength η. We label the treatments by T Y where T ∈ {M,B,W,G} denotes the form of
wage determination (what we also refer to as the bargaining institution) and Y ∈ {h, l}
denotes the surplus—h for the high surplus level Y = 400 high and l for the low surplus level
Y = 300. The first two treatments Mh and M l focus on matching frictions. The second two
treatments Nh and N l add a bargaining stage implemented via an ultimatum bargaining
protocol after matching. To approximate equal bargaining strength between the workers
and firms (that is, η = 0.50) we have the proposer in the bargaining stage be determined
by the flip of a fair coin. In the fifth treatment W h , we use the same set-up as in Nh and
N l but have the worker always propose at the ultimatum stage. In the last treatment Gh ,
we make a more substantial change to the bargaining institution. In this treatment, workers
as a group commit to a wage level that is advertised to firms before they make the vacancy
creation decision.
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Treatments Mh and M l : Matching Frictions (M)

Mh and M l examine the impact of frictional matching on market entry in the absence of
bargaining. In both treatments, the wage w is fixed equal to half of the production surplus.
This exogenously imposes the bargaining weight η = 0.5. These two treatments provide a
baseline to which the other treatments can be compared.

Vacancy Creation

Firms choose enter
or stay out

Matching

Firms and
workers match

Prize

Matched firms
earn 1

2
Y

Figure 1.1: Treatments Mh and M l

Figure 1.1 shows the structure of treatmentsMh andM l . In the first stage, firms choose
to either take the outside payment X or to participate in a binary matching lottery. Firms
that participate earn ηY with probability q(θ) and 0 with a complementary probability. This
corresponds to a situation in which the firm pays the wage w = (1 − η)Y conditional on
hiring. In Mh the value of hiring is ηY = 1

2
400 = 200 and in M l the value of hiring is

ηY = 1
2
300 = 150. Although the value of hiring is fixed, the probability of hiring declines

as additional firms enter because of matching frictions. For the two levels of productivity,
the symmetric Nash equilibrium identified by equation 1.4 predicts an entry frequency of
p∗T1 = 0.73 in treatment Mh and p∗T2 = 0.37 in treatment M l . This corresponds to 4.38
vacancies and 2.22 vacancies respectively.

Treatments Mh and M l are the treatments most directly comparable to the canonical
market entry game. The difference from the basic implementation is that the payoff from
entry is a stochastic rather than deterministic function of the number of other entrants.
The most closely related study is Rapoport, Seale, and Winter (2002). This study examines
lotteries in which the probability of winning is determined by an entry protocol, and is a
linear function of the number of entrants. Treatments Mh and M l in effect re-examine this
setting but with a lottery that is a non-linear rather than linear function of the number of
entrants.

Treatments Nh and N l : Fair Bargaining after Match (B)

In treatments Nh and N l , we extend the basic treatments by including a bargaining stage in
which the firm and worker have ex ante equal bargaining power. These treatments represent
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a situation in which firms open vacancies knowing that once a suitable worker is identified,
a wage must be negotiated. The timing of this version of the game is shown in figure 1.2.

As in Mh and M l , firms choose to either take the outside payment X or to participate
in a matching market in which the probability of meeting a suitable worker has probability
q(V ). However, in contrast to the first two treatments, the wage is determined by bargaining
over the production surplus Y . As in the first two treatments, Y = 400 in the h treatment
and Y = 300 in the l treatment.

Vacancy Creation

Firms choose
enter or stay out

Matching

Firms and
workers match

Bargaining State

Proposer assigned
by a fair coin

Proposal

Proposer offers
xr ∈ [0, Y ]

Contracting

Responder
accepts or rejects xr

Figure 1.2: Treatments Nh and N l

We implement the bargaining stage as ultimatum bargaining in which the proposer is
determined by a fair coin flip. In half of instances, the firms get to propose the wage and, in
the other half of instances, the workers get to propose the wage. Because X is a sunk cost,
firms and workers are symmetric at the bargaining stage, both with an outside option of 0.
This represents a situation in which the firm and the worker have roughly equal bargaining
power. This protocol is an attempt to endogenously represent Nash Bargaining from the
Diamond-Mortensen-Pissarides model with bargaining weight η = 0.50.

Regardless of the proposer’s type (firm or worker), let xr ∈ [0, Y ] denote the offer extended
to the responder. If the responder accepts the offer, the proposer earns Y − xr and the
responder gets xr.31 If the responder rejects the offer, both the proposer and the responder
earn zero.

The standard prediction from economic theory is that the proposer in an ultimatum
games will appropriate the entire surplus. That is, the proposer will offer xr = 0 (or xr = ε)
and keep Y . The expected payoff in the bargaining stage is therefore equal to earning the
entire surplus half of the time, in expectation 1

2
Y . This means η = 1

2
, just as in treatments

Mh and M l . Moreover, that η equals 0.5 does not depend on an equal split. η = 0

will hold in practice as long as the sharing norm is consistent: If the proposer always gets
a share γ ∈ [0, 1] of the surplus and the responder always gets the complementary share
1 − γ, then the expected earnings will be 1

2
γY + 1

2
(1 − γ)Y = 1

2
Y . In terms of expected

31If the firm proposes, the wage is w = xr while if the worker proposes, the wage is w = Y − xr.
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earnings, treatments Nh and N l are therefore strategically equivalent in expected earnings
to treatments Mh and M l , with the same predictions for entry probabilities and profits.

Note that in these treatments, the bargaining stage is “decoupled” from the entry decision
because the firm gets to propose half of the time. Post-match bargaining is thus introduced
into an entry game in a fashion that should have minimal consequences for entry relative to
Mh and M l .

Treatment W h : Worker Wage Demand after Match (W)

TreatmentW h is identical to treatment Nh but with a single change to the bargaining stage.
Instead of a random draw determining the proposer, the worker always get to make the wage
claim. The structure of the treatment is shown in figure 1.3.

Vacancy Creation

Firms choose
enter or stay out

Matching

Firms and
workers match

Proposal

Matched workers
propose w ∈ [0, 400]

Contracting

Matched Firms accept
or reject offer 400− w

Figure 1.3: Treatment W h

In the absence of a commitment device, the standard model anticipates that the proposer
will appropriate all of the surplus at the bargaining stage. And since workers always propose
in treatment W h , firms will anticipate η = 0. This yields a stark prediction: Knowing that
they will be expropriated, firms should choose to take the fixed payment X rather than open
vacancies. When bargaining takes place after matching and workers have all the bargaining
power, theory thus predicts complete unemployment. In effect, firms face a hold up problem
in which they cannot recoup the investment in vacancy creation.

Even if test subjects in the worker role do not in practice demand the entire surplus, we
expect that the level of unemployment will be higher and the level of efficiency will be lower
than in Nh . The problem for workers is that they do not have a mechanism by which they
can limit individual wage demands yet it is expectations about bargaining outcomes that
will determine the availability of vacancies.

Treatments Gh : Group Wage Demand prior to Entry (G)

In contrast toW h , in Gh we investigate an environment in which workers commit to a group
wage prior to firm entry. This treatment incentivizes workers to set a wage that maximizes
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the expected ex ante payoffs and thereby creates the maximum surplus for workers. We can
think of this as centralized wage formation with similarities to a corporatist arrangement in
which a labor organization negotiates a binding wage based on the negotiation amongst the
members.32

In the first stage of Gh , each worker i makes a wage proposal wi. These wages are
then averaged into a group wage claim w̄ = 1

U

∑U
i=1wi. Bargaining thus occurs among the

workers. The group wage claim w̄ is then advertised to firms prior to the entry decision.
From the perspective of firms, Gh is comparable toMh in the sense that the decision to open
a vacancy amounts to the choice between a fixed payment and a lottery with prize Y − w̄.
The structure of Gh is shown in figure 1.4.

Proposal

Workers
propose
wi ∈ [0, 400]

w̄ advertisement

Firms observe
w̄ = 1

U

∑U
i=1 wi

Vacancy Creation

Firms choose
enter or
stay out

Matching

Firms and
workers match

Contracting

Matched firms
accept or reject

offer 400− w̄

Figure 1.4: Treatment Gh

Because workers commit to a wage prior to vacancy creation, workers can influence the
matching probability by moderating their wage claim. Specifically, we expect workers to set
a wage w̄ to induce the entry probability p̃ that maximizes the expected payoff

F∑
v=0

(
F

v

)
(p̃)v(1− p̃)F−vµ(θ)w̄ (1.5)

where p̃ is determined from the no-profit condition (equation 1.4) and µ(θ) = M(U, v)/U

is the matching probability for workers. Optimally, workers set wages to induce vacancy
creation up to the point at which the increase in the probability of getting hired is equalized
with the cost of lower wages. Solving this problem must be done numerically. For Y = 400,
the payoff maximizing group claim is w̄ = 207 with associated entry probability of p̃ = 0.78.
This means that η = 0.52. Because η = 0.52 is just slightly in excess of of η in Mh and Nh

, theory predicts similar results in these three treatments.
Although workers in Gh have all the bargaining power—just as in treatment W h —

treatment Gh predicts that wages will be lower, vacancy creation will be higher, and un-
32See Layard et al. (2005) for a more comprehensive discussion of the merits of centralized versus firm-level

wage bargaining.
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employment will be lower. This treatment anticipates that institutions such as unions can
be efficiency enhancing because they enable workers to internalize the negative externalities
associated with bargaining after match (See Layard et al. 2005, chapter 2).

1.4 Design

Our treatment variables are the size of the match surplus and wage contracting institution.
The design of the experiment aims to cleanly assess the effect of each of these factors. We
employ a conservative approach and the identification of the main treatment effects rely on
non-parametric comparisons of independent block level outcomes. Credibility of our findings
is enhanced because the tests are sufficiently powerful (List et al. 2011).33

In the framework of the previous section, the key parameters can be thought of as Y and
η, where η is exogenous in Mh and M l but is endogenous in the treatments with bargaining,
Nh –Gh .34 Table 1.2 gathers the theoretical predictions for p∗ and η worked out in the
previous section. The main comparisons are between the level of productivity (reading
across table 1.2) and how wages are determined (reading down table 1.2).

Table 1.2: Summary of Treatments

Y = 400 Y = 300

p η p η

Matching Mh 0.73 0.50 M l 0.38 0.50
Fair Nh 0.73 0.50 N l 0.38 0.50
Worker W h 0.00 0.00
Group Gh 0.78 0.52

The predictions in table 1.2 are derived from the standard model in which agents maxi-
mize payoffs, do not make mistakes, hold correct beliefs etc. As we know from other existing
evidence, many of these assumptions are questionable. The goal of the experiment is to
investigate the extent to which the environment reproduces the equilibrium predictions even
though reality does not coincide exactly with the model.

33We plan to do a final round of data collection in the spring of 2017 in which we add observations to
strengthen our bargaining results.

34Y and η together determine the wage level.
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Our first four treatments,Mh -N l , comprise a 2×2 design in which we examine productiv-
ity and post-match bargaining. The 2×2 format facilitates a comparative statics assessment
of the effect of productivity changes and if there are effects related to bargaining. There is
also the possibility of interactions between these two features.

Differences in the level of productivity translate into predictions for the distribution of
entrants. Given symmetric randomization according to the mixed strategy Nash, the distri-
bution of the total number of entrants should be binomially distributed as shown in figure
1.5. This plot may be interpreted in the following fashion: If players are playing according to
the symmetric mixed strategy equilibrium then in any given period there is a some probabil-
ity of v = 0, . . . , 6 entrants. The probability of observing v entrants is equal to the height of
the associated bar. Our choice of productivity levels predicts distinct distributions in which
the low productivity treatment has a right skew and the high productivity treatment has a
left skew. Moreover, the modal number of entrants is different by two entrants.

Figure 1.5: Predicted Probability of Number of Entrants by Surplus
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As discussed above, the ultimatum bargaining stage in Nh and N l is specified in a neutral
fashion such that all players can expect to earn half of the surplus given a symmetric sharing
norm. We chose this bargaining protocol so thatNh andN l are the mildest possible extension
of Mh and M l . This facilitates inference about the independent effect of bargaining.

There a number of reasons to expect bargaining to have an impact on entry. One reason
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is that bargaining exposes test subjects to an additional source of risk. This would predict
lower entry. For example, risk averse subjects would prefer a guaranteed payment of half
the surplus (as in Mh and M l ) rather than earning the entire surplus half of the the time
(which is the prediction in Nh and N l ). Another way in which bargaining can be important
is if η deviates from 0.5 due to behavioral factors. Average bargaining outcomes could vary
depending on the identity of the proposer (firm or worker) or due to differences in the level
of unemployment. For instance, workers may reciprocate entry by firms in similar fashion as
in the trust game and allow firms to appropriate a large portion η of the surplus as a reward.
High unemployment might also increase η because matched workers have less leverage in
bargaining. If workers endure a longer unemployment spell before again getting matched
they may not be able to afford to reject low offers. This could justify differences between
treatments Nh and N l .

In treatments W h and Gh , we introduce variations in how wages are determined. We
compare these treatments with Mh and Nh which have the same level of surplus. The
comparison between Nh and W h accounts for how changes in bargaining strength impact
the expected payoff that firms can expect in the last stage. Specifically, we expect lower
entry in W h . Unless workers in W h propose an equal 1/2 split of the productive surplus,
the expected value of entry will be lower for firms in W h than in Nh .35 Anticipating this,
firms will enter less frequently.

In comparison to W h , Gh creates incentives for workers to moderate wage demands.
Theory predicts “hyper fair” offers of more than 50% of the surplus. Although workers have
all the bargaining power, the outcomes should be less like W h and more similar to Nh and
Mh . The parallel with Mh is particularly strong because firms know prior to entry what
they will earn if they get matched.

To try to discern the impact of bargaining outcomes, we compare the offers across types
(firms compared with workers) and treatments. One hypothesis that can be checked is
whether workers adjust their offers between Nh and W h , the two treatments in which they
have all the bargaining power. Whereas in Nh firms get to propose half of the time, in W h

firms must be rewarded by workers. If there are trust game like effects, we would expect these
to be larger in treatment W h because the firms only enter if they are rewarded by workers.
Treatment Gh illuminates the analysis of bargaining because workers have the chance to
impact the degree of entry via the wages that they set. This tests the ability of workers to

35This conclusion is predicated on the plausible assumption that the sharing norm in Nh is such that the
proposer is able to appropriate more of the surplus than the responder.
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think through the incentives that they create via wages. Furthermore, wage formation in Gh

is such that individual workers can affect the wage by setting extreme offers. This means that
even a few sophisticated individuals can counteract inappropriately low or inappropriately
high offers by making extreme wage proposals in the other direction. Difference in the wage
proposals inW h and Gh thus give some measure of how individuals response to the incentives
created by bargaining after match.

Because of the entry margin, individuals who choose to participate in the bargaining
stage may not be representative of the general population. This is a facet of our study that
can result in differences relative to other studies of ultimatum bargaining.

1.4.1 Experimental Implementation

At the beginning of each session, subjects were assigned either the firm role or the worker
role. Subjects remained in this role throughout the duration of the experiment. Each session
implemented a single set of treatment parameters and results are therefore based on between
subject (session) comparisons. For a discussion of the strengths and weaknesses of between-
subject designs see Charness and Kuhn (2011). Given the novelty and complexity of our
environment, we use a between-subject design to avoid confounds and establish a clear set
of results. Moreover, between-subject comparisons are congruous with the realities of a
marketplace in which different firms recruit different workers at different times.36

With respect to practical aspects of implementing the model in the laboratory, the use
of matching in the lab requires that the matching technology generate an integer number
of matches. This introduces a problem relative to the CRS matching function which can
yield fractional matches (see table 1.1). For instance, if five firms enter we expect 2.24
matches. This could be dealt with in various ways. We elect to enforce a “psuedo-law of
large numbers”: When there is a fractional match, an additional match is generated with a
probability equal to the remainder. For example, if there are 2.24 matches, then there will
be 2 matches in 76% of cases and 3 matches in 24% of cases. This means that given the
number of entrants, there will be at least bM(U, V )c matches but no more than dM(U, V )e
matches. This means that, on average, expected matching probabilities are correct and that
the number of matches is almost deterministically determined by the number of entrants.

A major distinction between our implementation of the market entry game and most

36If we instead interpret the model as one in which an individual firm repeatedly returns to the marketplace,
a within-subject design could be appropriate to understand how firms adapt to changes in the environment
over time. This could, however, introduce order effects that we wish to avoid at this initial stage.
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previous work is our choice of matching protocol. Prior to each round, subjects were re-
matched within a block into new markets of 6 firm players and 4 worker players. The goal
of re-matching was to represent in a lab setting an anonymous macro labor market. This
contrasts with most experimental tests of market entry games in which tacit coordination
and equilibrium selection are the primary interest (Kahneman 1988; Sundali et al. 1995;
Erev and Rapoport 1998; Rapoport, Seale, Erev, et al. 1998). Our aim is to simulate a
series of independent market entry decisions and we therefore want to disrupt tacit collusion
of the form that most studies hope to induce. Moreover, although we cannot induce play
of a specific equilibrium, by re-matching we introduce strategic uncertainty such that test
subjects must rely on beliefs about the likely level entry. In terms of implementation, the
present study thus bears some similarity to studies in which the market capacity is varied
from period to period. 37 Because re-matching circumscribes opportunities for coordination,
we expect subjects to play as if the remaining players were randomizing symmetrically.38

Furthermore, the only way for all players to be using best responses is for entry frequency
in the pool of potential entrants to adjust to the probability dictated by the unique mixed
strategy equilibrium. If this were not the case, then an individual would have an incentive
to either enter more often (arbitrage) or less often.

Given this set-up, the model and market parameters described in 1.4, and the levels
of productivity denoted in table 1.2, our ex ante prediction is aggregate entry behavior
consistent with the symmetric mixed strategy Nash equilibrium. For the treatments in
which the surplus is shared equally (M and N), this implies a binomial distribution over the
number of entrants with a binomial probability p∗ = 0.37 for the low productivity treatments
and p∗ = 0.73 for the high productivity treatments. The expected distribution of entrants
are shown in figure 1.5.

37Although studies such as Sundali et al. 1995 (shown in appendix section 1.A.1) use fixed groups, when
the market capacity changes from period to period, equilibrium requires at least some players modify their
strategies. This means that, by design, there is persistent strategic uncertainty. In contrast, in studies in
which neither the market capacity nor the market composition are altered, the uncertainty is considerably
reduced. In a notable contribution to the study of learning in games, Duffy and Hopkins 2005 show that in
such an environment players should in the limit of many repetitions of the game converge to a pure strategy
Nash equilibrium.

38If there are some players in the population who always enter while others never enter, and every period
these individuals are selected randomly, then the experienced level of entry is consistent with individual
randomization equal to the relative proportion of individuals who always enter. For example, if half of
individuals always enter and the other half never enter, then a random draw of entrants implies that half
will enter. This is equivalent to the case in which all players randomize with one half probability.
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1.4.2 Procedures

All sessions were conducted in the research lab of the BI Norwegian Business school using
participants recruited from the general student population at the BI Norwegian Business
School and the University of Oslo, both located in Oslo, Norway. Recruitment and session
management were handled via the ORSEE system (Greiner 2004). z-Tree was used to pro-
gram and conduct the experiment (Fischbacher 2007). Anonymity of subjects was preserved
throughout.

Table 1.3: Blocks per Treatment

Treatment Blocks
Mh 5
M l 4
Nh 4
N l 4
W h 2
Gh 2

We collected 17 block level observations, distributed among the treatments as shown in
table 1.3. Each block consisted of 2-3 markets. In total 292 individuals participated in the
experiment.

On arrival, subjects were randomly allocated to cubicles in the lab in order to break
up social ties. After being seated, instructions were distributed and read aloud in order to
achieve public knowledge of the rules. All instructions were phrased in neutral language.
Although interested in capturing features of the labor market, we wished to avoid any direct
connotations with this setting. For example, we did not wish to frame the bargaining portion
of the experiment in such a way that it seemed important to pay a “fair” wage. We therefore
referred to firms and workers players as A types and B types. For similar reasons, we
described the labor market as simply a “matching market.” This term conveys the essential
information that A and B players will be randomly paired without implying anything about
the relative status of the two types (such “boss” vs. “employee”). Another important detail
of the language that we used was with respect to the description of the bargaining situation.
Rather than ask the proposer to make an “offer” or to “divide the surplus,” we instructed the
proposer to state a claim: A claim was defined as an amount that the proposer gets if his
or her claim is accepted. Our motivation for using this language was to avoid establishing a
“property right” for the proposer. This is appropriate for the labor market context because
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the surplus is only realized after the firm and worker together produce.

Each session of the experiment began with two test periods in which players could get
acquainted with the software. This was immediately followed by 30 periods in which the
players earned payoffs. At the beginning of every round, subjects within a block were
randomly matched into markets with the composition described above. Each round consisted
of a single repetition of the market entry game.

Gameplay was formulated in the following fashion: In the first stage of the game, subjects
in the firm role chose to either participate in the market or to take a guaranteed payment. A
player who chose to take the guaranteed payment took no further actions in the game but did
receive market level feedback at the same junctures as other players. After the entry stage,
players received information on how many players of each type chose to enter, the number
of realized matches, the matching probabilities, and whether or not they were matched. In
the treatments without bargaining, players that matched earned the payoff ηY . In the other
treatments, matched players were assigned either the proposer or responder role at this stage.
In the ultimatum bargaining portion of the game, a screen was devoted to both the proposal
decision and the responder decision. At the conclusion of the game, all players were provided
with information on their own profits and a historical statistic describing previous decisions
and market outcomes, along with accumulated profits.

The one exception to the basic structure was treatment Gh which featured two additional
stages at the beginning of the experiment. In the first stage, wage proposals were collected
from the worker types. The average of these proposals was then presented to all participants
in a given market on a dedicated screen. Otherwise, the structure of the game was the
same. In a similar way as the other treatments with bargaining, the proposer (workers) and
responder (firms) were identified separately. In the final stage before payoffs and feedback,
the responder had the right to reject the (group) wage offer. This stage was in some sense
unnecessary (since the firms know the wage before the entry decision) but preserved as close
as possible the experience in the treatments with ultimatum bargaining.39

Subjects earned experimental currency units (ECU) based on the realized outcome in each
period. After the final game, accumulated earnings in ECU were converted to Norwegian
Kroner (NOK) using a fixed and publicly announced exchange rate. Subjects were paid in
cash privately as they left the lab. On average subjects, earned between 220 and 250 NOK
(about 36 USD at the time). A session typically lasted 60 minutes.

39No firm that entered in Gh chose to reject the wage offer.
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Sample instructions and screen shots are available upon request.40

1.5 Results

We present the main findings as a series of Results. Unless otherwise noted, statistics and
tabulations are based on data from the last half of periods. We focus on the last half of the
data because there is a negative trend in the level of entry during the initial periods of some
of the treatments. By comparison, behavior is more or less stable in the second half of the
experiment. With the exception of W h , none of our conclusions depend substantively on
the choice of data.

Figure 1.6: Average vacancy creation by period
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Figure 1.6 presents for each treatment the average number of vacancies created per period
(solid black). Also included on this plot is a linear trend line (solid red) and line indicating

40Instructions and screen shots will made available when final data collection concludes.
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the level of entry predicted by the mixed strategy equilibrium (dashed red). The negative
trend mostly disappears in the second half of the data.41

We summarize the data on entry in table 1.4. The first row presents the aggregate entry
frequency for each treatment while the second row shows the predicted entry frequencies
associated with the symmetric mixed strategy equilibrium. A key observation is that all the
observed entry frequencies are closer to 0.5 than predicted in theory. The third row presents
the payoffs associated with entry. These payoffs are computed as the total earnings from
entry divided by the total number of entry decisions.

Table 1.4: Aggregate Entry Frequencies and Associated Payoffs

Treatment Mh M l Nh N l W h Gh

Observed 0.66 0.53 0.62 0.49 0.34 0.58
Predicted 0.73 0.37 0.73 0.37 0.00 0.78
Payoffs 99.5 81.1 98.0 80.1 69.5 92.4

Result 1.5.1. Vacancy creation increases when the productivity of a job increases.

The average number of vacancies varies in the expected direction with productivity. As
can be seen in table 1.5, which presents summary statistics for block level observations, the
high surplus treatments generate almost one additional vacancy per period. This holds in
the treatments without bargaining (3.99 in Mh and 3.23 in M l ) and those with bargaining
(3.81 in Nh and 2.94 in N l ). Moreover, the maximum observed level of entry in the low
surplus treatments is below the minimum observation in the high surplus treatment.

Table 1.5: Summary Statistics Vacancies (Block Level Observations)

Y = 400 Y = 300

Mean Std.Dev. Min. Max. Mean Std.Dev. Min. Max.
Matching Mh 4.00 0.33 3.64 4.33 M l 3.23 0.29 2.98 3.60
Bargaining Nh 3.81 0.29 3.54 4.13 N l 2.94 0.31 2.63 3.27

To formally test the impact of productivity on vacancy creation, we employ Wilcoxson
Rank-Sum (WSR) tests.42 These tests are carried out on the block level data presented

41This can be seen in figure 1.C.2 which presents the same plots for the last half of the data. Out of
treatments Mh - N l , only N l exhibits a slight negative trend.

42The Wilcoxson Rank-Sum test is a non-parametric test that evaluates the hypothesis that two indepen-
dent samples come from the same distribution.
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in table 1.C.1. The WSR test between treatments Mh and M l identifies a statistically
significant difference between the treatments (W=2.45, p=0.01 with a power of 0.8).43 The
analogous comparison between treatments Nh and N l yields a similar conclusion (W=2.31,
p=0.02 with a power of 0.92). When we pool the high productivity treatments Mh and Nh

and compare these with the low productivity treatments M l and N l , the results are even
stronger (W=3.32, p=0.00; power of 1). These findings indicate that there is a systematically
higher degree of entry in the high productivity treatments.

Result 1.5.2. The presence of bargaining has a small and statistically insignificant impact
on vacancy creation.

The difference between treatments Mh and Nh and between M l and N l is the presence
of a bargaining stage. Casual inspection of the level of vacancy creation suggests that the
presence of bargaining after matching may have some negative impact on firm entry. The
average level of entry in the treatments with bargaining is depressed by about 0.25 vacancies
per period relative to the case without bargaining (0.19 and 0.29 for the high and low
surplus treatments respectively). This difference could be consistent with a small amount
of risk aversion related to bargaining uncertainty.44 We can not, however, substantiate this
based on block-level comparisons. Wilcoxon rank-sum tests between Mh and Nh (W=1.23,
p=0.22) and betweenM l and N l (W=1.16, p=0.25) do not identify a statistically significant
difference between the treatments. This is not surprising since these tests are not sufficiently
powered (for the observed average difference, both tests have a power of less than 0.2). As
can be seen in table 1.C.1, there is too much overlap between the distributions of observations
to reject equality. To achieve a power of 0.80 would require about a ten-fold increase in the
number of observations.

If we relax the standard of comparing block level observations and instead treat each
block-period observation as independent, we find weak statistical significance (W=1.76,
p=0.08 for the high surplus treatments; W=1.8, p=0.07 for the low surplus treatments).
However, also these tests are underpowered (power of about 0.55). We conclude that bar-

43To compute power we use the Stata package developed by Bellemare et al. (2016). The power compu-
tation is based on the assumption of a significance level of 0.05.

44The ultimatum bargaining stage can be thought of as causing a mean preserving spread of the payoff in
the treatments with a fixed wage. In the extreme case, the proposer appropriates the entire surplus half of
the time. As a crude exercise based on the aggregate data, we consider CRRA preferences and estimate a risk
aversion parameter between 0.05 and 0.1, depending on whether we use the assumption that the proposer
appropriates the entire surplus or use the empirically observed proposer share of (Y − 100)/100. As we
discuss, however, the role of risk aversion is difficult to justify when it does not have a significant impact on
entry. An alternative explanation might therefore be that individuals display some aversion to bargaining.
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gaining may have some small impact on the level of entry but that this effect is difficult to
identify in the data.

Result 1.5.3. Vacancy creation is less sensitive to productivity changes than predicted by
theory.

Although the number of vacancies created varies in the expected direction, it does not
respond as strongly to changes in productivity as predicted by theory. Relative to the
theoretical benchmark, the the degree of vacancy creation is too great when the productivity
is low while the degree of vacancy creation is too low when the productivity is high (see table
1.4). In the high productivity treatmentsM l and N l , the aggregate entry frequency is more
than 10 percentage points higher than the equilibrium prediction (0.53 and 0.49 vs. 0.37).
In the low productivity treatments Mh and Nh , the aggregate entry frequency is lower than
the equilibrium prediction by a similar amount (0.67 and 0.62 vs. 0.73). The significance
of these observations is confirmed by a one-sample Kolmogorov-Smirnov test that compares
the block level observations to the anticipated distributions and finds significant differences
(p=0.031 for high surplus and p=0.021 for the low surplus). As a consequence of the bias
toward 0.5, the distribution of entrants is shifted right in the low surplus treatments and left
in the high productivity treatments. This is evident in figure 1.7 which shows the relative
frequency of each number of entrants aggregated for a given level of productivity.45 For
example, in both the high and low surplus cases, four vacancies were created about 30% of
the time. The observed distributions thus overlap substantially more than anticipated by
the theoretical prediction (see figure 1.5 for the theoretical prediction).

The finding that vacancy creation responds more weakly that anticipated to changes in
productivity is notable because it goes in the opposite direction of the stylized facts from the
labor market (i.e the Shimer critique) but is consistent with the findings from other market
entry games.

The pattern of over-entry in M l and N l but under-entry in Mh and Nh implies that the
no-profit condition is not satisfied, even on average. Test subjects that enter in treatments
M l and N l earn less than the outside option while test subjects that enter in treatments
Mh and N l earn more than the outside option. The quantitative effect on payoffs is shown
in the bottom row of table 1.4. In the high surplus treatments entrants earn excess profits
from entry while in the low surplus treatments entrants earn more than 10 ECUs less than

45The same figures for just the M treatments and just the N treatments are presented in appendix figure
1.C.3.
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Figure 1.7: Average Number of Vacancies by Surplus
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what they could have earned by taking the guaranteed payment.46

In the presence of risk aversion, we would expect a lower level of vacancy creation in
both the high and low surplus treatments. The finding that entry is too high in the low
surplus treatment thus suggests that risk aversion does not play a major role in determining
aggregate entry. Over-entry in the low surplus treatments requires risk-seeking preferences
while under-entry in the high surplus treatments requires the opposite. While risk aversion
may play some role at the individual level in determining who enters, it does not have a
discernible effect on the average level of entry.47 This is consistent with the conclusions from
previous studies in this area (Rapoport, Seale, and Ordóñez 2002).

Result 1.5.4. Offers in ultimatum bargaining are lower and more tightly distributed than in
other studies.

1. There is substantial coordination on a modal ultimatum bargaining offer and this offer

46In the treatments with bargaining, payoffs are also impacted by the acceptance and rejection decision.
Although this changes the quantitative conclusion about the payoffs from entry (average payoff of 106.4 in
Nh and 87.0 in N l ), it does not change the conclusion about the degree of entry.

47Although we collected individual level data on risk aversion using a Holt-Laury test conducted at the
end of some sessions in treatments Nh and N l , these data did not have any explanatory power in a
regression predicting entry. We question, however, the value of this risk aversion measure because only 65%
of respondents demonstrated consistent preferences that did not exhibit preference reversals.
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does not vary between treatments.

2. The average ultimatum bargaining offer varies slightly with the level of productivity but
does not depend on whether the proposer is a firm or a worker.

3. Workers offer slightly more generous shares to firms in W h compared with Nh .

In treatments Nh , N l , and W h there is ultimatum bargaining after matching. In Nh

and N l , the proposer is determined by a fair coin while in W h the workers always get to
propose. We present the bargaining results in terms of offers. An offer is the the amount
that the proposer—who may be either a worker or a firm in treatments Nh and N l —offers
as a take-it-or-leave-it offer to the responder.

Offers fall from a roughly split in the early periods but rapidly stabilize in the vicinity of
100. Figure 1.C.4 in the appendix shows the evolution of bargaining offers over time. This
pattern is consistent with test subjects in the proposer role learning the level of acceptable
offers. A handful of super equal offers in the early periods suggests that there may have been
some confusion about whether a “claim” accrues to the proposer or responder. However,
these types of offers quickly disappear. There appears to be rapid convergence on a sharing
convention in which offers of 100 are accepted but offers below this level are rejected with
high probability.

Figure 1.8 shows the distribution of offers by size. The defining feature of these plots is
the large fraction of offers at near 100. In Nh , 47.4% of offers were equal to 100 with nearly
61% of offers 100± 10; in N l the percentage was 39.7% with 58% 100± 10; and in W h the
percentage was 39% with 56% 100± 10.

In terms of the average offer, we identify a small differences between the two levels of
productivity. The average offer is 98 in the high surplus treatment and 107 in the low surplus
treatment. This difference is significant at the 5% level. This can be accounted for by the
more common occurrence of offers of 50 in Nh , as can be seen at the left hand side of the
left panel in figure 1.8.

Whether using the modal offer or the mean offer as the main statistic, the level of offers is
more or less constant in terms of absolute levels of ECUs. In terms of shares of the surplus,
however, this implies that individuals in the high surplus treatment share about a quarter
of the surplus while individuals in the low surplus treatment share a bit more than a third
of the surplus. This contrasts with the findings from most studies of ultimatum bargaining.
An initial hypotheses as to why bargaining shares vary with the size of the surplus is that
players might be willing to accept smaller shares when the surplus is large. While Andersen
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Figure 1.8: Offers in Ultimatum Bargaining
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et al. (2011) finds some support for this conjecture, it only holds for enormous sums. The
stakes would therefore need to be much larger than those seen in this study. We therefore do
not expect this effect to be relevant in our results. We consider some alternative explanations
in the next section.

With respect to type, we do not find a significant difference between offers: Overall, 97
by firms compared with 104 by workers.

With respect offers that get rejected, we find that the probability that offers get rejected
increases steeply as the offers fall below 100.48 Histograms showing the offers that were
rejected are presented in figure 1.C.5 in the appendix. There do not appear to be any

48The stylized facts from ultimatum bargaining is that there are few low offers and offers less than 20
percent are rejected about half the time (Camerer 2003). These outcomes are also surprisingly insensitive
to the size of the stakes; the size of stakes must be increased dramatically before low offers are accepted
(Andersen et al. 2011). Although generosity may result in part from fear of rejection, positive offers in
dictator games suggest some role of altruism. A notable caveat is that combination of design features such
as anonymity and earned endowments can reduce dictator offers close to zero (Cherry et al. 2002)
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difference between types in terms of which offers were rejected.
Overall, the level of bargaining offers are lower than in most studies of ultimatum bargain-

ing but not implausible. Standard results from studies of ultimatum bargaining are modal
and median offers of 40-50 percent and mean offers of 30-40 percent—but with considerable
variability across studies (See Camerer 2003, Tables 2.2 and 2.3). The main difference from
earlier studies seems to be the tight distribution of offers in the vicinity of offers of 100.
Notably. this is close to 95, the direct search cost borne by firms. The high degree of coor-
dination on offers around 100 also implies an average η close to 0.5 since a firm is equally
likely to be in the proposer and responder position.

The overall lower level of offers we find may be due to the presence of frictional matching.
Individuals realize that they have limited opportunities for bargaining and therefore seek to
earn as much as possible when they have the chance. We also speculate that the overall
lower level of offers may in part be driven by the selection of firm players that choose to
enter the bargaining portion of the game.

Result 1.5.5. Wage offers in ultimatum bargaining maximize individual payoffs.

It is natural to ask why there is coordination on offers near 100. From an empirical
perspective, this question has a clear answer: Offers of 100 maximize expected payoffs.
Although the standard model predicts that any non-negative offers should be accepted in
ultimatum bargaining, in practice lower offers are rejected with a higher probability. The
optimal bargaining offer therefore trades off the likelihood of being accepted with the value of
agreement. To assess this formally, we estimate a logistic regression to yield the probability
that an offer of a given size is accepted.49 This exercise shows that subjects almost never
reject offers above 100 but reject offers with an increasing probability as offers fall below this
level. When we weight the probability that an offer is accepted by the value that the offer
is accepted, this gives the expected payoff from a given offer.

In figure 1.9, we present a plot of the expected payoff associated with each ultimatum
offer along with a simple polynomial fit. This plot illustrates that expected payoffs are
maximized in the vicinity of offers of 100. We conclude from this exercise that test subjects
maximize their individual payoffs, taking into account that offers less than 100 are often
rejected.

Result 1.5.6. Increases in the bargaining strength of workers in ultimatum bargaining in-
creases unemployment.

49See figure 1.C.6 in the appendix.
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Figure 1.9: Expected Payoff by Offer
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In treatment W h , the workers always get to propose in the bargaining stage. In figure
1.6, we see that the average number of vacancies falls from around 4 in the first period
to about 1.5 in the final period. This is due to the fact that the workers are not able to
coordinate on a higher wage level and firms gradual cease to enter. Given that the expected
wage in W h is only slightly greater than 100, the market capacity is only a single vacancy.
It is in some sense remarkable that firms persist in entering as long as they do given that
they sacrifice almost 25 ECUs per entry decision. Notably, workers in W h earn relatively
high payoffs because workers exploit the firms who do persist in entering.

Result 1.5.7. When workers can commit to a common wage offer, this restores efficiency.

Treatment Gh changes the bargaining institution and allows workers as a group to commit
to a wage level. In contrast to the ultimatum bargaining treatments in which offers tended
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to be in the vicinity 100, in this treatment the average offer was 174. The expected share
that workers could expect was therefore η = 0.44. This translates to a market capacity of
about three firms. The substantial moderation of wage demands leads to a much higher level
of entry than in the W h .

Although the wage demands are substantially higher than the level that is predicted to
maximize expected profits, workers in this treatment also do better than expected in theory
because of somewhat too much entry by firms.

Result 1.5.8. When workers decide a group wage, there is considerable variation in beliefs
about the appropriate level of the wage.

Perhaps the most fascinating element of treatment Gh is the wage agreement stage that
occurs between workers. In this treatment, each worker submitted a wage proposal at the
beginning of the stage. This was then advertised to the firms before the entry decision.
Workers thus have an incentive to set a wage that trades off increases in the probability of
matching with the size of the wage.

Figure 1.10: Wage Proposals
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Figure 1.10 shows the wage proposals made by workers in Gh . In contrast to the offer
distributions in the treatments with ultimatum bargaining which were tightly distributed
around 100, in Gh we observe a tri-modal distribution. The distribution of wage offers
has peaks at 0, 200, 400. These offers correspond to all, half, and none of the surplus.
This testifies to substantial differences in beliefs about the optimal group wage level. The
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extreme offers suggest that some individuals are strategically setting wage offers to try to
influence the average wage proposal. It is evident from this finding that (at least some)
test subjects understand the subgame structure of the experiment and understand that
different wage levels translate into payoffs not just through their impact on the wage but
also via the vacancy creation channel. The result that test subjects dramatically adjust their
offers relative to the treatments with ultimatum bargaining after match—only a few make
proposals of 100—shows that the wage formation institution has a strong impact on what
offers can be sustained. In particular, workers are not able to restrain their wage demands
in the absence of a centralized institution.

Result 1.5.9. There is more heterogeneity at the individual level than can be accounted for
by the symmetric mixed strategy Nash equilibrium

The aggregate entry probabilities in the experiment are somewhat biased but reasonably
close to the level predicted by symmetric randomization. However, a given aggregate level
of entry is consistent with a wide range of patterns of entry at the individual level. In the
simplest case, consider two test subjects. In terms of the expected number of entrants, the
case when both randomize with a probability 0.5 and the case when one test subject always
enters and one subject never enters is identical.

At the individual level, we find that there is substantial heterogeneity in excess of that
predicted by symmetric randomization in how often subjects choose to enter. For each
individual, we compute the proportion of the total number of periods in which an individual
enters. Figure 1.11 shows this distribution of entry frequencies at the individual level. Some
test subjects enter often and some rarely do. The strategy of always entering and nearly
never entering are both relatively common.

In addition, consistent with expectations, in the treatments with higher productivity
the distribution of entry frequencies stochastically dominates the equivalent treatment with
lower productivity.50

If all test subjects in a given treatment randomize with the same probability p, this
predicts a binomial distribution of entry frequencies across the 30 periods with mean 30p

and variance 30p(1 − p) and a probability of a given number of entry decisions k equal to
P (X = k) =

(
30
k

)
pk(1−p)30−k. This is the outcome we expect if we take the symmetric Nash

equilibrium as the solution.
In figure 1.11, we present histograms showing the frequency of each level of entry. A first

observation is that the distributions are much flatter than those predicted from the mixed
50We present the CDF in figure 1.C.7 in the appendix.
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Figure 1.11: Individual Entry Frequencies
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strategy Nash prediction with larger standard deviations. A second crucial observation is
that there is a substantial mass of test subjects in each treatment that choose to enter in
every period or nearly every period. In treatment T1, 8 individuals choose to enter in every
period (about 10% of all participants).

The question is whether these data are consistent with randomization. If subjects ran-
domized with a symmetric probability p we would expect a binomial distribution over the
N = 30 trials. Relative to this benchmark, the observed distributions are too flat and wide
(with, again, the caveat that the results are based on only 24 individuals in each treatment.
The distributions might become more peaked with additional observations.). This suggests
that entry can not be well accounted for by symmetric randomization.

To further investigate the role of randomization, we investigate the pattern of entry
decisions. Specifically, we investigate how persistent subjects are in their decision to enter. In
figure 1.C.8, we present the distribution of “streaks,” where a streak is defined as consecutive
decisions to enter. As is evident from the figure, most of the mass is concentrated on streaks
of length less than four. In fact, for short streaks, the frequency falls close to geometrically.
This implies that players switch fairly often between strategies.

Notably, the main differences across distributions is observed in the tails. For instance,
the geometric pattern for short streaks is quite similar across treatments. In both high and low
treatments, the geometric probability is close to 0.5. The main difference between treatments
instead arises because in the high surplus treatment there are more players who enter very
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many times in a row. This implies that the aggregate differences between treatments can be
attributed to a subset of players who use extended streaks.

From the individual analysis, we find arrive at a conclusion similar to that in Zwick
and Rapoport (2002). There exists a subset of subjects who play as if randomizing—
although not necessarily with symmetric probabilities and perhaps as consequence of sequen-
tial dependencies—as well as a population of subjects who do not adjust their strategies over
time.

1.5.1 Analysis

Quantal Response Equilibrium

The environment we investigate is complex. Even the baseline treatments feature both
strategic and stochastic uncertainty. It is reasonable to expect participants to make mistakes.
The pertinent question in this regard is how errors affect aggregate outcomes. In a naive
framework, we would expect idiosyncratic errors to cancel out on average. However, if
players are sophisticated and recognize that other players may make errors, and that these
other players also have beliefs about error (and beliefs about beliefs etc.), then mistakes in
decision-making can have equilibrium consequences.

A rigorous way of modelling this is via the estimation of a quantal response equilibrium
(QRE). In this framework, players decisions are perturbed by some random noise that is
introduced into payoffs. In addition, this framework requires that beliefs be correct. That
is, beliefs correspond to equilibrium choice probabilities.

The QRE provides an intuitive explanation for the bias we observe in aggregate entry
(See Goeree, Holt, and Palfrey 2016, chapter 8, for a discussion of QRE in the context of
participation games). In the market entry context, the expected payoff from entry depends
negatively on the probability that other individuals enter. We denote this by E[π(p)] where p
is the symmetric entry probability. Letting payoffs from entry and staying out be affected by
some independently and identically distributed noise εe and εo respectively, then the choice
to enter will be chosen in the case when E[π(p)]+λεe > X+λεo, where λ is a parameter that
can be interpreted as magnitude of noise in the environment. Notice that as noise increases
behavior becomes more random, with choice probabilities going to 1/2 as λ → ∞. This
characterization implies a choice probability p = Pr

(
εo − εe < Eπe(p)−X

µ

)
= F (E[π(p)]−X).
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Manipulating this further yields

µF−1(p) = E[π(p)]−X (1.6)

The two sides of this equation are shown in figure 1.12.
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Figure 1.12: Quantal Response Equilibrium

The left hand side is illustrated by the upward sloped curves while the right hand side
is illustrated by the downward sloping curves; the intersection of these curves thus gives the
QRE entry probabilities (on the horizontal axis). With respect to the Nash equilibrium—
which is given by the intersection of the expected payoff (downward sloping curve)—it’s clear
that the QRE is always biased toward 0.5. Furthermore, as the noise parameter λ increases,
the upward sloping curves become steeper and lead to probabilities that are close to 0.5.
Qualitatively, the QRE can justify the bias observed in the aggregate data.

At the individual level, however, we observe substantially more heterogeneity in entry
than predicted by a symmetric randomization. We observe a substantial number of indi-
viduals who always choose to enter, even when they persistently earn less than the fixed
payment. In addition, in our low surplus treatment the entry frequency is close to 0.50.51

This can only be reconciled to a symmetric QRE if behavior is totally random. It is therefore

51In fact, if we consider all periods, the entry frequency is a few percentage points in excess of 0.50.
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impossible to simultaneously fit both the low and high surplus treatments.
To try to reproduce our data in a model framework, we therefore estimate a heterogeneous

QRE (HQRE) in which we allow idiosyncratic subject-level preferences for entry. We assume
that every individual draws a preference parameter δ at the beginning of the experiment
such that the payoff from entry is E[π(p)] + δ. Our approach is similar to that employed by
Goeree, Holt, and Moore (2015). We model individuals as drawing a type δf from a discrete
distribution φ̃(µ, σ) that is generated from a truncated normal distribution. Specifically, we
truncate a normal distribution to the region µ ± σ and consider 11 points equal spaced in
this interval (µ−σ, µ− 0.8σ, . . . , µ+σ). To discrete-ize the distribution, the density at each
point is divided by the sum of the densities at all points. Maintaining the assumption that
each individual experiences some idiosyncratic extreme value distributed noise each period,
the quantal response probabilities can still be written down in the logitistic form—for each
individual f , δf is simply a constant that adjusts the expected payoff from entry.52

Formally, the estimation has two stages. In the first stage, a QRE is fit for a vector of
parameters that include the level of noise λ and the parameters of the normal distribution
µ and σ. This fitting was done by minimizing the difference between beliefs and the quantal
response probabilities based on the logit specification. After estimating the theoretical QRE
entry probabilities, we then compute the likelihood of observing data given the choice of
parameters. The likelihood function is based on the observed number of entry decisions
for each individual. For each individual f in each treatment T , we tabulate the number of
vacancy creation decisions v(f, T ) and then compute the likelihood function

Π
F (T )
f=1

[
Z∑
z=1

p (λ, µ, σ, T )v(f,T ) (1− p (λ, µ, σ, T ))30−v(f,T ) φ̃(z, µ, σ)

]
. (1.7)

Relative to a binary QRE without heterogeneity, the difference is the presence of the φ̃(z, µ, σ)

which accounts for the distribution of possible types.
Despite adding some explanatory power to our estimation and helping to account for the

excess heterogeneity at the individual level, it remains difficult to jointly fit both the high
and low surplus treatments. One issues appears to be the data are skewed in a fashion that
makes it difficult to fit with a symmetric distribution. We are therefore investigating the use

52We also estimated a simple model in which we estimated a simple additive constant for an estimated
proportion of the population q. The idea was to try to account for the significant portion of players who
always enter. However, this approach gave quite dramatic results. The difficult is that there is a left skew
in entry in most the treatments. As a consequence, q must be relatively large. The outcome was therefore
that a large proportion of individuals never entered while another large proportion always entered.
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of an asymmetric distribution such as the Gamma.
The HQRE helps account for some—though not all—of the variation in the data. This

exercise suggests that aggregate biases can survive in environments with noise. This may be
important beyond the lab.

Learning Rules

As an alternative way of accounting for the observed patter of entry we estimate the pre-
dictive ability of two simple learning rules, payoff reinforcement and fictitious play. Payoff
reinforcement is based on the notion that if an action had a positive outcome, then an agent
becomes more likely to repeat the action (Roth and Erev 1995; Erev and Roth 1998). By
comparison, fictitious play is a type of belief learning in which the probability of an action
increases if it would have been a best response.53

For both types of learning, we compute the propensities that a subject will choose to
enter given their history of payoffs and market information. Although both rules require
“initialization” (i.e. initial choice propensities and the “stickiness” of initial propensities),
the outcomes are mostly insensitive to these choices. After estimating the propensities, we
use the estimated entry probabilities to predict actual entry54. In a regression based on
payoff reinforcement probabilities, the estimated coefficient is highly significant and of a
large size. In contrast, the same coefficient for fictitious play is insignificant.

Payoff Reinforcement
P Enter Stay Out
Enter 76.2 23.8
Stay Out 18.8 81.2

Figure 1.13: PEnter reinforcement learning predictions

Fictitious Play
P Enter Stay Out
Enter 52.5 48.5
Stay Out 38.7 61.3

Figure 1.14: PEnter belief learning predictions

53Note that players do not need to know their opponents’ payoffs: Belief learning is simply about expec-
tations about other players’ actions.

54We estimate a logistic regression with fixed/random subject and time effects
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To give a gross intuition for the predictive ability of these learning rules, we categorize
the learning rule as predicting “enter” whenever the estimated propensity is greater than 0.5.
Next, we cross-tabulate the prediction with the actual entry decision. Figure 1.13 shows
the results for payoff reinforcement: In about 80% of cases, the prediction is correct. In
contrast, results for reinforcement learning, shown in 1.14, demonstrate that this learning
rule has almost not predictive ability.

Fairness Preferences

With respect to the bargaining portion of the experiment, we find rapid and consistent
coordination on a sharing norm. This sharing norm is the same in nominal (ECUs) terms
across treatments. This implies that the share that the proposer keeps increases with the
size of the pie. This last finding is is unusual.

A common way of explaining outcomes in ultimatum and dictator games is via the use
of fairness preferences. In the conceptualization of Fehr and Schmidt (1999), other players’
payoffs enter the utility function explicitly, with penalties associated with unequal payoffs.
In the version proposed by Bolton and Ockenfels (2000), players are penalized when their
earnings deviate from a sharing norm. Both approaches have been successful in reproducing
a variety of stylized facts not well accounted for by basic rational behavior.

Because this study incorporates a standard ultimatum bargaining game, it is plausible
that fairness preferences could help explain the results. Moreover, because fairness prefer-
ences concern utility, outcomes of the bargaining stage will also affect the entry decision.
This means that fairness preferences have implications for both bargaining and entry.

However, theoretical consideration of these preferences suggests that neither the inequity
preferences of Fehr and Schmidt (1999) nor the equality-reciprocity-competition preferences
of Bolton and Ockenfels (2000) can explain the results from this experiment. Even under
favorable assumptions on preference parameters, solving for an equilibrium with fairness
preferences implies sharing of the surplus and a pattern of entry inconsistent with what we
observe. Fairness preferences in this study would predict substantially lower offers than
what we observe. The reason is that unmatched players earn 0 and this actually loosens the
constraint on the offers that proposers can make. Specifically, predicted offers tend to be in
the range of 20-30 ECUs, that is, a third of what we find (allowing for some differences given
various parametrizations). Details of the computation are found in appendix 1.C. It is also
the case that bargaining outcomes predicted by these fairness preferences do not reproduce
the pattern across treatments.
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Although the two main varieties of fairness preferences do not explain the results, the
notion that fairness concerns are important has appeal. An observation that is compatible
with this intuition is that the modal offer of a 100 is close to the average earnings in the
market. In tables 1.15 and 1.16, we show the average payoffs for the case of all subjects in
a market (“All”) and the case of just the players in the matching stage (“In”).

Average Payoffs, Y High
v All In
1 87.5 80.0
2 94.6 94.3
3 97.8 98.0
4 99.0 100.0
5 98.9 99.4
6 98.0 98.0

Figure 1.15: Average payoffs by comparison group, Y High

Average Payoffs, Y Low
v All In
1 77.5 60.0
2 80.4 70.7
3 80.5 74.2
4 79.0 75.0
5 79.6 74.5
6 73.5 73.5

Figure 1.16: Average payoffs by comparison group, Y Low

Under this norm, an offer is accepted if it is at least as large the average earning. This
explanation would be consistent with the observations from this study. Once offers fall below
the market average, then begin to get rejected.

1.6 Conclusion

This study examines entry in a market entry game with labor market features. We find
a high degree of coordination even though the level of entry is less sensitive to changes
in productivity than predicted by the Nash equilibrium. This mirrors the results in the
existing literature. The coordination success of agents in the model, though not perfect,
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does not seem to be perturbed by the additional complications we introduce. With respect
to the market entry literature, we conclude that the complications that we introduce do not
strongly alter aggregate outcomes. Indeed, the main bias that we observe is a general finding
in the literature and not a peculiar aspect of our environment.55 The finding that individual
behavior is chaotic also is repeated in our findings. Overall, the “magic” of coordination
appears to be a robust phenomenon even if some puzzles remain.

With respect to the bargaining results, we find that that offers are “optimal” in the sense
that proposers makes offers that maximize their payoffs. We believe that the overwhelming
reason for modal sharing of 100 relates to the direct cost of vacancy creation. Although
it is fair to compensate firms for this cost, workers do not reward firms for the matching
risk they bear. This leads to negative consequences for efficiency in treatment W h . This
illustrates why bargaining after matching is often inefficient. Notably, however, when we
create an institution in which workers can coordinate their wage setting, they are able to
rectify the situation and improve market outcomes. This suggests that in certain instances,
workers should be willing to engage an organization to negotiate on their behalf. This result
provides a new finding that explains the value of labor organizations.

Relative to the patterns observed in actual labor markets (and, indeed, our ex ante
expectation, especially given the matching technology), we would perhaps have expected
the opposite of our results: More volatility in entry and employment than in productivity.
Despite the deviations from predictions, the results should still be interpreted as good news
for the validity of the market entry assumption and for the basic assumptions that underpin
labor search models. In the average across treatments, the level of entry is about correct.
This is due to the fact the aggregate biases cancel out across high and low productivity
settings. In the absence of more specific information about a market—and when considering
industries aggregated across an entire economy—neither over nor under entry is more likely.
In addition, our study examines an extremely small market yet subjects are still relatively
close to satisfying the zero-profit condition. Even though the assumption of a continuum
of agents and free-entry in macrolabor models is strong, the assumptions still hold—more
or less—in the small market setting. That the assumptions holds both in small markets as
well as large markets, for which it seems likely that the effects of strategic uncertainty are
smaller, is good news for the DMP model. The one caveat to the positive conclusion for
the model is that the presence of noise may lead to persistent over or under entry. This

55It is, however, difficult to tell if this effect is more or less strong in our environment, given that we make
a number of alternate design decisions.
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could help explain patterns of entry in new industries in which the potential profits are less
certain.
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Appendix

1.A Background

1.A.1 Market Entry Games

This study builds on the experimental literature on market entry games. In the version of
the market entry game that has attracted the most attention, payoffs decline linearly in the
number of entrants while the opportunity cost is constant (Kahneman 1988; Rapoport et al.
1998; Sundali et al. 1995). In this set-up, the payoff for player i when v − 1 other players
enter is

πi =

X if i doesn’t enter

X + β(C − v) if i enters
(1.8)

where β is a scaling factor that dictates how sensitive payoffs are to entry and C is the
market capacity.

The basic result in the literature on market entry games is that there is a high degree of
coordination. Consider the study by Sundali et al. (1995). In this study, players in groups
of 20 played a market entry game in which the market capacity, C, was varied between each
period. The payoffs are a linear function of entrants such that in equilibrium the marginal
entrant is indifferent between entering and staying out. Both C and C − 1 entrants are
therefore equilibria. In one treatment, players were only provided information on market
capacity (“no info”) while in another treatment players were also given feedback on payoffs
(“info”). Figure 1.A.1 presents results. In this figure, the market capacity is given on the
horizontal axis and the number of entrants is shown on the vertical axis. This figure illustrates
the remarkable degree of coordination, even in the treatment with limited information. The
level of entry is in almost all cases close to the level that equalizes expected payoffs from
entry with the outside option.
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Figure 1.A.1: Entry in Sundali et al. (1995)

The second stylized fact on market entry games that is relevant to our study is the
observation that there is more moderate entry—in the sense that participants enter with
closer to a 0.5 probability—than predicted by the Nash equilibrium. The study by Sundali
et al. (1995) also illustrates this bias. They find too much entry when the capacity is low
and too little entry when the capacity is high. This can be seen in figure 1.A.1. When
the market capacity exceeds 50% there is a switch from over to underentry. This feature is
especially prominent in the “no info” treatment.
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1.B Model

1.B.1 Matching Function

The matching technology is shown in figure 1.B.1. The total number of matches is a function
of the number of firm entrants and has the shape shown for the specification of the matching
function used in this study. This function increases monotonically in the number of entrants.

1 2 3 4 5 6
0

0.5

1

1.5

2

2.5

3

Entrants, v

Matches

M(U, v)

Figure 1.B.1: Total number of matches, given entry v

Although the number of matches increases with the number of firm entrants, the matching
probabilities decline. Figure 1.B.2 is a plot of the associated matching probabilities for firms,
q(θ). The effect of an additional entrant is to reduce the matching probability for all other
players. Moreover, the negative externality imposed on other firms is most severe when entry
is low: For instance, if a single firm enters, then that firm is guaranteed to match. However,
if a second firm were to enter the matching probability drops to 71%.

1.B.2 Efficiency

We define expected total social surplus as the sum of payoffs to firms and workers:

Σ = M(U, v)Y + (F − v)X (1.9)
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Figure 1.B.2: Matching probabilities for firms

The first component is the expected payoff from production. Each match M produces Y .
The second component is the value of (avoided) search costs. A risk-neutral social planner
who maximizes social surplus should therefore increase vacancy creation up to the point at
which stochastic rationing of workers drives down the expected productivity of a match to
equal the vacancy creation cost X. We see this from the first-order condition:

dΣ

dv
=
dM

dv
Y −X

⇒dM

dv
Y = X

Efficiency requires the number of vacancies to satisfy dM
dv

= X
Y
.

Given our parametrization of the matching function:

vΣ =

(
95

Y/2

)2

.

When Y = 400, efficiency requires vΣ = 4.4. When Y = 300, efficiency requires vΣ = 2.5.
Hence, if the planner were able to perfectly coordinate entry, the planner would choose 4

entrants and 2 entrants respectively. If the planner must choose a symmetric entry proba-
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bility, the problem is somewhat more complex. In such a case, the planner chooses a pΣ to
maximize

E [Σ] =
F∑
v=0

(
F

v

)(
pΣ
)v (

1− pΣ
)F−v

[M(U, v)Y − (F − v)X] .

This probability can be computed from the first order condition

F∑
v=0

(
F

v

)(
pΣ
)v (

1− pΣ
)F−v ( v − pΣF

pΣ(1− pΣ)

)
[M(U, v)Y − (F − v)X] = 0.

Closely related to the expected social surplus is the expected total profits of firms. If
firms could collude, they would like to restrict entry relative to the non-cooperative Nash
equilibrium. The reason is that entry imposes a congestion externality on other firms. Given
our parametrization of the matching function, the level of vacancy creation that maximizes
joint firm payoffs is reduced by a factor of η2 relative to the socially efficient level of entry.
For η = 0.5 this implies that if the efficiency level of entry is 4 firms, then the joint payoffs
for firms are maximized if only a single firm (out of 6) enters.
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1.C Results

Figure 1.C.1 presents the analogous results to those shown in figure 1.6 for vacancy creation
but at the individual block level. Each block consisted of 2-3 markets so the data are
already somewhat aggregated at the level of a block observation. Although there is some
heterogeneity at the block level, the overall level of vacancy creation is quite similar to the
results at the higher level of aggregation. Notably, there is no perceivable time trend in most
of the blocks.

Figure 1.C.1: Average Vacancy Creation Mh –N l

0
2

4
6

0
2

4
6

0
2

4
6

0
2

4
6

0
2

4
6

0
2

4
6

15 20 25 30

15 20 25 30 15 20 25 30

15 20 25 30 15 20 25 30

M(h), block 1 M(h), block 2 M(h), block 3 M(h), block 4 M(h), block 5

M(l), block 1 M(l), block 2 M(l), block 3 M(l), block 4

N(h), block 1 N(h), block 2

N(l), block 1 N(l), block 2

W(h), block 1 W(h), block 2

G(h), block 1 G(h), block 1

Vacancies Fit

Period

66



Figure 1.C.2 presents the entry in the second half of periods for theM and N treatments.
For this portion of the data, only N l exhibits any trend in the degree of entry. We conclude
that it takes some time for behavior to converge to a stable level but that once it reaches
that level it tends to stay there. This is perhaps surprising given that there continues
to be considerable randomization at the individual level throughout the duration of the
experiment.

Figure 1.C.2: Average Vacancy Creation Mh –N l
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Result 1

Table 1.C.1 presents the block level averages for number of vacancies. These are computed
as the average of the market level observations for each block for all 30 periods. These are
the data used in the WSR tests presented in the main text.

Table 1.C.1: Block Level Averages

Y = 400 Y = 300

Blocks 1 2 3 4 5 1 2 3 4

Matching Mh 3.64 3.67 4.07 4.27 4.33 M l 2.98 3.03 3.31 3.60
Neutral Nh 3.54 3.60 3.98 4.13 N l 2.63 2.73 3.13 3.27
Worker W h 1.80 2.23
Group Gh 3.40 3.57
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Result 3

In 1.C.3 we show the distributions for entry for treatmentsMh andM l together (just match-
ing) and treatments Nh and N l together (neutral bargaining). In both case we see much
more overlap than is expected from the Nash randomization probabilities.

Figure 1.C.3: Distribution of Entrants N and M treatments
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Result 4

Figure 1.C.4 shows the bargaining offers over time aggregated by market (group) level. The
offers are stable near 100 during most periods of the experiment with, perhaps, a slight
downward trend overall:

Figure 1.C.4: Individuals Offers, Nh , N l , and W h
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In figure 1.C.5, we show histograms showing all of the rejected offers in the treatments
with ultimatum bargaining. The remarkable finding shown in this plot is that no offers in
excess of 100 were rejected (in the second half of the data). This gives intuition as to why
the offers cluster near 100. Below this level (that is, to the left of 100), the offers are rejected
relatively often but offers above this level were never rejected.

Figure 1.C.5: Rejected Offers, Nh , N l , and W h
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Result 5

A revealing analysis is based on a logistic regression in which we estimate the probability
that a given offer will be accepted. These estimated acceptance probabilities are shown in
figure 1.C.6. As is apparent, the probabilities fall steeply below the modal offer. Moreover,
using these probabilities, we can compute expected payoffs from the offers: That is, the
surplus net of the offer, weighted by the acceptance probability. This is shown in figure
1.9 (in the main text). We see that the expected payoffs are maximized in the vicinity of
the modal offer and, indeed, fall steeply on either side of this offer. This seems to imply
consistency of beliefs about sharing among players.

Figure 1.C.6: Probability of Acceptance
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Result 9

In figure 1.C.7, we present the empirical distributions showing the proportion of entrants
that enter a given number of times or less. That is, if we randomly sampled an individual,
these graphs show how likely it is that they enter x times or less. The main result here is that
the high productivity treatments stochastically dominate the low productivity treatments.

Figure 1.C.7: Empirical Distributions of the Number of Enter Decisions
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The distribution of streaks—that is, consecutive enter decisions—is shown in figure 1.C.8.
Compared with the theoretical (geometric) distribution associated with symmetric random-
ization, there are many streaks in which the same individual enters many times in a row.
This suggests that some individuals persistently enter.
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Figure 1.C.8: Distribution of entry streaks (number of consecutive decision to enter
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Additional Analyses

Inequity Aversion

We begin by considering inequity preferences as proposed by Fehr and Schmidt (1999) with
unfavorable inequity parameter α and favorable inequity parameter β:

Ui(xi, xj) = xi − αmax {0, xj − xi} − βmax {0, xi − xj} . (1.10)

Inequity Preferences with Match Reference

We first consider the case when only payoffs to a player and their match in bilateral bar-
gaining enter the utility function. We will refer to this as inequity preference with match
reference. Such preferences have been extensively explored and predict offers of a constant
share of the surplus, independent of the size of the surplus. This is inconsistent with the
empirical results which predict a negative relationship between the size of the surplus and
the offer. We show this below.

Let p denote the proposer state and r denote the responder state. We denote material
payoffs by x with the relevant subscript. In the bargaining stage, it does not matter whether
a player is a firm or worker type. By subgame perfection, we first solve for the minimal
acceptable offer of the responder and then back out the remaining outcomes. Utility for the
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responder is

Ur(xp, xr) = xr − α (xp − xr)

Ur(xp, xr) = xr − α (S − 2xr) .

and the the utility for the proposer is

Up(xp, xr) = xp − β (xp − xr)

Up(xp, xr) = xp − β (2xp − S)

where we use the fact that when bargaining over a fixed surplus xr = S − xp. Given this
specification, the responder will accept any offers that yield positive utility because rejection
gives zero utility to both players. That is, offers satisfying xr ≥ α

1+2α
S. Next, given the

value of β, the proposer will either propose an offer of half the surplus or the lowest offer
acceptable to the responder, depending on whether β ≶ 1

2
. Only the case with β < 1/2 is

empirically relevant since proposers nearly always make offers that are much smaller than
1/2 of the surplus. As an example, consider that β < 1/2 and α = 1. Then the proposer
will offer 1/3 of the surplus and this is the minimum that the responder will accept. We
conclude that shares offered in bilateral bargaining are independent of the size of the surplus.
To explain our observations, α (or, more generally, the distribution of α) would need to be
substantially different between treatments.

Inequity Preferences with Market Reference

Next we consider the case when payoffs to all other agents in the game also enter the utility
function, that is a specification of equation 1.10 for all agents in the game. We refer to
this as inequity preference with market reference. We assume initially that agents share the
same values for α and β and that this is common knowledge. Again, we denote material
payoffs by x with a subscript. xo is a constant and x∅ = 0. We denote the states that
players can be in by o, p, r, and ∅. r and p denote the same types as above, o denotes
firms that take the outside option, and ∅ denotes players in the bargaining stage who do
not get matched. There is, in addition, a fifth type of agent that we denote by X. These
are players who got matched but for whom bargaining ended with a rejection. This type
of agent determines which offers are accepted, but should not be observed in the (common
knowledge) equilibrium.
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We begin by writing down the utilities for players in the bargaining stage of the game.
These are ex post utilities that depend on final realizations in the game. When v players
enter and M matches are realized, then there are N − v firm players who do not enter, M
proposers and M responders, and U + v − 2M agents in the matching market who end up
unmatched.56 Next, we show that for plausible values of β proposers would like to maximize
their own payoffs. Thereafter, we solve for the minimal acceptable offer for the responder.
Finally, we back out v.

We show that proposers maximize their utility by maximizing their payoffs. We assume
that proposers offer responders the minimal amount that will not be rejected. Then we
derive a condition that ensures that this is an optimal decision. Moreover, given complete
information, all proposers will offer this amount. This justifies the assumption.

The proposer’s utility is:

Up(xp,xr,xo,x∅) = xp +
β

N + U − 1
M (xr − xp) +

β

N + U − 1
[(v −M) + (U −M)] (x∅ − xp)

+
β

N + U − 1
(N − v)(xo − xp)

The second term results from the M matches for which the proposer earns more than the
responder, the third term results from a comparison of earnings with the v+N −2M agents
who did not get matched, and the last term results from the N − v firm players who chose
to stay out of the market. Simplifying further:

Up(xp,xr,xo,x∅) = xp +
β

N + U − 1
M (S − 2xp) +

β

N + U − 1
[(v −M) + (U −M)] (x∅ − xp)

+
β

N + U − 1
(N − v) (xo − xp)

= xp −
β

N + U − 1
(U +N)xp +

β

N + U − 1
(MS + (N − v)xo)

From the last line, we see that when β < N+U−1
N+U

the proposer’s utility increases with xp

since own payoff increases at a faster rate than the penalty from favorable inequity.57 It is

56We refer to realized matches because v does not map deterministically to a number of matches: There
is a probability q = (M(v, U)− bM(V,U)c) that M = dM(V,U)e and a complimentary probability that
M = bM(V,U)c.

57If proposers happen to offer different amounts, this condition will be more complicated and could be
either more or less strict. However, a similar intuition will hold.
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very likely that this requirement is satisfied 58 If so, the proposer will offer a responder the
minimal offer that the responder will accept. Moreover, it must be so that xp ≥ xr.59 In the
empirical results, the relevant ranking is xp > xr > xo > x∅. However, theoretically, nothing
guarantees that xr > xo.

Next we compare the utility for a responder who accepts an offer with the utility for a
responder who rejects an offer. On the equilibrium path, proposers will make offers that
responders will accept. This means that a decision to reject leads toM−1 matches in which
the offer is accepted, given that the other responders accept the equilibrium offer. For the
responder, write the utility for the case when xr > xo:

Ur(xr,xp,xo,x∅) = xr −
α

N + U − 1
M(xp − xr) +

β

N + U − 1
[v + U − 2M ] (x∅ − xr)

+
β

N + U − 1
(N − v)(xo − xr)

= xr +

[
α

N + U − 1
2M − β

N + U − 1
(N + U − 2M)

]
xr

−
[

α

N + U − 1
MS − β

N + U − 1
(N − v)xo

]
.

and for the case when xr < xo:

Ur(xr,xp,xo,x∅) = xr −
α

N + U − 1
M(xp − xr)−

α

N + U − 1
(N − v)(xo − xr)

+
β

N + U − 1
(v + U − 2M)(x∅ − xr)

= xr +

[
α

N + U − 1
(2M +N − v)− β

N + U − 1
(v + U − 2M)

]
xr

− α

N + U − 1
(MS + (N − v)xo)

58In their original study Fehr and Schmidt (1999) suggest an upperbound on β of 0.6 (See Fehr and
Schmidt 1999, table III).

59It is a dominant strategy to accept offers of half the surplus (that is xp = xr) whenever β < N+U−1
N+U−2M ,

a condition that is slack (to solve for this condition, set xp = xr, and solve for a condition on β such that
Ur is positive. The condition derived here is for the case when xr > xo). Moreover, a proposer would like to
maximize their payoffs which are increasing inxp . Hence, proposers will only make offers equal to less than
half the surplus. An analogous computation can be carried out for the case when xr < xo.
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Utility for a responder who rejects an offer such that payoffs are xp = xr = 0 is:

UX(xX ,xr,xp,xo,x∅) = xx −
α

N + U − 1
(M − 1)(xp − xx)−

α

N + U − 1
(M − 1)(xr − xx)

− α

N + U − 1
[v + U − 2M ] (x∅ − xx)−

α

N + U − 1
(N − v)(xo − xx)

=− α

N + U − 1
[(M − 1)S + (N − v)xo]

Then we solve for the minimum xr such that Ur ≥ Ux. In the case when xr > xo,

xr >
α

N+U−1
S − α+β

N+U−1
(N − v)xo

1 + α
N+U−1

2M − β
N+U−1

(N + U − 2M)
(1.11)

and in the case when xr < xo:

xr >
α

N+U−1
S

1 + α
N+U−1

(2M +N − v)− β
N+U−1

(v + U − 2M)
(1.12)

Let us denote these minimal acceptable offers by xr.
To assess whether xr ≶ xo we compare x with xo and derive conditions on α and β. For

xr > xo we consider equation 1.11 relative to xo:

αS − (α + β)(N − v)xo
N + U − 1 + α2M − β(N + U − 2M)

> xo

αS − α(N − v)xo − β(N − v)xo > (N + U − 1)xo + α2Mxo − β(N + U − 2M)xo

α [S/xo − (N − v)− 2M ] > (N + U − 1)− β [v + U − 2M ]

Conclude that xr > xo only for the case when

β >
(N + U − 1)− α [S/xo − (N − v)− 2M ]

v + U − 2M
(1.13)

The numerator on the right hand side will be larger than the denominator. For our parameter
values, S/xo < (N−v)−2M . The numerator will therefore be larger than N+U−1 while the
denominator is smaller.60 But we concluded above that β < N+U−1

N+U
. So inequity preferences

predict the opposite ranking (xr < xo) of what is observed empirically.

60The numerator is a quantity larger than the total number of players while the denominator is equal to
the number of unmatched players.

78



Similarly, beginning from equation 1.12 for the case when xr < xo, we derive the compli-
mentary condition:

αS

N + U − 1 + α(2M +N − v)− β(v + U − 2M)
< xo

α
S

xo
< N + U − 1 + α(2M +N − v)− β(v + U − 2M)

α

[
S

xo
− (N − v)− 2M

]
− (N + U − 1) < −β(v + U − 2M)

And conclude again that xr < xo when:

β <
(N + U − 1)− α [S/xo − (N − v)− 2M ]

v + U − 2M
(1.14)

which, as argued above, will always be satisfied for this study.

This result predicts the incorrect ordering relative to our findings. In addition, not only
is the ranking wrong, but the predicted difference between xo and xr is substantial. for
reasonable values of α and β, offers are around 30 in the high surplus case and somewhat
larger than 20 for the low surplus case. This is strongly counterfactual. Given these small
shares, both less than a share of 0.1, the pattern across treatments is also unclear.

The details of this computation are included below. Note that we must consider the
expectation because up to two different values of M can be realized for each level of entry v.
To solve for the optimal entry v∗, we solve

Uo(v
∗) =µ(θ)

[
1

2
EUp(v∗) +

1

2
EUr(v∗)

]
+ (1− µ(θ))EU∅ (1.15)

s.t Ur(v∗) ≥UX(v∗). (1.16)

The utility for players who take the outside option is

Uo(xo,xr,xp,xo,x∅) =xo −
α

N + U − 1
M(xp − xo) +

β

N + U − 1
M(xr − xo) +

β

N + U − 1
(v + U − 2M)(x∅ − xo)

=xo

(
1 +

α− β
N + U − 1

M − β

N + U − 1
(v + U − 2M)

)
− α

N + U − 1
Mxp +

β

N + U − 1
Mxr

79



given that xr < xo.61 Using our result on the offer xr, we can back out values of v∗.
Given that the theoretically predicted offers to responders are much lower than observed

in the data, it may not be surprising that theoretically predicted entry also does not conform
to the data. Moreover, the qualitative pattern of entry across treatments is ambiguous: It
need not be the case that higher entry is predicted in the treatment with higher surplus.
Finally, we note that the degree of entry is quite sensitive to changes in α and β.

ERC Model

Next consider equity, reciprocity, and competition (ERC) preferences (Bolton and Ockenfels
2000). ERC preferences specify a motivation function Ui(yi, σi) where yi is the payoff to
player i, σ is the share of the surplus i receives, and c is the total size of the surplus.
The motivation function is continuous and differentiable in both arguments, increasing and
concave in own payoff, and—for a given level of yi—maximized by an equal division of c.
De Bruyn and Bolton (2008) suggest a formulation similar to

Ui =

c
(
σi − b

2

(
σi − 1

2

)2
)

if σ ≤ 1/2

cσi if σ > 1/2

Narrow ERC Preferences

Specifying this for narrow preferences including just the proposer and the responder, the
responder gets share σr = (c− σpc)/c, and has preferences

Ui = c

(
σr −

b

2

(
σi −

1

2

)2
)

(1.17)

61Although only the case where xr < xo is empirically relevant, the opposite case gives utility

Uo(xo,xr,xp,xo,x∅) =xo −
α

N + U − 1
M(xp − xo)− α

N + U − 1
M(xr − xo) +

β

N + U − 1
(N + U − 2M)(x∅ − xo)

=xo

(
1 +

α

N + U − 1
2M − β

N + U − 1
(v + U − 2M)

)
− α

N + U − 1
MS

. And the utility for players that do not get matched is

U∅(x∅,xp,xr,xo) =− α

N + U − 1
M (xp − x∅)− α

N + U − 1
M (xr − x∅)− α

N + U − 1
(N − ν) (xo − x∅)

=− α

N + U − 1
(MS + (N − v)xo) .
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The responder will therefore accept offers satisfying σr > b
2

(
σi − 1

2

)2. Minimal offers there-
fore lie to the left of 1/2 and, moreover, be described by a share of the surplus independent
of the size of the pie. This can not be reconciled to our results.

Broad ERC Preferences

To attempt to generate sensitivity to the size of the pie, we consider broad preferences for
which c is the sum of all payoffs in the market and σi individual i’s share of this total.
Moreover, we also adjust 1/2 to 1/(N + U) (that is, equal division among all agents in the
game is the social fairness benchmark): Ui = c

(
σi − b

2

(
σi − 1

N+U

)2
)
. The share for player

i will then be relative to total payoffs

σi =
xi

MS + (N − v)xo
(1.18)

where the denominator is the total payoff from matches plus the value of payoffs to agents
who do not enter the market. Although again the preference structure implies a constant
share, this is of overall payoffs. Offers xr will therefore vary depending on S (and v).

However, given this specification of the preferences, minimal acceptable offer for respon-
ders will be below 1/(N +U) (imagine the intersection between the linear component of the
preferences and the quadratic portion: Minimal offers must lie to the left of 1/(N + U)).
Indeed, offers much be substantially below the social fairness level if b is specified to yield
reasonable values of xp. This specification can therefore not fit the data. More complicated
ERC preferences can be engineered, but this requires additional parameters or assumptions
of functional form. Another possibility is that the preferences include a stochastic element.

As an exercise, consider an empirically relevant value of σr in the treatment with S = 400.
Since we expect 4 firms to enter, there will be 2 matches and 2 firms that take the outside
option. Given offers of about 100 in this treatment, σS=400 ∼ 0.1. Similar computations for
the low surplus treatment translate to σS=300 ∼ 0.125. Using a value of σ = 0.11 we can
solve for the offers xr using equation 1.18: In this case, offers of share size 1/(N + U) are
never rejected and, perhaps, agents do not offer less than this in order to avoid rejections.
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Empirically consistent minimal acceptable offers
v S = 300 S = 400
1 85.3

(0.284)
96.3
(0.241)

2 88.5
(0.295)

104.0
(0.260)

3 88.5
(0.295)

107.6
(0.269)

4 86.9
(0.290)

108.9
(0.272)

5 84.2
(0.281)

108.8
(0.272)

6 80.8
(0.269)

107.8
(0.269)

Figure 1.C.9: Minimal offers by surplus Y
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Chapter 2.

Discrimination in Small Markets with Directed Search:

Part I Theory

Abstract
To understand the consequences of discrimination for labor market outcomes, it is critical
to account for how discrimination interacts with labor market frictions. In an important
contribution in this regard, Lang, Manove, and Dickens (2005) show how discriminatory
hiring leads to labor market segregation in a large (continuum) market environment with
posted wages. The essential reason for this outcome is that discriminated workers will apply
to low wage jobs to avoid competition from workers of the preferred type. In this paper, we
investigate the theoretical properties of a small market analog of the model of Lang, Manove,
and Dickens (2005). The model we consider is populated by a finite set of homogeneous firms
and two types of unemployed worker, white and black. Discrimination takes the form of a
preference at the hiring stage and white workers are always selected ahead of black workers
if they compete for the same vacancy. Although the setting we analyze reproduces the
incentives from Lang, Manove, and Dickens (2005), we find that a pure strategy segregation
outcome is not a general finding in the small market.

Author: Knut-Eric N. Joslin 1

Keywords: Discrimination, Search, Game Theory.

JEL Classification: C72, J64, J71 .

1Thanks to Leif Helland and Espen Moen, as well as participants at the 11 NCBEE Conference, Oslo
Norway, September 30-October 1, 2016.
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2.1 Introduction

The black-white wage gap is a persistent feature of the American labor market. In fact, the
wage gap appears to have widened in recent years (Wilson and Rodgers III 2016). While
some of the difference in wages is explicable in terms of differences in productivity, evidence
suggests that this is not a complete explanation (See Lang, Lehmann, et al. 2012, for an
introduction to the extensive literature on the black-white wage gap). Efforts to understand
how and why a wage gap can persist are therefore worthwhile.

A feature of labor markets that has been neglected in most models of discrimination
is the presence of labor market frictions. Recent empirical and theoretical studies suggest
that these frictions may be important for explaining the operation of discrimination and
persistence of discriminatory outcomes in labor market settings (Lang and Manove 2011;
Lang, Lehmann, et al. 2012; Holden and Rosén 2014).

One of the most striking models of discrimination is the directed search model of Lang,
Manove, and Dickens (2005). In this model, if a white and black worker apply for the same
wage, the white worker is always hired. This creates a powerful incentive for black workers to
avoid applying to the same wages as white workers. In response, some firms can offer wages
that are so low that only black workers apply. The model illustrates how discrimination
creates a tendency toward segregation. The equilibrium in the model is characterized by a
high and a low wage such that white workers only apply to the high wage and black workers
only apply to the low wage. Crucially, the low wage is depressed to a level exactly equal to
the white expected income.

This project reexamines the model of Lang, Manove, and Dickens (2005) in a small
market setting. We represent discrimination in the same fashion as they do and the agents
in our model face similar incentives. However, in the small market setting we examine, firms
have market power and wage-setting is strategic. These features are absent from the original
model. The motivation for this study is to determine whether the segregation result is robust
to these additional effects. Many real world labor markets have a small scale and it is useful
to understand the general applicability of the segregation result.

Our main finding is that a segregated equilibrium need not exist. Although the candidate
for a segregated equilibrium associated with Lang, Manove, and Dickens (2005) characterizes
a local profit maximum for firms, firms typically have an incentive to deviate either to a much
higher or much lower wage. Notably, this opportunity disappears as the market becomes
large. Our negative finding is consistent with the absence of an existence theorem for pure



strategy equilibria when payoff functions fail to be quasi-concave.
Formally, the small market model that we investigate builds on the literature on directed

search with a finite number of agents (Burdett et al. 2001; Galenianos and Kircher 2012;
Peters 1984). From a theoretical standpoint, what is new is the presence of ranked types.
This complicates the characterization of the worker application subgame. To handle the
presence of multiple types, we extend the approach developed by Galenianos and Kircher
(2012). Although tedious to compute, we derive analytic expressions for how worker behavior
responds to changes in wage announcements. This enables us to assess analytically certain
candidate equilibria in pure strategies.

The ability to develop general results is, however, limited by the complex relationship
between the set of wages offered and the profits available from deviations. Our main results
thus rely on case-by-case computations. For a large number of cases, we compute the optimal
deviation from the segregated equilibrium candidate and typically—though not in all cases—
find that a profitable deviation exists. These deviations are profitable because workers
respond strongly to changes in the available wages.

In the next section, we summarize the literature with direct relevance to this project.
This provides an orientation to the analysis of directed search models in the small market
setting. It also serves to clarify the differences between this study and previous work. With
this background, we present the model in the third section. Thereafter, in the fourth section,
we turn to the results. We show first that there is no equilibrium in which all firms set the
same wage. Second, we demonstrate that a segregated equilibrium does not exist in the
general case. And third, we discuss what other types of equilibria are plausible. In the fifth
section, we briefly conclude.

2.2 Background and Theory

At a conceptual level, our study draws inspiration from the discrimination model of Lang,
Manove, and Dickens (2005). We review their key results below. The fundamental question
is whether the insights from the large market situation carry over to a strategic setting.

In terms of theoretical analysis, the most closely related studies are Burdett et al. (2001)
and Galenianos and Kircher (2012). These studies develop results for directed search models
in finite settings. The analysis of the finite setting is non-trivial because worker behavior will
depend on the exact set of wages offered in the market. From a theoretical standpoint, this
means that the full announcement of wages needs to be known in order to deduce behavior.
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Because the techniques developed in Burdett et al. (2001) and Galenianos and Kircher (2012)
form the basis for our analysis, we present them in considerable detail.

2.2.1 Directed Search Models

In directed search models, firms first post wages and, after observing these prices, workers
then decide where to apply. There are thus two subgames, the application subgame and
the wage-posting subgame. Analysis of directed search models depends on solving for an
equilibrium among workers, taking wages as given, and then solving for an equilibrium in
the full wage-posting game. An equilibrium in the whole game is a set of wages such that
no firm wishes to deviate given the optimal search strategies of workers.

The standard assumptions, which we also maintain, are that worker application behavior
is uncoordinated and that workers apply to the same wages with the same probability. For
these assumptions, the matching technology is of the urn-ball type. Workers randomize their
applications and an outcome of the application stage of is a set of worker queues at each
firm.

The crucial trade-off for agents in this type of environment is that agents trade off the
probability of a transaction with the price.1 For example, a firm in this environment can
increase their probability of hiring at the cost of setting a higher wage. Similarly, a worker
can increase their probability of getting hired by applying to a low wage firm. Models of
directed search thus have the desirable feature that prices play a role in determining the
equilibrium.

In all directed search models, the object that dictates worker behavior is the expected
market income. Optimal search demands that workers use application strategies such that all
wages to which they apply offer this level of income. If workers did not adjust their behavior
in this way, it would imply that they could increase their expected income by applying more
to some firms and less to others. This is referred to as the market income or market utility
property. An implication of the market income property is that a firm that increases its wage
is rewarded with more applicants—at least in a setting with identical workers.2

1Directed search models thus share some similarities with oligopoly models in which firms can trade off
price and quantity.

2There are some additional details that we omit. For instance, if a firm is setting a wage that is too low,
in the sense of being discretely below the market expected income, then a marginal increase in the wage will
have no impact on the number of applicants.
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2.2.2 Directed Search in a Large Market

The large market case with identical firms and identical workers is the most straightforward
to analyze and serves to illustrate the key concepts that dictate behavior. This case was first
studied by Montgomery (1991) and has formed the basis for much of the subsequent work
on directed and competitive search, including the discrimination model of Lang, Manove,
and Dickens (2005).

The critical assumption in the large market setting is that individual market participants
can treat the income available to workers as a parameter Ū . This means that the wage set
by a single firm does not impact workers’ expected income.3 This simplifies the analysis
of optimal wage-setting because it pins down the relationship between the wage set by
an individual firm and the rate of applications. From a modelling perspective, each firm
independently solves a maximization problem taking as given that workers must expect to
receive at least Ū .

Using notation that we build on in the rest of the paper, let θw denote the probability of
applying to a firm offering the wage w and let Ωw denote the probability that at worker is
hired at such a firm when all other workers apply with probability θw. Moreover, let M and
N denote a number of identical firms and workers respectively. The firm thus solves

max
w

π(w) = (1− w)
(
1− (1− θw)N

)
subject to wΩw = Ū .

This problem has two components. The objective is the profit from hiring weighted by the
probability of hiring. The constraint is the requirement that the firm offer the market income.
In the case of urn-ball matching, this problem is straightforward to solve. Treating the
market tightness k = M

N
as a fixed parameter, and allowing the market size to increase then

delivers expressions for the wage, the matching probability, and profits (these computations
are shown in appendix 2.A).

2.2.3 Directed Search in a Small Market

In the context of a small market, the market income property manifests itself in a richer
form. The wage set by an individual firm impacts the expected income available to workers
and the application probabilities must be worked out from a set of indifference conditions.

3This is sometimes referred to as the assumption of a subgame competitive equilibrium.
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Individual firms have market power and the application behavior of workers is dictated by
the exact vector of wages offered. The optimal wage to set depends on the wages at other
firms and there is an interdependency between wages that is absent in the large market
setting.

Consider a directed search market with M identical firms and N identical workers. We
assume that workers employ symmetric and anonymous application strategies such that all
workers employ the same mixed strategy and all firms that set the same wage expect to
attract the same number of applicants. Let firms be indexed by i, such that workers apply
to firm i that offers wage wi with probability θi and get hired with a probability Ωi. Then
an equilibrium in the worker application subgame is a set of application probabilities such
that all firms that receive applications offer the maximum expected income. Concretely, this
means that if workers apply to the T highest wages, then the application probabilities are
dictated by the indifference conditions

w2Ω2 = w1Ω1 (2.1)
...

wTΩT = w1Ω1 (2.2)

where we index the firms in such a way that i = 1 indicates the highest wage firm and i = T

indicates the lowest wage to which workers direct applications. This means that firms that
offer wi ≤ wT do not receive any applicants.

With urn-ball matching, the probability that an additional applicant is hired, conditional
on applying to a firm offering wage wi is

Ωi =
N−1∑
k=0

(
N − 1

k

)
1

k + 1
θki (1− θi)N−1−k. (2.3)

This expression results from the fact that there are
(
N−1
k

)
outcomes in which k other appli-

cants apply, each of which occurs with a probability θki (1− θi)N−1−k, and the probability of
getting hired conditional on k other applicants is 1

k+1
. Manipulating this expression, it is

straightforward to show that it can be re-written as

Ωi =
1− (1− θi)N

Nθi
. (2.4)
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We show this result in appendix section 2.24. The expression is the ratio of the probability
that the firm hires divided by the expected number of applicants.4 To see this clearly, when
all M firms set the same wage w, the symmetric application probability is θw = 1

M
and the

expression arises naturally from the following identity

NΩw = M

(
1−

(
1− 1

M

)N)

which states that the number of workers that get hired must equal the number of firms that
hire. Hence,

Ωi =
1−

(
1− 1

M

)N
N/M

where the numerator is the probability of hiring and the denominator is the expected number
of applicants.

For the case of urn-ball matching, the worker application subgame has a unique (sym-
metric) equilibrium for any announcement of wages (See Peters 1984). This guarantees that
applications vary in a predictable fashion with the wages that are offered. Via implicit dif-
ferentiation of system 2.1 it is possible to solve for how worker behavior is affected when a
firm makes a marginal change in the wage (see appendix 2.A). A difficultly that arises in
practice is, however, that the system of indifference equations 2.1 must be solved by numeri-
cal methods. As is clear from equation 2.3, this amounts to solving a system of higher order
polynomials.

An equilibrium in the full game is an equilibrium in the wage-setting subgame. Specif-
ically, an equilibrium is a set of wages such that no firm can profitably deviate to another
wage given the optimal application behavior of workers. Characterizing an equilibrium de-
pends on finding a set of mutually consistent wages such that all wages are optimal given
the wage announcement.

The expected profit for a firm offering wage w is the value of hiring weighted by the
probability of hiring, where the probability of hiring equals the probability of receiving at
least one application (which is the complement of receiving no applications).

πw = (1− w)
(

1− (1− θw)N
)
. (2.5)

4Note that the probability of hiring is equal to the probability of getting at least one applicant.

89



Correspondingly, the derivative of profits is

∂πw
∂w

= −
(

1− (1− θ)N
)

+ (1− w)N (1− θw)N−1 ∂θw
∂w

. (2.6)

The first term is the loss in profits associated with hiring at a higher wage while the second
term is the increase in the number of applicants. Because we are able to solve for ∂θw

∂w
from

differentiation of system 2.1, it is possible to show that profits for firm i are quasi-concave
in the wage wi. A fixed point argument then establishes that an equilibrium exists (See
Galenianos and Kircher 2012, who derive the result in setting with more general matching
functions and heterogeneity on the firm side.).

Concretely, the optimal wage will balance the two effects captured in expression 2.6.
After plugging in for ∂θw

∂w
it is possible to show that for M identical firms and N identical

workers, an equilibrium is for all firms to set the wage

w(M,N) =
1

1− M−1
M

(
1− Ω

(1− 1
M )

N

) . (2.7)

By algebraic manipulation it is possible to reconcile this expression to that derived in Burdett
et al. (2001). Table 2.A.1 in the appendix shows the level of wage associated with different
levels of M and N . Table 2.A.2 shows the associated profits.

2.2.4 Directed Search in a Large Market with Discrimination

The main result in Lang, Manove, and Dickens (2005) is that there is a segregated equi-
librium. This equilibrium is characterized by a high wage that attracts exclusively white
applicants, a low wage that attracts exclusively black applicants, and an equal profit condi-
tion that ensures that firms are indifferent between the two wages. In addition, the low wage
is exactly equal to the expected income of white workers. This means that the presence of
discrimination presses the black wage down exactly to the level at which white workers cease
to apply. The reason for this result is that the arrival of white workers is so costly for blacks
that it can never be optimal to set a wage that attracts both worker types. Whenever a
firm is attracting both worker types, a reduction in the wage is profitable because the loss
of white workers is more than compensated by an increase in black applications.

The consequences of the segregation are noteworthy. Because the black wage is equal to
the white expected income, black workers earn substantially less than whites. Perhaps even
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more remarkable, firms earn higher profits than in the absence of discrimination. However,
the result is predicated on the assumption that individual firms can not impact the expected
income available to workers. It is this assumption that we relax in this study.

2.3 Model

We begin with a formal description of the game that we investigate. We argue that for any
set of wages, there is an equilibrium in the worker application subgame. We characterize
worker application behavior analytically and derive expressions for how workers respond to
changes in the set of offered wages. After that, we examine the firms’ problem and describe
how profits depend on worker application behavior. Finally, we define an equilibrium in the
full game.

2.3.1 The Environment

The labor market we consider is populated by a set ofM identical firms m ∈ {1, 2, . . . ,M}, a
set of N identical “white” workers n ∈ {1, 2, . . . , N}, and a set of B identical “black” workers
b ∈ {1, 2, . . . , B}. Each firm has a production opportunity that generates a surplus of 1 if
they employ a worker.

In the first stage of the game, each firm m posts a wage wm that they are committed to
paying if a worker is hired. This wage divides the production surplus. The wage can not be
conditioned on worker type.

In the second stage, workers make a single application. A strategy for a worker specifies
for any wage announcement w = (w1, w2, . . . , wM) a vector of application probabilities. We
let θnm(w) denote the probability that a white worker n applies to firm m when the wages
w are offered and γbm(w) denote the same for a black worker b. Workers may only send a
single application so that

∑M
m=1 θ

n
m = 1 and

∑M
m=1 γ

b
m = 1 for all n and b. An outcome of

the worker subgame is thus a set of queues of white and black workers at each firm. It is
possible for some firms to receive multiple applications and for other firms to not receive any
applications.

Any firm that receives at least one application hires and produces an output with a
(normalized) value of 1. If a firm receives multiple applications, a worker is selected randomly
subject to the requirement that the firm always select a white worker ahead of a black worker.
Discrimination thus takes the form of an ordinal selection rule in hiring. Conditional on hiring
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at the wage w, a firm earns 1 − w and the worker earns w. There this is no productivity
difference associated with worker type.

Equilibrium in the overall game is an equilibrium in the wage-setting game among firms
which in turn depends on an equilibrium in the application subgame among the workers.

2.3.2 Worker Subgame

As is standard in the literature, we focus on the symmetric mixed strategy equilibrium in
the worker subgame. This is a situation in which all workers employ the same application
strategy. We also assume anonymity of firms in the sense that if two or more firms set
the same wage, all white workers apply to these firms with equal probability and all black
workers apply to these firms with equal probability. In other words, if wi = wj then θni = θnj

and γbi = γbj .5 This means that we can drop the worker specific superscripts and for a given
w all white workers apply to the M firms with probabilities θ = (θ1, . . . , θM) and all black
workers apply with probabilities γ = (γ1, . . . , γM). In addition, we assume anonymity of
firms in the sense that workers of a given type apply to firms that set the same wage with
the same probability.

The focus on the symmetric mixed strategy equilibrium is justified on the basis that
workers generally do not have a mechanism by which to coordinate their applications. It also
seems reasonable to assume that workers apply to identical firms with an equal probability
if the firms set the same wage. The selection of the mixed strategy equilibrium also delivers
tractability because it implies that application probabilities will vary (hemi-)continuously in
the set of wage announcements.

We let Ω(θm) denote the probability that a white worker will get hired when applying
to firm m when white workers apply to firm m with probability θm, where Ω has the same
definition as shown in the previous section. The probability of getting hired for black workers,
Γ(θm, γm), is analogous but depends on the application probabilities of both white and black
workers:

Γ(θm, γm) = wm(1− θm)N
1− (1− γm)B

Bγm
.

This is the expected payoff from applying to a firm offering a wage wm when other black
workers apply to the firm with probability γm, weighted by the probability that no white
workers apply to the given firm, (1− θm)N .

5Although white workers and black workers will typically not apply to the same wage level with the same
probability.
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A symmetric equilibrium in the worker application subgame is a set of application prob-
abilities θ and γ such that for all firms m

θm > 0⇒ wmΩ(θm) = max
k∈M

wkΩ(θk) (2.8)

γm > 0⇒ wmΓ(θm, γm) = max
k∈M

wkΓ(θk, γk). (2.9)

This is a statement of the market utility property: All firms to which workers of a given
type apply must offer the market utility for their type. In the symmetric equilibrium, the
application probabilities will therefore be governed by a set of indifference relationships, as
presented below. Given the application probabilities of the other white workers, each white
worker must be indifferent among the set of firms that attract white applicants. Similarly,
given the application probabilities of black workers, each black worker must be indifferent
among the set of firms that attract black applications. Since some firms may receive appli-
cations from both types of workers, some firms may receive applications from only one type,
and some firms may not receive any applications at all, we let the first 1, . . . , Q firms denote
the firms to which white workers and black workers apply, the Q+ 1 to Q+ T firms denote
firms which only black workers apply, and the last Q+T +1 to L firms denote firms to which
only white workers apply.6 The set of relationships that dictate white worker behavior are
therefore

w2Ω(θ2)− w1Ω(θ1) = 0 (2.10)
...

wQΩ(θQ)− w1Ω(θ1) = 0

wQ+T+1Ω(θQ+T+1)− w1Ω(θ1) = 0

...

wLΩ(θL)− w1Ω(θ1) = 0

Q∑
i=1

θi +
L∑

i=Q+T+1

θi = 1. (2.11)

6There can therefore exist firms L+ 1 to M that do not receive any applications.
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Similarly, letting B = Q+ T , the set of relationships that govern black worker behavior are

w2Γ(θ2, γ2)− w1Γ(θ1, γ1) = 0 (2.12)
...

wBΩ(θB)− w1Ω(θ1) = 0

B∑
i=1

γi = 1. (2.13)

A corollary of the proof of Peters (1984) guarantees that these systems are have a solution
and that the worker subgame with discrimination has a unique equilibrium.

Corollary 2.3.0.1. A symmetric equilibrium to the workers’ subgame consisting of vectors
θ and γ exists and is unique.

Proof. The proof in Peters (1984) applies directly for white workers because white workers
are not affected by the presence of black workers. To see that this proof also holds for black
workers, consider the set of residual wages W̃ =

(
(1− θ1)Nw1, . . . , (1− θM)NwM

)
. This

vector describes the expected portion of each wage available to black workers after taking
into account the white applications. The same logic that holds for the white workers given
an arbitrary announcement of wages then holds for the black workers given an arbitrary set
of residual wages.

The existence of an equilibrium in the worker subgame has the important implication that
the application probabilities vary continuously on the set of wages with the only complication
associated with the case when all firms offer a wage of zero. The existence of an equilibrium
also means that we can apply the implicit function theorem to solve for the set of probabilities
as functions of the wages (See Sydsæter et al. 2008, theorem 2.7.1). For white workers, this is
analogous to the case from Burdett et al. (2001) shown in the appendix. For black workers,
the approach is similar but the with the added complication that the application behavior
of blacks must also account for the application behavior of whites (an example is shown in
appendix 2.B).

In practice, the application probabilities have to be solved for numerically.7 The basic
strategy that we use is iterative. We begin by ordering the wages W from highest to lowest.
Starting with the highest wage, we consider at each stage of the iteration whether the expected

7Since Ω and Γ are binomial sums, the system is comprised of high order polynomials.
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income for whites from applying to the n highest wages is greater than the n + 1th highest
wage. If not, then the application probabilities are recomputed for the n + 1 highest wages
and the process is repeated until it stops or it reaches n = M (in which case all firms receive
applications). When the iteration stops, the set of firms to which whites apply and the
associated application probabilities are identified. After solving for the white application
probabilities, we perform the same exercise for black workers except we use the residual
wages rather than the original set of wages. The residual wages are the wages adjusted
for the presence of white worker. For example, if a wage wn attracts white workers with a
probability θn, then the residual wage is wn(1− θn)N .

Example In figure 2.1 we show how the white (left panel) and black application prob-
abilities (right panel) in a market with M = 6 firms, N = 5 white workers, and B = 2

black workers vary when there are x = 2 firms setting the wage wh = 0.289, y = 3 firms
setting the wage wl = 0.151, and a single firm setting the wage wd. We use a similar style
of plot throughout the paper, so it is worthwhile to elaborate on the presentation in some
detail. In each plot, there are three wages that are considered. Two of the wages, wh and
wl, are fixed and indicated by vertical lines. The third wage, wd, is varied between 0 and
1, as indicated by the horizontal axis. At each point, the three curves show the probabil-
ity that workers of a given type apply to each of the wages, given the level of the wages
w = (wd, wh = 0.289, wl = 0.151) and the number of firms setting each wage (2, 1, and
3, respectively): The blue curve shows the probability that workers apply to the two firms
offering the wage wh, the red curve shows the probability that workers apply to wd, and the
yellow curve shows the probability that workers apply to wl. For example, in the left panel,
we can see that when wd = wh that θh = θd = 1/3 (the point where the horizontal line at
0.289 intersects the blue and red curves). This means that in this market when three firms
set the wage wh that the white workers randomize exclusively among the firms setting the
high wage.

The white worker response to an increase in wd, shown in figure 2.1a, is simple to charac-
terize. As the wage wd is increased, white workers reallocate their applications to wd, away
from wl and wh, as indicated by the red line in the left panel. Consistent with the theoretical
results, θd is a nondecreasing, (quasi-) concave function of wd. For the particular market
presented here, it is also worthwhile to observe that when wd = wh, no white workers apply
to the low wage firm, θl = 0. This indicates that when 3 firms are setting the wage 0.289

that wl is sufficiently low that it receives no white applicants. Notice moreover that if wd
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Figure 2.1: Worker Application Behavior

is reduced even marginally, the expected income available to white drops and θl begins to
increase. This indicates that wl must be exactly equal to the white income when three firms
set wh.

The response of black workers to an increase in wd is more difficult to characterize. As
indicated by the red “spike” in the right panel, application behavior is not monotonic in
the wage. As wd is increased from zero, there is a point at which black workers begin to
apply to wd. In an interval above this point but below wl, only black workers are applying
to wd and, as a consequence, the rate of black applications increases as wd is increased. θd
increases above θl because the presence of white workers at wl makes it more attractive for
black workers to apply to wd. However, once white workers begin to apply to wd, the rate
of black applications begins to fall until a point above wl at which the presence of white
workers is so costly for blacks that blacks cease applying to wd altogether.

2.3.3 Firm Subgame

The expected profit for a firm that sets the wage w that attracts white workers with proba-
bility θ and black workers with probability γ is

πw = (1− w)
(

1− (1− θ)N
)

+ (1− w − δ) (1− θ)N
(

1− (1− γ)B
)

(2.14)

where θ and γ are determined by the set of indifference conditions 2.10 and 2.12, and δ > 0

is the difference in productivity between white and black workers. Observe that the first
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term in 2.14 is the expected profit associated with white applicants while the second term
is the expected profit associated with black applicants. Since we maintain the assumption
that black and white workers are equally productive, equation 2.14 simplifies to

πw = (1− w)
(

1− (1− γ)B (1− θ)N
)
. (2.15)

For convenience, we denote the profits from white and black applicants by πNw and πBw

respectively,

πNw = (1− w)
(

1− (1− θ)N
)

(2.16)

πBw = (1− w) (1− θ)N
(

1− (1− γ)B
)
. (2.17)

πNw and πBw have an identical interpretation as profits in the case with homogeneous workers
(equation 2.5) except that black workers are only hired if no white worker applies, a event
that occurs with probability (1− θ)N .

The question for a firm is how to adjust the wage, taking as given the wages of other
firms. In general, this is informed by the derivative of profits

∂π

∂w
= −

(
1− (1− θ)N (1− γ)B

)
+ (1− w)N (1− θ)N−1 (1− γ)B

∂θ

∂w

+ (1− w)B (1− θ)N (1− γ)B−1 ∂γ

∂w
. (2.18)

The first term is the marginal cost of paying a higher wage. Since an increase in the wage
reduces the profit from hiring one-to-one, this term equals the negative of the probability of
hiring. The second and third terms in expression 2.18 relate to the change in the number of
applicants. The second term is the marginal increase in profits associated with an increase
in the number of white applicants while the third term is the marginal change in profits
associated with changes in the number of black applicants. Because a higher wage always
increases the probability that whites apply (as long as the wage is equal to or above the
white expected income), ∂θ

∂w
≥ 0 and the second term is non-negative. In contrast, the third

term has an ambiguous sign because ∂γ
∂w

can take both positive and negative values (see the
behavior in the right panel of figure 2.1).

Gathering together the terms associated with the change in the number of applications,
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we see that the change in profits from increasing the wage is negative if the change in the
number of applicants weighted by the profit of hiring is less than the odds of hiring:

(1− w)

(
N

1− θ
∂θ

∂w
+

B

1− γ
∂γ

∂w

)
<

1− (1− θ)N(1− γ)B

(1− θ)N(1− γ)B
.

A sufficient (but not necessary) condition for profits to decrease is therefore that N
1−θ

∂θ
∂w

+
B

1−γ
∂γ
∂w

< 0. If an increase in the wage is not more than compensated by increases in
applications, then a increase in the wage is not worthwhile.

A pure strategy equilibrium in the game is a set of wages w∗ such that no firm can
deviate to some other wage and increase their profits given the optimal application behavior
of workers.

2.4 Results

We begin by showing that there is no equilibrium in which all firms set the same wage.
Although this result is intuitive it demonstrates the basic approach that we utilize in this
section. In the main result of the paper, we consider the possibility of a segregated pure-
strategy equilibrium of the type identified by Lang, Manove, and Dickens (2005). This is
an equilibrium in which the labor market divides into a white high wage submarket and a
black low wage submarket. We demonstrate that such equilibria tend not to exist in small
markets.

From a technical vantage point, analysis of this setting is complicated because there is
no guarantee that there is a pure strategy equilibrium. Black workers avoid competing with
white workers and the profit function can have multiple peaks. This means that the profit
function fails to be quasi-concave.8 To the best of our knowledge, there is no theorem that
guarantees existence of a pure strategy equilibrium in the absence of quasi-concavity. The
form of the profit functions thus makes an analytic characterization of firm behavior difficult.

An additional challenge arises from points of non-differentiability in the profit function.
Because black workers respond strongly to the presence of white workers, black worker
application behavior changes discretely when they encounter white workers. If the low wage
is equal to the white expected income, a low wage firm that increases its wage will experience

8To see that the profit function fails the requirement of quasi-concavity, it sufficient to observe that the
profit function can have multiple peaks. In any such case, there must necessarily be an upper level set of
the function that fails to be convex.
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a discrete loss of black applications. Moreover, the loss of black applicants will outweigh the
increase in white applicants. Hence, profit maxima can exist at points of non-differentiability.
This corresponds to the segregated equilibrium suggested by Lang, Manove, and Dickens
(2005). Because standard optimization techniques fail at such points, it is necessary to
demonstrate that the derivative changes sign by ad hoc techniques.

2.4.1 Single Wage Equilibrium

Given that all firms are identical, it is natural to ask whether there can exist an equilibrium
in which all M firms set the same wage and workers of both types randomize uniformly
among the posted wages. Because this is a situation in which firms attract workers of both
types, we refer to this as a pooling equilibrium.

Result 2.4.1. There do not exist equilibria in which all firms set the same wage.

A pooling equilibrium in which all firms set the same wage wp can not occur. Regardless
of the level of the wage, it is profitable to deviate to a wage wd that is less than wp.9 This
is a consequence of the fact that black workers have a strong incentive to avoid competing
with white workers. When a firm reduces the wage, the loss of white workers is more than
offset by the gain in black workers.

To show this formally, we demonstrate that

N

1− θ
∂θ

∂w
+

B

1− γ
∂γ

∂w
< 0.

Substantively, this amounts to showing that the net change in the number of applicants
associated with a change in the wage is less than zero. We plug in for ∂θ

∂w
and ∂γ

∂w
and take

advantage of the fact that θ = γ = 1/M at the point wd = wp. We relegate the details of
the derivation to appendix 2.C.

The intuition for this result is illustrated in figure 2.1 for a market with M = 6 firms,
N = 5 white workers, and B = 2 black workers and the candidate pooling wage wp = 0.25.
The vertical line is the point at which wd = wp = 0.25 and the heavy blue line shows
the level of profits πd associated with the wage wd when M − 1 firms are setting the wage
wp = 0.25. As is evident from the plot, there exists a profitable downward deviation when
wd = wp since the heavy blue line is downward sloping where it crosses the vertical line:

9Unless wp = 0, in which case a firm can deviate marginally and attract applicants with certainty and
thereby discretely increase their profits.
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Decomposing profits into the part arising from black applicants, πBd (blue dash), and white
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Figure 2.1: No Pooling Equilibrium

applicants, πNd (red dash), we see that the opportunity for a profitable downward deviation
arises because the black workers respond more strongly to a marginal change in the wage
than white workers. Moreover, it is optimal to deviate discretely to a point substantially
below wp, to a point at which white workers cease applying to wd.

In the appendix in figure 2.C.1, we present analogous figures to figure 2.1 but for wp = 0.10

and wp = 0.50. These plots deliver the same intuition as figure 2.C.1: There always exists
a profitable downward deviation. However, the plot for wp = 0.5 also makes it clear that
there need not exist a profitable deviation upward, something that is ambiguous from figure
2.1 given that there is a region above wp for which profits are increasing.

2.4.2 Two Wage Segregated Equilibrium

Our primary interest is the existence of segregated equilibria in which a set of x firms post a
high wage wh to which only white workers apply and another subset of y = M − x firms set
a low wage wl to which only black workers apply. We refer to such a constellation of firms
and wages as a candidate for a segregated equilibrium. This is a situation in which there
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are two sub-markets, a high wage white sub-market and a low wage black sub-market. The
essential question is whether there exists a sorting of x of the total M firms into the high
wage market such that no firm has a profitable deviation given wages wh and wl.

Our basic finding is that segregated equilibria of this kind do not necessarily exist, and
in fact tend not to exist in the small market setting. The main part of this section is
dedicated to showing why this is the case. We structure the argument in several steps.
We begin by establishing results that structure and simplify the analysis. In particular, we
argue that for any market constellation only a subset of wages are possibly consistent with
an equilibrium and that there must be sufficient competition—in the sense of number of
agents—on each side of the market. Next, we provide an example of a representative market
with M = 6, N = 5, and B = 2 in which a segregated equilibrium does not exist.10 The
reason that the segregated equilibrium does not exist is that there is either the opportunity
to undercut the lowest wage or overbid the highest wage. The example thus establishes that
a segregated equilibrium need not always exist. But how general is this finding? As it turns
out, the example market is representative of a large number of different markets and the
deviations that are present in the example market are reproduced in other markets. Based
on the insights from this example, it is possible to systematically search through a large
number of different markets and unambiguously establish that there a large number of cases
in which segregated equilibria do not exist.

Before turning to the analysis, it is worthwhile to elaborate on the differences between
the continuum market and the discrete market that we investigate. In contrast to the
continuum market, in the discrete case the profits in the two sub-markets need not be equal.
Consider, for example, a situation in which firms in the high market earn higher profits than
firms in the low market. To show that there is a segregated equilibrium, it is necessary to
demonstrate that despite the higher level of profits, if an additional firm tries to compete
for white workers, that the increased competition for white workers drives down profits in
the white market sufficiently that the firms in the low market prefer not to deviate. Perhaps
not surprisingly, it is not always possible to do so.

Preliminary Assertions

Wages We begin by observing that the high wage wh in any segregated equilibrium must
be given by w(x,N), expression 2.7. This is the same wage as would arise in a market

10The market is representative in the sense that there are sufficiently many participants of each type that
a segregated equilibrium could plausibly exist.
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constituted by N homogeneous workers and x firms. Because the high wage market is by
definition segregated from the low market, the high wage must be determined by the number
of firms that compete for white workers in the same fashion as if the low wage market did
not exist. If the wage were above or below w(x,N), there would be an incentive for a firm
in the high market to deviate. The wages and profits associated with the high market are
therefore limited to the levels shown in tables 2.A.1 and 2.A.2, where x replaces M .

For a segregated equilibrium to exist, the low wage wl must also be sufficiently low that
it does not attract any white workers. Specifically, wl cannot be higher than the white
expected income:

wl ≤ Ω(x)wh. (2.19)

To the contrary, if wl were greater than Ω(x)wh, then white workers would occasionally apply
to the low wage. Notice that this condition can hold with equality because workers employ
symmetric application strategies. If white workers were to begin to apply to firms offering the
wage Ω(x)w(x), the expected income would be reduced strictly below that available at the
high wage firms. In combination with the first assertion, this implies that wl ≤ Ω(x)w(x,N).
In the remainder, we omit N where it does not cause confusion.

In the segregated equilibrium identified by Lang, Manove, and Dickens (2005), the low
wage is exactly equal to the white expected income. Translating this to our setting, this
implies that wl = Ω(x)wh, where Ω(x) denotes the probability that a white worker is hired
when there are x firms offering the wage wh. These low wages are shown in table 2.C.1. Thus,
in these equilibrium candidates, the high and low wage are pinned down by the number of
firms that participate in the white sub-market, x. For a given number of firms M , there are
therefore only a limited number of possible candidates that need to be considered.

Moreover, note that if the low wage is equal to the white expected income then this
implies that the wage in the low market is constrained by the presence of the white sub-
market in the sense that wl < w(y,B), where w(y,B) is the wage that would arise if y firms
competed for B workers in the absence of the constraint imposed by the white market. In
other words, the presence of white workers depresses the wage in the black submarket.

Market Size In order for a segregated equilibrium to exist, there must be sufficient com-
petition for each worker type in the sense that no firm can hire with certainty. Intuitively,
this follows from the fact that a firm that doesn’t face competition has no incentive to main-
tain a high wage. A consequence of this result is that there must be at least two firms in
the white submarket and two firms in the black submarket.
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Consider a market in which there is a single firm that sets a wage w and another subset
of firms that offer the (non-zero) wage wl. Assume in addition that wl ≤ w

N
such that white

workers apply to w with probability θh = 1. In this case, black workers randomize among
the firms offering wl since they are never hired at w because of the presence of white workers.

In general, the derivative of profits for the firm that sets a wage w to which white workers
apply with probability θw is

∂π

∂w
= −(1− (1− θw)N) + (1− w)N(1− θw)N−1∂θw

∂w
.

As long as wl < w
N

this derivative is clearly negative. Because the low wage is lower than
what whites can expect to earn at the high wage, θw = 1, the first term equals -1, and the
second term equals zero. The second term equals zero because θw = 1 does not change and
as a consequence, both the (1− θw)N−1 and ∂θw

∂w
terms are zero. When wl = w

N
, θl is exactly

equal to zero and any additional reduction in w will cause white workers to begin to apply
to the low wage firm. However, the derivative remains negative at this point because ∂θw

∂w

approaches a fixed positive number when θl → 0 while (1−θw)N−1 becomes arbitrarily small
because θw = 1 − yθl (shown in appendix 2.C). It must therefore be optimal for a firm to
continue to reduce the wage. The outcome is that the firm reduces the wage sufficiently
that w attracts both worker types. There must therefore be at least two firms competing
for white workers.

A single firm in the black market is impossible for the same reason. For any wages that
satisfy wl > B(1 − 1/x)Nwh, the firm can reduce the wage without any loss of applicants
because black workers strictly prefer the low wage. Moreover, by a similar computation as
for white workers, it is possible to show that the derivative remains negative for wl close to
wl. This means that it is optimal for a firm that receives all the black applications to reduce
the wage sufficiently that the black workers begin to apply to the high wage.

Can there be a situation with only a single white worker? Since the single white worker
always gets hired, the white worker would always apply to the highest wage. But since there
must be at least two firms competing for the white worker (or else the wage would fall),
a firm would either wish to deviate upwards and hire the white worker with certainty or,
if the wage is sufficiently high, deviate to the low market and compete instead for black
workers. As a consequence, there is no wage compatible with a pure strategy equilibrium
if there is only one white worker. The only case with a single participant on one side of
the market which we cannot exclude is a single black worker. Analogous to white workers,
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firms in the black sub-market gain discretely from a marginal increase in the wage if it is
below the white expected income. However, when wl equals Ω(x)w(x) a marginal increase
begins to attract white workers. The black worker may therefore strictly prefer wl to wages
above this level because of competition from white workers. This constrains the incentives
of firms in the black sub-market to bid the wage above the white expected income. In such
a situation, the y firms setting the low wage earn 1−Ω(x)w(x)

y
while the x high wage firms earn(

1−
(
1− 1

x

)N)
(1− w(x)).

Critical Points The intuition from Lang, Manove, and Dickens (2005) largely carries over
to the small market setting. As is the case in the large market analog, we find that wh = w(x)

and wl = Ω(x)wh are local maxima in the sense that firms setting either of the wages cannot
deviate to some nearby wage and increase their profits.
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Figure 2.2: Local Maxima at wh and wl

wh is a local maximum because it is determined as the optimal response to x − 1 other
firms setting the high wage (the same as in Burdett et al. (2001)). Figure 2.2b shows this for
the same market that was used as an example in the previous section (M = 6, N = 5, B = 2).
That wl should also be a local maximum follows from a similar intuition as why there are
not pooling equilibrium. An increase in the wage increases competition from whites and this
drives away black applicants faster than profits increase from additional white applicants.
An illustration of this is shown in figure 2.2a.11

11To see that this also holds for other numbers of high firms x, see figure 2.C.2 in the appendix.
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To demonstrate that this intuition holds in general is, however, tricky because the profit
function (for a firm that deviates from wl) will be kinked at wl whenever the low wage is
constrained by the presence of the white workers. This kink exists because white workers
begin to apply to wages above wl (since they are above the white expected income and
therefore get applied to with positive probability) and this has a discrete negative impact on
how often black workers apply. Demonstrating that wl is a critical point therefore depends
on showing that the derivative of profits is increasing at wl but decreasing for an arbitrarily
small increase in the wage beyond wl.

That profits are increasing for wd < wl follows from the assumption that wl is con-
strained.12 This means that the increase in profits from attracting more black applicants
outweighs the increase in wage costs for any wage at or below wl. To show that profits are
decreasing for an infinitesimal increase beyond wl, we manipulate the derivative of profits
and show that as θd → 0 this derivative is strictly negative. This proof relies on the fact
that wl = Ω(x)wh each worker prefers their own market such that θh = 1/x and γh = 1/y.
Critically, the level of the wage, wh, cancels from the expression.13 We may therefore con-
clude that wl is a critical point for all equilibrium candidates in which the low wage equals
the white expected income. The derivation is shown in appendix 2.C.

Example, M = 6, N = 5, and B = 2

Although wh = w(x,N) and wl = Ω(x)wh are local maximum, the outstanding question is
whether there exists a discrete (rather than marginal) deviation that will increase profits.
An example serves to demonstrate that such a deviation can exist. This shows that the
pure strategy equilibrium from Lang, Manove, and Dickens (2005) need not carry over to
the small market setting.

Result 2.4.2. A segregated equilibrium does not always exist.

Consider a market with M = 6, N = 5, and B = 2. One candidate for a segregated
equilibrium is a configuration with three firms setting the high wage (x = 3) and 3 firms
setting the low wage (y = 3). In this candidate, the firms in the high wage market earn higher
profits than firms in the low wage market. However, this can not be an equilibrium because
a deviant firm in the low wage market setting wd can deviate from wd = wl to wd = wh and

12We argue below that there are no segregated equilibrium candidates in which the low wage is not
constrained.

13Which means that also wl cancels, as wl can be written as a function of wh.
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increase their profits, as illustrated in figure 2.3a: At the far left in this figure are the profits
available from setting the low wage while the far right is the profit available from deviating
to wh. The level of profits from setting wl is indicated by the horizontal line. As is evident,
profits are higher at the far right. This suggests that the tightness in the white market is too
low. One might therefore expect that the problem is simply that the firms have not sorted
properly. We therefore consider a different equilibrium candidate in which the tightness in
the high market is greater, with four high wage firms (x = 4) and two low wage firms (y = 2)
and a corresponding increase in the wages since there is more competition in the high wage
market. In this candidate, the low wage firms earn higher profits. However, this too cannot
be an equilibrium. As is illustrated in figure 2.3b, a high wage firm can deviate to wl and
increase their profits. Since neither x = 3 nor x = 4 are deviation proof, this illustrates that
an segregated equilibrium need not exist.14 Tables 2.C.2 and 2.C.3 in appendix section 2.C
summarize the market outcomes for this example.
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Figure 2.3: Profitable Deviations for x = 3 and x = 4

Optimal Deviation Analysis

The example yields two complementary observations. Both observations relate to deviations
in which a firm jumps discretely and begins to compete for workers of the “other type.” The

14To be complete, we would also need to show that x = 2 exhibits a profitable deviation. We omit this
case, but it turns out to be consistent with intuition. If there is a deviation to the high wage when x = 3
then it is also the case that there exists a deviation to the high wage when x = 2. The case with x = 2 is
similar to that in figure 2.3a but with an even greater incentive for a deviation.
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first observation is that for a low wage firm that deviates to the high wage, the derivative of
profits is increasing when wd = wh as seen the left panel of figure 2.3. This means that it is
even better for such a firm to deviate to a wage strictly above wh. The second observation is
that for a high wage firm that deviates to the low wage, the derivative of profits is negative
when wd = wl as illustrated by the right panel of figure 2.3. This means that it is even better
for such a firm to deviate to a wage strictly below wl.

The reason for the first observation is that a firm that unexpectedly deviates to the high
wage market can take advantage of the fact the wage is now too low relative to the tightness.
If there is a segregated equilibrium with x firms setting the high wage, then the wage in the
white sub-market must be wh = w(x). But if an additional firm participates in the high
wage market, then this wage is lower than what would arise in a market with x + 1 firms.
This means that for a low wage firm that deviates to the vicinity of wh that the increase
in profits from attracting additional applicants must exceed the loss from offering a higher
wage and the optimal “upward” deviation is above wh.

The reason for the second observation is that firms in the low wage market were initially
setting the wage wl = Ω(x)w(x), which is exactly low enough that no white workers apply.
When instead a high wage firm deviates and only x − 1 firms compete in the high market,
this induces white workers to apply to wl. In turn, this creates an incentive for black workers
to now apply to even lower wages. As a result, if a high wage firm wishes to deviate to a
wage wd ≤ wl, then the high wage firm should deviate to strictly below wl and benefit both
from hiring a black worker with high probability and from paying a lower wage.

Together these observations imply that there may be profitable deviations above wh
and/or below wl. Even if there are no profitable deviations for low firms in the vicinity of
wl, there may be an opportunity to deviate and compete for white workers by overbidding
the wage in the high market. Analogously, a firm in the high market may be able to deviate
and undercut the low wage and attract black workers who wish to avoid competition from
white workers.

To systematically check whether whether segregated equilibria exist, we compute the
optimal deviations of the kind described above for a large number of different markets and
market constellations. Specifically, for each combination of x, y = M − x, N , and B, we
compute the following quantities:

1. The wages and profits πh and πl associated with the candidate equilibrium.

2. The wages and profits associated with (1) the optimal “low” deviation for a high wage
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firm that deviates and begins to compete for black workers and (2) the optimal “high”
deviation for a low wage firm that deviates and begins to compete for white workers.
In all cases, the best deviation is associated with either undercutting the low wage (the
“low” deviation) or overbidding the high wage (the “high” deviation). We let πd denote
the profit associated with the optimal deviation by a low firm to a wage wd ≥ wh and
let πd denote the profit associated with the optimal deviation by a high firm to a wage
wd ≤ wl.

3. Based on computations (1.) and (2.), the difference in payoffs

∆πh = πd − πh
∆πl = πd − πl.

If either ∆πh > 0 or ∆πl > 0, then there is a profitable deviation from the candidate
equilibrium and some other combination of x and y must be checked. If there are no profitable
deviations for any combination of x and y, then we may conclude that there is no segregated
equilibrium for the given M,N and B. If, however, ∆πh < 0 and ∆πl < 0 for some x and y
then a segregated equilibrium is possible.

As an example, table 2.1 presents the optimal deviations associated with the market
presented in the example above. As can be seen in the columns indicated by ∆πh and ∆πl

there is always a profitable deviation available (one or both are positive for every combination
of x and y):

Table 2.1

M = 6, N = 5, B = 2

x y wh wl πh πl wd ∆πh wd ∆πl

2 4 0.088 0.034 0.884 0.423 0.028 -0.064 0.130 0.413
3 3 0.289 0.151 0.617 0.472 0.132 0.034 0.340 0.087
4 2 0.447 0.273 0.422 0.546 0.248 0.139 0.487 -0.167

To illustrate that this holds for most small markets, figure 2.4 illustrates how ∆πh (in
blue) and ∆πl (in red) behave for a large number of different markets. For the all markets in
the figure, M = 6 firms, B = 2 black workers, and a number of N white workers is given by
the title of each panel. For instance, panel 5 located at the left in the middle row summarizes
the results from table 2.1.
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Figure 2.4: No segregated equilibrium, M = 6, B = 2

In order for a segregated equilibrium to exist, both ∆πh and ∆πl would need to be below
zero, as indicated be the dashed red line. This would indicate the absence of profitable
deviations. There are no such cases in figure 2.4. This is a general finding: In the majority
of cases, there does not appear to exist a segregated equilibrium of the kind predicted by
Lang, Manove, and Dickens (2005).

Existence

The results presented above demonstrate that a segregated equilibrium is not guaranteed to
exist in the small market setting. In fact, this is the typical case. However, the result can not
be strengthened to conclude that segregated equilibrium never exist. Using a similar method
as above to investigate a large number of markets, it is possible to find constellations for
which both wd and wd are negative. We examined all combinations of x and y for markets
with M ∈ {4, . . . , 10}, N ∈ {2, . . . , 20}, and B ∈ {2, 3} and found a handful of instances
in which a segregated equilibrium does appear to exist. This implies that there are cases in
which no low firm can overbid the high wage and no high wage firm can undercut the low
wage.

One such case is a market with M = 7, N = 14, and B = 3. Table 2.2 presents the
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results for this case. The bottom row presents the case for x = 5 and y = 2. For this
market composition and this constellation of firms, ∆πh = −0.033 and ∆πl = −0.031 (also
illustrated in figure 2.C.3 in the appendix). This means that neither the high or low deviation
are profitable. The conclusion is that this is an instance in which a segregated equilibrium
may be possible.

Table 2.2

M = 7, N = 14, B = 3

x y wh wl πh πl wd ∆πh wd ∆πl

2 5 0.000 0.000 0.999 0.488 0.000 0.000 0.000 0.508
3 4 0.016 0.003 0.980 0.576 0.003 -0.189 0.022 0.397
4 3 0.065 0.018 0.918 0.591 0.015 -0.140 0.079 0.210
5 2 0.133 0.045 0.829 0.835 0.039 -0.033 0.151 -0.031
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Figure 2.5: Segregated Equilibrium, No Profitable Deviations

To confirm that this is indeed the case, we plot the profits associated with a deviation
wd from the candidate x = 5 and y = 2. Figure 2.5a shows the case when a high wage firm
deviates to some other wage wd and figure 2.5b shows the case when a low wage firm deviates
to some other wage wd. In both cases, it is clear that no firm can unilaterally deviate. The
highest profit available to the firms setting the high wage is at wh and the highest profit
available to firms setting the low wage is at wl.
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Segregated equilibrium candidates, wl < Ω(x)w(x)

The other possibility for a segregated equilibrium is the case in which the low wage is strictly
below the white expected income, wl < Ω(x)wh. The existence of such an equilibrium is
limited by two countervailing requirements. The first requirement is that in equilibrium,
firms in the white submarket and the black submarket earn about the same level of profits.
The equal profit requirement implies that the tightness in the black submarket should be
higher than in the white submarket in order to compensate for the fact that wl < wh. If this
were not the case, then the low wage market would be more profitable both because of the
lower wage and because of a greater chance of hiring. However, if the tightness is greater
in the low wage market then this implies more competition for black workers and in turn a
higher wage. This is inconsistent with the requirement that the low wage be lower than the
white expected income, wl < Ω(x)wh. These two requirements appear to be incompatible
and in practice we do not find situations in wl < Ω(x)wh can arise as an equilibrium.

The challenge in formalizing this argument is related to the small market setting. In
particular, the scale of the market matters. Even with the same tightness, the wage can vary
meaningfully. For example, for a tightness equal to 1/2, the wage grows from 0.154 when
there are two firms up to 0.313 when the market becomes very large, a more than doubling
of the wage. In addition, the small market differs from the large market setting because the
profits earned by firms need not be exactly equalized.

Although we are not able to establish a completely general proof, in the vast majority of
cases, this type of segregated equilibrium can be ruled out. To see this, assume that N > B

and that the tightness is the same in both markets such that y/B = x/N = k. Assume in
addition that the wage in the high wage market is larger simply because of scale effects.15

For any such market, the profits earned by firms in the black market are greater than those
in the white market for two reasons: The wage is lower and the matching probability is
higher.16 However, regardless of the scale of the high wage market, the low wage tends to be
greater than the expected income of whites, even in the case when N → ∞.17 This means
that for the low wage to be set freely, the tightness in the low wage market must be at least
somewhat lower than that in the high wage market. But this means that there must be at

15Whether the wage is higher or lower because of scale effects depends on the relative tightness of firms
to workers (see the table of wages in the appendix). We focus on cases in which the wage is higher because
we are interested in cases in which wl falls below the white expected income.

16the matching probability is higher because the market has a smaller scale but the same tightness.
17The exception is when the tightness is so low that the high wage is close to zero. The result therefore

depends on a sufficient level of competition.
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least one less firm competing for black workers (and one more competing for white workers)
relative to the case when the tightness was equal. If this is the case, then a firm in the
high market could deviate and achieve at least the same profits as a low wage firm when the
tightnesses were equal. But this means that there is profitable deviation.

2.4.3 Other Equilibrium Candidates

The game we investigate does not have a segregated equilibrium in most cases. The question
is therefore what other equilibria, whether pure or mixed, may be possible.

Pooling Equilibria

One possibility for a pure strategy equilibrium not explicitly considered earlier is a pooling
equilibrium in which there are multiple wages, at least some of which attract both types
of workers. We are skeptical that such equilibria exist. As in the model of Lang, Manove,
and Dickens (2005), it appears that it is rarely if ever optimal to attract both white and
black workers. While we were not able to prove this result in general for the small market
setting, several pieces of evidence support the conjecture. First, in all analyses of segre-
gated candidates, the profits associated with deviations to a wage wd between wl and wh

characteristically first fall and then climb, with the change in sign occurring at the wage at
which black workers cease to apply to the deviant firm. This indicates that the derivative
of profits is negative whenever wd is attracting both worker types. Second, if a high wage
firm deviates to a point below wl it appears that the profit maximizing point is the point at
which white workers cease to apply to the deviant. The implication is again that the firm
should continue adjusting the wage until only one of the worker types is applying.

Mixed Strategy equilibrium

Although existence results for pure strategy equilibria do not apply for our model, the
existence results for mixed strategy equilibria depend on more forgiving requirements. In
particular, the existence of mixed strategy equilibria depend on continuity of the payoff
function rather than quasi-concavity (See Fudenberg and Tirole 1989, Chapters 1 and 12,
in particular the Maskin and Dagupta result for discontinuous games, theorem 12.4.). With
the exception of a discontinuity when all firms set the wage w, the profit functions of firms
are continuous in our setting (albeit not necessarily differentiable). Mixed strategy equilibria
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will therefore exist in general. The challenge is that characterizing the mixed strategies turns
out to be difficult.

Given the motivation to study segregated equilibria, a natural candidate is a mixed
strategy equilibrium in which firms randomize among two wages, a high wage wh and a low
wage wl, with a symmetric probability p. If firms randomize between the high and low wages,
then each firm must be indifferent between setting either of the wages given the probability
with which the other firms set the high and low wages. Let θh(k) and θl(k) denote the
probability that white workers apply to the high and low wage firms when k firms set the
high wage and let γh(k) and γl(k) denote the same quantities for the black workers. Then
the randomization probability p must be such that

(1− wh)
M−1∑
k=0

(
M − 1

k

)
pk(1− p)M−1−k (1− (1− θh(k + 1))N(1− γh(k + 1))B

)
=

(1− wl)
M−1∑
k=0

(
M − 1

k

)
pk(1− p)M−1−k (1− (1− θl(k))N(1− γl(k))B

)
.

In addition, it must be such that firms would not like to deviate to any other wage. This
latter condition is enormously stringent.

To get a sense of whether randomization of this kind can mitigate the possibility of
profitable deviations, we use a simple routine to search through various possibilities. While
computationally intensive, the routine has three basic steps:

1. Fix a low wage wl and high wage wh.

2. Solve for a mixing probability p∗ such that firms are indifferent between wl and wh.

3. Compute whether there exists a profitable deviation to some other wd in the range
(0, 1).

• If there is a profitable deviation, adjust wh and begin from step 1.

• If there is no profitable deviation, then (wh, wl, p
∗) constitutes a two-point mixed

strategy equilibrium.

To facilitate the interpretation of the results, the routine produced a plot showing the profits
as a function of wd ∈ (0, 1) at the completion of every iteration. The main output of the
procedure was thus a set of plots of πd for every combination of wl and wh. An example for
M = 6, N = 5, and B = 2 is shown in figure 2.6. The value of wl is fixed to 0.15 while the
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Figure 2.6: Two-point distribution candidates, M = 6, N = 5, and B = 2

high wage is adjusted in each panel. The wages are indicated by the vertical lines while the
profit associated with a deviation is indicated by the blue curve.

Although our procedure is relatively coarse, our preliminary findings suggest that a two-
point distribution is sensitive to similar types of deviations as the segregated pure strategy
case—and is perhaps even more delicate. As can be seen in the top row of figure 2.6, when
the wages are close together, there are both high and low deviations that are profitable.
Although the gain from deviations become smaller as the wages approach the level predicted
by the pure strategy segregated equilibrium (row two), we do not observe a movement toward
a bimodal form as would be necessary to get mixing over two wages.

Another candidate for a mixed strategy equilibrium is a mixed strategy in which firms
randomize their wages according to a continuous distribution similar to standard models
of wage dispersion. This type of equilibrium is plausible exactly because it eliminates the
ability of firms undercut or overbid each other. It is, however, challenging to say how such
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a a distribution might look or even what the support would be. One approach would be
to discretize the wages and use numerical techniques to find a fixed point for the (discrete)
distribution. Then, as the discretization is made more and more fine, the hope would be
that the result converges to some limit. We leave this for future work.

2.5 Conclusion

The model of Lang, Manove, and Dickens (2005) makes a stark prediction: In a posted wage
environment, discriminatory hiring leads to labor market segregation. This is an intuitive
result, but it does not carry over to the small market setting. We find that when there are
strategic interactions between firms that the postulated segregated equilibrium tends not to
exist.
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Appendix

2.A Background

Large Market

To derive outcomes in the large market case with homogeneous firms and homogeneous
workers with a market tightness k = M

N
each firm solves

max
w

π(w) = (1− wi)
(
1− (1− θ)N

)
subject to w

1− (1− θ)N

Nθ
= Ū .

where the hiring probability is shown in 2.24. Solving for w from the constraint, w = NθŪ
1−(1−θ)N

and inserting this into the objective, we maximize

max
θ

1− (1− θ)N −NθŪ.

From the first order condition we find that Ū = (1− θ)N−1 and that θ = 1− Ū1/(N−1).

When all the firms are identical and take the market expected utility Ū as given, all
choose to induce θ = 1− Ū1/(N−1) by setting the wage w. Since all firms set the same wage,
workers randomize uniformly among the set of firms and θ = 1/M . This has the consequence
that in equilibrium the market utility for workers equals

Ū =

(
1− 1

M

)N−1

.
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For a fixed market tightness k = M
N

Ū =

(
1− 1

M

)M/k−1

.

Allowing the market size to become large

lim
M→∞

Ū = e−1/k. (2.20)

Observe that 1/k is equal to the queue length of workers per job opening N/M . Similarly,
the wage w = NθŪ

1−(1−θ)N approaches

lim
M→∞

w =
1/k

e1/k − 1
, (2.21)

the expected profits for a firm π = (1− (1− θ)N)− N
M
Ū approaches

lim
M→∞

π = 1−
(

1 +
1

k

)
e−1/k, (2.22)

and the hiring probability for workers approaches

lim
M→∞

Ω =
1− e−1/k

1/k
. (2.23)

Notice that equation 2.23 is the ratio of the probability that a firm gets at least one applicant
relative to the expected queue length.

Worker Behavior

Hiring Probability

The expression for the hiring probability Ω

Ω(θ) =
1− (1− θ)N

Nθ
(2.24)
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arises from the expected probability of getting hired in all the different possible configurations
of applicants:

Ω(θ) =
N−1∑
k=0

(
N − 1

k

)
1

k + 1
θk(1− θ)N−k−1

=
N−1∑
k=0

N − 1!

(N − k − 1)!k!

1

k + 1
θk(1− θ)N−k−1

=
N−1∑
k=0

N − 1!

(N − k − 1)!k + 1!
θk(1− θ)N−k−1

=
1

Nθ

N−1∑
k=0

N !

(N − (k + 1))!k + 1!
θk+1(1− θ)N−k−1

=
1

Nθ

N∑
l=1

N !

(N − l)!l!
θl(1− θ)N−l

=
1

Nθ

(
n∑
l=0

N !

(N − l)!l!
θl(1− θ)N−l − (1− θ)N

)

=
1− (1− θ)N

Nθ
.

Response to changes in the wage

We begin by considering a situation with M firms and N identical workers in which a single
firm sets the wage w1 and the remaining firms set the wage w2. In this case, the application
behavior of workers is summarized by two equations:

w1Ω1 − w2Ω2 = 0

θ1 + (M − 1)θ2 = 0

where Ωi is the probability of a worker being hired at a firm offering the wage wi (and to
which workers apply with probability θi). We refer to this system of equations as F.

The main result from Peters (1984) guarantees that the application probabilities are well
defined for any (non-zero) announcement of wages. We can therefore implicitly differentiate
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with respect to the wages. For example, differentiating this system with respect to w1 yields

Ω1 + w1
∂Ω1

∂θ1

∂θ1

∂w1

− w2
∂Ω2

∂θ2

∂θ2

∂w1

= 0

∂θ1

∂w1

+ (M − 1)
∂θ2

∂w1

= 0.

Notice that the terms of the form wi
∂Ωi

∂θi
describe the payoff consequences for a worker of

applying to firm i when the other workers increase their application to this firm. Since an
increase in θi means that there is more congestion, this derivative will be negative. Going
forward, we denote ξi = wi

∂Ωi

∂θi
.

Summarizing the implicit differentiation with respect to w1 and w2 is the equation

DwF + DθFDwθ = 0

where

DwF =

[
Ω1 −Ω2

0 0

]
, DθF =

[
ξ1 −ξ2

1 M − 1

]
, and Dwθ =

[
∂θ1
∂w1

∂θ1
∂w2

∂θ2
∂w1

∂θ2
∂w2

]
.

From this equation it is then possible to solve for the ∂θi
∂wj

terms from

Dwθ = −DθF
−1 DwF

where

DθF
−1 =

1

(M − 1)ξ1 + ξ2

[
M − 1 ξ2

−1 ξ1

]
.

such that [
∂θ1
∂w1

∂θ1
∂w2

∂θ2
∂w1

∂θ2
∂w2

]
= − 1

(M − 1)ξ1 + ξ2

[
M − 1 ξ2

−1 ξ1

][
Ω1 −Ω2

0 0

]
.

Since we are typically interested in how applications change when a single “deviant” firm
adjusts its wage, the two derivatives ∂θ1

∂w1
and ∂θ2

∂w1
are of prime importance:

∂θ1

∂w1

= − M − 1

(M − 1)ξ1 + ξ2

Ω1

∂θ2

∂w1

=
1

(M − 1)ξ1 + ξ2

Ω1.
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Lemma 3 from Galenianos and Kircher (2012) ensures furthermore that ∂θi
∂wi

is quasi-concave
for any set of wage announcements.

Wage

When M − 1 firms are setting the wage w, the optimal response for a firm d is the wage wd
dictated by the first-order condition

∂πd
∂wd

= −(1− (1− θd)N) + (1− wd)N(1− θd)N−1 ∂θd
∂wd

= 0.

Plugging in from above for ∂θd
∂wd

,

(1− (1− θd)N) = −(1− wd)N(1− θd)N−1 M − 1

(M − 1)ξd + ξw
Ωd.

In a symmetric equilibrium, all firms set the same wage w∗ and θd = θw = 1/M . This means
that the wage can be solved from

(1− (1− 1/M)N) = −(1− w∗)N(1− 1/M)N−1M − 1

Mw∗ξ
Ω.

Rearranging and simplifying, the wage when there are M identical firms and N identical
workers is the function

w∗ = w(M,N) =
1

1− M
M−1

(
1− Ω

(1− 1
M )

N−1

) (2.25)

where Ω =
1−(1− 1

M )
N

N
M

. Algebraic manipulations reconcile expression 2.25 to that found in
Burdett et al. (2001).

Table 2.A.1 presents wages for a large number of combinations of N and M . table 2.A.2
presents for the same combinations of N and M the profits associated with w(N,M).
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Table 2.A.1: Wages, w(N,M)

M

N 2 3 4 5 6 7 8 9 10

2 0.500 0.727 0.818 0.865 0.893 0.911 0.925 0.934 0.942
3 0.273 0.533 0.669 0.747 0.796 0.830 0.854 0.872 0.887
4 0.154 0.393 0.547 0.644 0.709 0.755 0.788 0.814 0.834
5 0.088 0.289 0.447 0.555 0.631 0.685 0.726 0.758 0.784
6 0.050 0.213 0.364 0.477 0.560 0.622 0.669 0.706 0.736
7 0.028 0.156 0.296 0.410 0.497 0.563 0.616 0.657 0.691
8 0.016 0.115 0.240 0.351 0.440 0.510 0.566 0.611 0.648
9 0.009 0.084 0.195 0.300 0.389 0.461 0.520 0.568 0.608
10 0.005 0.061 0.157 0.256 0.343 0.416 0.477 0.527 0.569

Table 2.A.2: Profits w(N,M)

N M

2 0.375 0.152 0.080 0.049 0.033 0.024 0.018 0.014 0.011
3 0.636 0.328 0.191 0.123 0.086 0.063 0.048 0.038 0.031
4 0.793 0.487 0.310 0.210 0.151 0.113 0.088 0.070 0.057
5 0.884 0.617 0.422 0.299 0.221 0.169 0.133 0.108 0.089
6 0.935 0.718 0.523 0.386 0.293 0.228 0.182 0.149 0.124
7 0.964 0.794 0.610 0.467 0.363 0.288 0.234 0.193 0.161
8 0.980 0.851 0.684 0.540 0.430 0.347 0.285 0.237 0.200
9 0.989 0.893 0.745 0.606 0.493 0.405 0.336 0.283 0.240
10 0.994 0.923 0.796 0.664 0.551 0.459 0.386 0.327 0.281

2.B Model

Black Worker Behavior

When there are two wages that attract black applications, w1 and w2 set by l and k number
of firms respectively, γ1 and γ2 are determined by the equations

w1Γ1 − w2Γ2 = 0

lγ1 + kγ2 = 0
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We refer to this as system Q. Because we are most interested in the case with a single
deviant firm, we illustrate the case when l = 1 and M = l + k − 1.

Implicitly differentiating with respect to w1 yields terms of the form

Γ1 + η1
∂θ1

∂w1

+ ζ1
∂γ1

∂w1

− η2
∂θ2

∂w1

− ζ2
∂γ2

∂w1

= 0

∂γ1

∂w1

+ (M − 1)
∂γ2

∂w1

= 0

where
ζi = wi

∂Γi
∂γi

(2.26)

and

ηi = wi
∂Γi
∂θi

= −wiN(1− θi)N−1 1− (1− γi)B

γiB

= −wi
N

1− θi
Γi (2.27)

The η terms denote the payoff impact of white workers on black workers and the ζ terms
denote the payoff impact of black workers on other black workers. Notice that the Γ and
ζ terms are analogous to Ω and ξ for white workers. What is new relative to the case
with white workers are the η terms that are weighted by the ∂θ

∂w
. These terms indicate the

additional (negative) effect that white workers have on black payoffs. Organizing the results
as a matrix equation[

Γ1 −Γ2

0 0

]
+

[
η1 −η2

0 0

][
∂θ1
∂w1

∂θ1
∂w2

∂θ2
∂w1

∂θ2
∂w2

]
+

[
ζ1 −ζ2

1 M − 1

][
∂γ1
∂w1

∂γ1
∂w2

∂γ2
∂w1

∂γ2
∂w2

]
= 0

we can solve for the derivative of interest from[
∂γ1
∂w1

∂γ1
∂w2

∂γ2
∂w1

∂γ2
∂w2

]
= − 1

(M − 1)ζ1 + ζ2

[
M − 1 ζ2

−1 ζ1

]([
Γ1 −Γ2

0 0

]
+

[
η1 −η2

0 0

][
∂θ1
∂w1

∂θ1
∂w2

∂θ2
∂w1

∂θ2
∂w2

])

= − 1

(M − 1)ζ1 + ζ2

[
M − 1 ζ2

−1 ζ1

][
Γ1 + η1

∂θ1
∂w1
− η2

∂θ2
∂w1

−Γ2 + η1
∂θ1
∂w2
− η2

∂θ2
∂w2

0 0

]
.
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We can conclude that

∂γ1

∂w1

= − M − 1

(M − 1)ζ1 + ζ2

(
Γ1 + η1

∂θ1

∂w1

− η2
∂θ2

∂w1

)
.

The first term in the parenthesis describes how black workers respond to a change in the
wage, not taking into account the change in the application behavior of whites. This is
analogous to the Ω component of ∂θ

∂w
. We refer to this part as the direct wage effect since it

implies that a higher wage increases black applications. Moderating the direct wage effect
are the two η terms. These two terms represent the reduction in payoffs at w1 associated
with white workers.
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2.C Results

No Single Wage Pooling Equilibrium

Figure 2.C.1 shows two examples of pooling wages for which the derivative of profits is
negative. The two different wages are picked to illustrate that the intuition holds both when
the wage is low (wp = 0.10) and when the wage is high (wp = 0.50). In addition, we see from
the right panel that when the wage is sufficiently high, it is never be optimal to increase the
wage.
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Figure 2.C.1: No Pooling Equilibrium

To demonstrate formally that there exists a profitable downward deviation, we consider
a case when all M firms are setting a pooling wage wp and then a single firm deviates to a
wage wd close to wp. We aim to show that an increase in the wage is always associated with
a loss of applicants when wd = wP . Recalling that

∂γd
∂wd

= − M − 1

(M − 1)ζd + ζp

(
Γd + ηd

∂θd
∂wd
− ηp

∂θp
∂wd

)
and plugging this into the profit expression, it is sufficient to show that

(1− wd)
(

1

1− θd
N
∂θd
∂wd
− 1

1− γd
B

M − 1

(M − 1)ζd + ζw

(
Γd + ηd

∂θd
∂wd
− ηp

∂θp
∂wd

))
< 0, (2.28)
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where
∂θd
∂wd

= − M − 1

(M − 1)ξd + ξp
Ωd and

∂θp
∂wd

=
1

(M − 1)ξd + ξp
Ωd.

Because all firms set the same wage w in a pooling equilibrium, both worker types randomize
uniformly and the various components simplify. In particular,

∂θd
∂wd

= −M − 1

M

Ω

ξ
∂θp
∂wd

=
1

M

Ω

ξ

and

∂γd
∂wd

= −M − 1

M

1

ζ

(
Γ + η

∂θd
∂wd
− η ∂θp

∂wd

)
= −M − 1

M

1

ζ

(
Γ− ηM − 1

M

Ω

ξ
− η 1

M

Ω

ξ

)
= −M − 1

M

(
Γ

ζ
− η

ζ

Ω

ξ

)
.

Plugging these into expression 2.28

− 1

1− 1
M

N
M − 1

M

Ω

ξ
− 1

1− 1
M

B
M − 1

M

1

ζ

(
Γ− ηΩ

ξ

)
< 0

−NΩ

ξ
−B 1

ζ

(
Γ− ηΩ

ξ

)
< 0.

This yields the condition for no pooling

−NΩ

ξ
−BΓ

ζ
< −Bη

ζ

Ω

ξ
.

The left hand side is the direct wage effect on white and black workers. The right hand
side is the negative impact of white workers on black workers. If the loss of black workers
due to the presence of whites is greater than the gain in (both) types of workers because of
the increased wage, then a wage increase is unprofitable. Manipulating the condition and
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plugging in for η,

NζΩ +BξΓ > BηΩ

NζΩ +BξΓ > −Bw N

1− 1
M

ΓΩ

N
ζ

wΓ
+B

ξ

wΩ
> −BN M

M − 1
.

Notice that the wage cancels out of this expression as there is a w term in both ξ and ζ.
Next, plugging in for ζ

wΓ
and ξ

wθ
yields

N

(
(1− 1/M)B−1

1−(1−1/M)B

B/M

− 1

)
+B

(
(1− 1/M)N−1

1−(1−1/M)N

N/M

− 1

)
> − BN

M − 1

After some more algebra,(
(1− 1/M)B−1

1− (1− 1/M)B
− M

B

)
+

(
(1− 1/M)N−1

1− (1− 1/M)N
− M

N

)
> − M

M − 1

1 +
(1− 1/M)B

1− (1− 1/M)B
+

(1− 1/M)N

1− (1− 1/M)N
>
M − 1

B
+
M − 1

N
.

The last condition holds because 1
2
> M−1

N
− (1−1/M)N

1−(1−1/M)N
for any N and M .
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Two Wage Segregated Equilibrium

White Expected Income and Low Wages, wl = Ωwh

Table 2.C.1 shows the low wages associated with the white expected income when there M
firms and N white workers:

Table 2.C.1: Low Wages

M

N 2 3 4 5 6 7 8 9 10

2 0.375 0.606 0.716 0.778 0.819 0.846 0.867 0.882 0.895
3 0.159 0.375 0.516 0.608 0.671 0.717 0.752 0.779 0.801
4 0.072 0.236 0.374 0.476 0.551 0.608 0.652 0.688 0.717
5 0.034 0.151 0.273 0.373 0.453 0.516 0.566 0.608 0.642
6 0.016 0.097 0.200 0.293 0.372 0.438 0.492 0.537 0.575
7 0.008 0.063 0.147 0.231 0.307 0.372 0.427 0.475 0.515
8 0.004 0.041 0.108 0.183 0.253 0.316 0.371 0.420 0.462
9 0.002 0.027 0.080 0.144 0.209 0.269 0.323 0.371 0.414
10 0.001 0.018 0.059 0.114 0.173 0.229 0.281 0.328 0.371

Sufficient Competition

We show that ∂θw
∂w

is bounded when a single firm sets the wage w, M − 1 firms set the wage
wl, and θw → 1 and θl → 0. In this case,

∂θw
∂w

= − M − 1

(M − 1)ξw + ξl
Ωw.

When θw → 1 and θl → 0, each component has a simple form:

• Ωw → 1
N
.

• ξw = −w 1
θw

(
(1− θw)N−1 − Ωw

)
→ w

N
.

• ξl = −wl 1
θl

(
(1− θl)N−1 − Ωl

)
→ −wl N−1

2
= w

N
N−1

2
.
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Plugging these into the derivative yields

∂θw
∂w

=
M − 1

w
N

(
(M − 1) + N−1

2

) 1

2

=
1

w

M − 1

M + N
2
− 3

2

.

For a given w, the last expression is a bounded positive number.
Analogous computations for black workers deliver the same result.

Critical Point at wl

Figure 2.C.2 illustrates that there is a critical point at wl when wl is equal to the white
expected income. The left panel indicates a situation in which there are relatively few firms
competing (x = 2 firms out of M = 6 total) for white workers and the right panel indicates
a situation in which relatively many firms are competing for white workers (x = 4 firms out
of M = 6 total). This highlights the fact that what is important for there to be a critical
point is that the wage to which black workers apply is exactly at the point at which white
workers cease to apply.
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Figure 2.C.2: Critical Point at wl

To complete the argument from the main text that there is a critical point at wl, we
demonstrate that

(1− γd)N
∂θd
∂wd

+ (1− θd)B
∂γd
∂wd

< 0.
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For wd close enough to wl, θd is close to 0. We can exploit this to simplify the problem.
To begin with, observe that no white workers apply to the low wage wl. As a consequence,
∂θl
∂wd

= 0 and

∂γd
∂wd

= −β
(

Γd + ηd
∂θd
∂wd

)
= −β

(
Γd − wd

N

1− θd
Γd
∂θd
∂wd

)
,

where β = (y−1)
(y−1)ζd+ζl

. Inserting this into the expression for change in the number of appli-
cants, and letting θd → 0, we get

(1− γd)N
∂θd
∂wd
−BβΓd + wdBβΓdN

∂θd
∂wd

< 0

This can rearranged to the condition:

−1− γd
BβΓd

+
1

N ∂θd
∂wd

< wd. (2.29)

Note the direction of the inequality doesn’t change because −β > 0. Observe in addition
that the denominator in each term is a function of the change in the expected number of
applicants associated with the direct effect of the wage.

Next, we plug in for ∂θd
∂wd

, and use limit results for θd → 0. Consider when θd = 0. Then
we have the results

ξd = −wd
N − 1

2

ξh = −wh
1

θh

(
(1− θh)N−1 − Ωh

)
= −xwd

Ωh

(
(1− θh)N−1 − Ωh

)
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and

∂θd
∂wd

= − x

xξd + ξh
Ωd

= − x

xξd + ξh

=
1

wd

1

N−1
2

+
(

(1−θh)N−1

Ωh
− 1
)

=
1

wd

1
N−3

2
+ (1−θh)N−1

Ωh

.

The first follows from the limit of ξ as θ goes to zero; the second follows from wd = wl = Ωhwh

(so that wh = wd

Ωh
); the third follows from the fact that Ωd = 1 if θd = 0 combined with the

two previous results. Plugging these in gives for the first term in equation 2.29:

− 1

N ∂θd
∂wd

= wd

(
N−3

2
+ (1−θh)N−1

Ωh

)
N

.

Addressing the second term in equation 2.29 in a similar fashion, we have the results

ζ = −wd
1

γd

(
(1− γd)B−1 − Γd

)
= −wdy

(
(1− γd)B−1 − Γd

)
and

β =
y − 1

y

1

ζ

= −y − 1

y

1

wdy ((1− γd)B−1 − Γd)

which gives

−1− γd
BβΓd

= wd
y − 1

y

y2

y − 1

(
(1− γd)B−1 − Γd

)
BΓd

= wdy

(
(1−γd)B−1

Γd
− 1
)

B
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Plugging in for both terms, 2.29 is

wd

(
N−3

2
+ (1−θh)N−1

Ωh

)
N

+ (1− γd)wdy

(
(1−γd)B−1

Γd
− 1
)

B
< wd

wd

(
N−3

2
+ (1−θh)N−1

Ωh

)
N

+ (1− γd)wdy

(
(1−γd)B−1

Γd
− 1
)

B
< wd

1

N

(
N − 3

2
+
Nθh(1− θh)N−1

1− (1− θh)N

)
+ (1− γd)

y

B

(
Bγd(1− γd)B−1

1− (1− γd)B
− 1

)
< 1

θh(1− θh)N−1

1− (1− θh)N
+ (1− γd)

γd(1− γd)B−1

1− (1− γd)B
< 1 +B(1− γd)−

N − 3

2N

1

x

(1− 1
x
)N−1

1− (1− 1
x
)N

+
y − 1

y

1

y

(1− 1
y
)B−1

1−
(

1− 1
y

)B < 1 +B
y − 1

y
− N − 3

2N

This condition is always satisfied because the left hand side cannot be larger than 1
N

+ 1
B

while the right hand side cannot be smaller than N+3
2N

which is the same as 1
B
< 1

2
+ 1

N
.
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Example M = 6, N = 5, B = 2

Table 2.C.2

M = 6, N = 5, B = 2
wh = 0.289, wl = 0.151

x πh πl θh θl γh γl

1 0.676 0.544 0.454 0.109 0.000 0.200
2 0.652 0.487 0.392 0.054 0.000 0.250
3 0.617 0.472 0.333 0.000 0.000 0.333
4 0.542 0.637 0.250 0.000 0.000 0.500
5 0.499 0.805 0.200 0.000 0.046 0.771

Table 2.C.3

M = 6, N = 5, B = 2
wh = 0.447, wl = 0.273

x πh πl θh θl γh γl

1 0.503 0.487 0.382 0.124 0.000 0.200
2 0.482 0.460 0.336 0.082 0.000 0.250
3 0.455 0.464 0.293 0.041 0.000 0.333
4 0.422 0.546 0.250 0.000 0.000 0.500
5 0.377 0.724 0.200 0.000 0.013 0.933
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Existence of Segregated Equilibrium
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Figure 2.C.3: Existence of Segregated Equilibrium
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Chapter 3.

Discrimination in Small Markets with Directed Search:

Part II Experiment

Abstract
Lang et al. (2005) develop a model of discrimination in labor markets with posted wages
that predicts a segregated outcome in which white workers apply exclusively to a high wage
and black workers apply exclusively to a low wage. We develop a simplified version of this
game that predicts the same outcome. The key simplification is that we exogenously fix the
wages that firms are allowed to set. We investigate this game using a controlled laboratory
experiment and reproduce some of the postulated segregation effect. Firms learn to take
advantage of discrimination and the experimental markets become more segregated over
time. Preferred worker types apply almost exclusively to high wage firms and the income of
discriminated workers is reduced by about 30% relative to the income of prioritized workers.
Relative to treatments without discrimination, firms also increase their payoffs by about
25%. Although we do not reproduce the complete segregation predicted by the theory, we
show that the presence of discrimination affects both worker search and firm wage-setting.

Author: Knut-Eric N. Joslin 1

Keywords: Discrimination, Search, Coordination, Experimental Economics.

JEL Classification: C91, J64, J71 .

1Thanks to Leif Helland, Espen Moen, Fabio Canova, Jon Fiva, participants at the 11 NCBEE Conference,
Oslo Norway, September 30-October 1, 2016, and particpants in the BI Norwegian Business School PhD
Research Seminar autumn 2016.
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3.1 Introduction

Contemporary models of the labor market emphasize the role of frictions in the hiring process.
In such a setting, discriminatory hiring practices will impact not just who gets hired at a given
job but also the pattern of applications across jobs. In particular, we can expect that workers
will avoid applying to jobs at which they are systematically discriminated. For example, if
employers find white workers more desirable than black workers, then black workers have
an incentive to avoid applying for the same positions as whites. Furthermore, firms may
anticipate this response and exploit it to offer black workers low wages. Discriminatory
hiring thus creates a tendency for segregation.

Lang et al. (2005) formalize this intuition in a posted wage model of discrimination.
They represent discrimination in a simple fashion: If a white and a black worker apply to
the same job vacancy, then the white worker is hired. The result is an equilibrium in which
the market self-segregates. A subset of firms offers a high wage to which only white workers
apply while another subset of firms offers a low wage to which only black workers apply.
Blacks are so sensitive to the presence of white workers that the black wage can be pushed
down to the level at which it is unattractive for white workers to apply. This generates a
substantial wage gap between the worker types that is unrelated to productivity differences.
It also leads to higher profits for firms. The fact that firms earn higher profits is remarkable
because it may help explain why discrimination is a durable phenomenon.

In this study, we investigate a small market analog of the model of Lang et al. (2005)
using a laboratory experiment. The motivation is to test whether a segregated outcome of
the type predicted in their model emerges as a stable outcome. The value of an experiment
is that it enables us to directly observe how discriminatory hiring affects how workers search
for jobs and how firms set wages. The results from this study provide insights into how
discrimination functions and can complement the interpretation of real-world data. This
may be of particular value given that self-segregation would imply that discrimination is
impossible to observe at the level of an individual firm.

The key difference between the model we take to the lab and the model of Lang et al.
(2005) is that we restrict firms to pick between two wages, a high wage and a low wage.
Although this simplifies the environment it does not change the basic implications for be-
havior. Discriminated workers should favor low wages at which they have a high probability
of getting hired and this creates an incentive for firms to sort into distinct submarkets.

With respect to the experimental literature, this study most closely resembles Helland



et al. (2017) and Kloosterman (2016) who test a variety of small market directed search
models. However, because firms make a choice between just two wages, the wage-setting
portion of the model we take to the lab also has similarities with binary choice games. In
the same fashion as in market entry games, the model predicts a sorting of firms into the
high wage and low wage submarkets such that the expected profits are equalized. Hence,
our model also exhibits the same multiplicity of equilibria.

The study is organized around two treatments, one in which all the workers are homo-
geneous and another in which there are two worker types, a prioritized white worker type
and a discriminated black worker type. In both treatments, firms choose to either set a high
wage or a low wage. The wage announcements are then observed by workers before they
decide where to apply. The only difference between the treatments is that there is discrimi-
natory hiring in the treatment with two worker types. In that treatment, firms that receive
applications from both white and black workers must select a white worker.

For the parameters in our experimental implementation, the model predicts substantial
treatment differences. The prediction in the treatment with homogeneous workers is for all
the firms to set the high wage. In contrast, the prediction in the treatment with discrimina-
tion is for the majority of firms to set the low wage. Although the analysis of the treatment
with discrimination is complicated by the presence of multiple equilibria, the anticipated
treatment differences are large. The pure strategy equilibria in the discrimination treatment
are characterized by two high wage firms and three low wage firms while the mixed strategy
equilibrium predicts slightly more than three low wage firms on average.1

With respect to worker behavior, we find that theory effectively predicts worker behavior
for most wage announcements. Our results thus corroborate the basic finding from other
experimental studies of directed search models (Helland et al. 2017; Kloosterman 2016).

Overall, we find some support for the predictions of the model. In the presence of
discrimination, firms set low wages and discriminated workers apply to these wages while
the prioritized workers do not. Relative to the case without discrimination, firms earn higher
profits and discriminated workers have lower income.

However, the treatment differences are more moderate than anticipated and insignificant
when compared using non-parametric tests. Discriminated workers persistently apply to the
high wages and firms in the treatment with discrimination do not set the low wage often
enough. With respect to payoffs, the excess number of high wage firms reduces the payoffs of

1With respect to the mixed strategy equilibrium, the model predicts four or more high wage firms in only
about 1.5% of instances.
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firms below the predicted level with the consequence that both worker types end up better
off. Of the equilibrium solutions, behavior in about half of the sessions coincides with the
pure strategy equilibrium. However, the remaining sessions do not appear to coincide with
any equilibrium play or even collusive play. We conclude that the presence of discrimination
affects both worker search and firm wage-setting but that the overall impact is more moderate
than anticipated.

The remainder of the paper is organized as follows: We begin with a general presentation
of the model. This includes a discussion of both pure and mixed strategy equilibria. In the
third section, we present the experimental parameters and the associated predictions. The
fourth section goes over the design and the details of the laboratory implementation. The
fifth section presents the results, which we divide into a section on the overall treatment
differences, a section on worker behavior, and a section on firm behavior.

3.2 Model

The game that we take to the lab is a posted-wage market populated by M firms, N pri-
oritized workers, and B discriminated workers. As is standard in the directed search
setting, firms post wages and workers observe the available wages before workers make their
application decision. The timing of the game is summarized below.

1. Wage posting: M firms independently choose to post the high wage wh or a low
wage wl. Let x denote the number of firms that set the high wage and y denote the
number of firms that set the low wage, where y = M − x.

2. Application: Workers observe the full set of wages and independently apply to one
job.

3. Hiring: Firms hire a single worker if one or more workers applies to their firm.

• Discrimination: A firm can only hire a discriminated worker if no prioritized
worker applies.

4. Profits Firms earn 100−w if they hire; workers who get hired earn w. Firms that do
not hire and workers that do not get hired earn zero.

This game adapts the labor market discrimination model studied by Lang et al. (2005)
to the experimental setting. As in their setting, discrimination takes the form of an ordinal
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ranking at the hiring stage. Discriminated workers are only hired if no prioritized worker
applies to the same vacancy. To aid the exposition and for consistency with Lang et al.
(2005), we refer to the prioritized workers as white workers and the discriminated workers
as black workers.

Relative to the full model of Lang et al. (2005), there are two crucial differences. The
first difference is that we exogenously fix the wages to two levels. The second difference is
that we consider a setting in which there are only a small number of market participants.

In the model of Lang et al. (2005), the wages wh and wl are determined endogenously as
a function of the ratio of white and black workers relative to firms. This feature is absent
in the model we take to the lab. However, from the perspective of an individual firm,
there is not much loss of consistency with the model. In the full model, an individual firm
takes the market outcomes as given (specifically, the expected income for each worker type
is treated parametrically) and best responds by also setting wh or wl—in effect making a
decision between two wages. Restricting the wages clarifies the sorting mechanism by which
discrimination occurs and makes the model appropriate for laboratory testing. What is
crucial is that we preserve the incentives of black workers to avoid competition from white
workers and that this enables some firms to offer low wages. By fixing the wages, we sharpen
the identification of the sorting effect in which we are interested. From a technical standpoint,
restricting the wages to two levels also makes the equilibrium analysis of the small market
setting tractable and, for the parameters that we investigate, ensures that there is a pure
strategy segregated equilibrium.

The more substantive difference relative to Lang et al. (2005) is that there is an equi-
librium selection problem in the small market case. In the full model, firms sort into the
two submarkets in such a fashion that firms are exactly indifferent between setting the high
wage and low wage. Moreover, with a continuum of agents, whether an individual firm picks
the high or low wage has no impact on the outcomes. In contrast, with a finite number of
agents, the wage decision is strategic. Test subjects in the firm role must anticipate which
wages the other firms will choose and there are a variety of possible equilibria in both pure
and mixed strategies. We present these equilibria next. In a certain sense, what we address
in the lab is whether the forces in the model induce the test subjects to coordinate on a
particular segregated equilibrium. In the phrasing used earlier, we are interested to know
whether segregation can arise as a persistent phenomenon.
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3.2.1 Equilibrium

Because an equilibrium in the full (wage-posting) game depends on the worker subgame, we
present the worker behavior first.

Worker application

A strategy for a worker is a set of application probabilities to the M firms. We maintain
that firms are “anonymous” and can only be identified by the wage that they post. This
means that the strategy for a worker can be summarized by the application probabilities to
the two different wage levels, h and l. We also focus on symmetric worker strategies in which
all workers of a given type use the same application strategy. This is a natural assumption
given that workers do not have an institution by which they can coordinate their application
behavior. As is standard in the literature, we limit our presentation to the case of payoff
maximization.

Given the assumptions of anonymity and symmetry, the application behavior of white
workers is described by θh and θl. θh denotes the probability that white workers apply to
the high wage and θl denotes the probability that white workers apply to the low wage. The
same objects for the black workers are denoted by γh and γl.

An equilibrium in the worker application subgame is a set of probabilities such that
workers of a given type are indifferent among the set of wages to which they apply. We refer
to this as the market income property. If this property were not satisfied, then it would be
possible for a firm to increase their profits by adjusting their application behavior. But this
type of adjustment would then serve to re-establish the indifference relationship. The strong
implication of the market income property is that all firms that receive applications offer the
maximum expected payoff.

Throughout, we use Ωw to denote the probability that a white worker is hired at a wage
w when white workers apply with a probability θw:

Ωw =
1− (1− θw)N

Nθw
.

Intuitively, this expression may be understood as the probability that a firm hires (in the
numerator) divided by the expected number of applicants (in the denominator).2 The market
income property thus dictates that θh and θl equalize the expected payoff from applying to

2The derivation of the hiring probability may be found in appendix 2.A.
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wh and wl in the sense that

wh
1− (1− θh)N

Nθh
= wl

1− (1− θl)N

Nθl
(3.1)

subject to xθh + yθl = 1, unless wh
1−(1− 1

x)
N

N
x

≥ wl and it is better for white workers to only
apply to the x firms that offer the high wage in which case θh = 1/x, θl = 0.

The black application probabilities are derived from a similar indifference condition,
except that black workers adjust their application behavior to account for the presence of
white workers. The presence of white workers introduces an additional term that adjusts
for the fact that blacks are only hired if no whites show up, an event that occurs at wage w
with probability (1− θw)N . We denote the black hiring probability at a wage w by

Γw = (1− θw)N
1− (1− γw)B

Bγw
.

Hence, γh and γl are such that

wh(1− θh)N
1− (1− γh)B

Bγh
= wl(1− θl)N

1− (1− γl)B

Bγl
(3.2)

subject to xγh + yγl = 1. Again this holds unless it is strictly better for black workers to
only apply to one of the wages. For example, if wh(1 − θh)N ≤ wl(1 − θl)N 1−(1−γl)B

Bγl
then

black workers only apply to the low wage and randomize among those y low wage firms with
probability γy = 1/y.

The term (1 − θh)N that adjusts the hiring probability of black workers is perhaps the
crucial term in the model. If θh is large enough, then equality 3.2 fails to hold because
the black workers strictly prefer the low wages. This creates a segregating tendency in the
market. We refer to this as the segregation effect. Anticipating that black workers will seek
to avoid competition from white workers, a subset of firms can profitably offer lower wages.
Black workers are willing to apply to the low wages because they can avoid competition
from white workers who target high wage firms. This increase firm profits but reduces the
expected income available to black workers.

Firm wage-setting

For any constellation of x firms setting the high wage and y firms setting the low wage,
there are well-defined application probabilities for workers such that the profit associated

141



with each wage can be written

πx = (1− wh)
(
1− (1− θh)N(1− γh)B

)
πl = (1− wl)

(
1− (1− θl)N(1− γl)B

)
where θh, θl, γh and γl are functions of wh, wl and x. These profit functions are composed
of two factors. The first is the part of the surplus earned if the firm hires. The second
factor is the probability of hiring. Notice that the probability of hiring is the complementary
probability of not receiving any applicants of either type. To simplify the experiment and
to emphasize the pure discrimination effect, we assume that both worker types are equally
productive. However, none of the results depend in a critical way on this assumption.

Pure Strategy Equilibria A pure strategy equilibrium in this game is a number of firms
setting the high wage x and a number of firms setting the low wage y such that no firm would
prefer to set the other wage. Of particular interest are pure strategy segregated equilibria in
which the high wage firms attract only prioritized workers while the low wage firms attract
only the discriminated workers. For the treatment that we conduct in which a segregated
equilibrium is possible, this is the only possible type of pure strategy equilibrium. We present
the details of the experimental implementation in the section on treatments.

For a combination of x and y firms to be a segregated equilibrium, it must be impossible
for a firm to profitably deviate to the other wage. Let πh(x∗) and πl(x∗) denote the profits
associated with the high and low wage when x∗ firms set the high wage. x∗ is a pure strategy
equilibrium if there no profitable deviations:

πh(x) > πl(x− 1)

πl(x) > πh(x+ 1).

These two conditions say respectively that no high wage firm would like to deviate and set
the low wage, in which case there would be x − 1 which wage firms and the deviant earns
πl(x− 1), and that no low wage firm would like to deviate and set the high wage, in which
case there would be x + 1 high wage firms and the deviant earns πh(x + 1). A benefit of
limiting the wages to two levels is that the pure strategy equilibria can be identified by direct
comparison of the expected profits for various combinations of x and y = M − x.

From a theoretical standpoint, a critical feature of the pure strategy segregated equilibria
is that any combination of x out of M firms is a legitimate equilibrium. Firms thus face
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a coordination issue associated with which firms should set the high wage and which firms
should set the low wage. We discuss this further in the context of the design.

Mixed Strategy Equilibrium Mixed strategy equilibria are also possible in this setting.
We limit the discussion to the symmetric case in which all firms randomize with the same
probability. A mixed strategy equilibrium is characterized by a probability p such that every
firm is ex ante indifferent between setting the high wage and the low wage:

(1− wh)
M−1∑
k=0

(
M − 1

k

)
pk(1− p)M−1−k (1− (1− θh(k + 1))N(1− γh(k + 1))B

)
= (3.3)

(1− wl)
M−1∑
k=0

(
M − 1

k

)
pk(1− p)M−1−k (1− (1− θl(k))N(1− γl(k))B

)
(3.4)

Notice that such an equilibrium depends on the application behavior for every possible
realization of k other firms setting the high wage. Although it is difficult to provide intuition
for when p is high and when p is low, our choice of parameters ensures that there is a unique
p.3

3.3 Treatments and Predictions

The experiment is organized around two treatments, a discrimination treatment and a con-
trol treatment. In both treatments, the game described in the previous section is played by
5 firms and 4 workers, with wages fixed to wh = 50 and wl = 32.5. The difference between
the treatments is that the discrimination treatment features 2 prioritized workers and 2 dis-
criminated workers whereas the control treatment makes no distinction between the worker
types. Because the workers are undifferentiated in the control treatment, we refer to the
control treatment as the homogenous treatment.

The levels of the wages were chosen to generate substantial differences in the number
of firms setting each wage and the overall outcomes in the market. In the homogeneous
worker treatment, the equilibrium of the model is such that all firms set the high wage,
that is x = 5 and y = 0, and the four workers randomize uniformly. In contrast, in the

3The mixing probability depends in a complex way on the features of the market. For example, for a
fixed wl, p can vary non-monotonically as wh is increased, first rising and then falling. Moreover, it appears
in some cases that it is possible for there to exist two different p values, one associated with a high level of
profits and one associated with a low level of profits.
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anticipated segregated (pure strategy) equilibrium of the discrimination treatment, only two
firms should set the high wage, such that x = 2 and y = 3. Prioritized workers should apply
strictly to the two firms setting the high wage and the discriminated workers should apply
strictly to the three firms setting the low wage. The difference between the number of firms
setting the high wage is therefore an overall measure of the treatment difference. Only in
the treatment with discrimination should it be possible for the test subjects in the firm role
to offer the low wage. Hence, a lower wage level in the discrimination treatment provides
evidence of the postulated segregation effect.

Although a difference in the aggregate level of the wages provides evidence of a segregation
effect, a more difficult question is whether and to what extent the test subjects coordinate on
a segregated equilibrium. This poses challenges from a design standpoint as well as in terms
of analysis. To get the pure segregation that is possible in theory requires that test subjects
in the firm role coordinate on a particular segregated equilibrium and that test subjects in
the worker role randomize their applications in the fashion dictated by the market income
property. Although it is unrealistic to expect these requirements to be fulfilled exactly, the
question is whether they are satisfied to a sufficient degree that the pure strategy segregated
Nash equilibrium is a useful representation of the market.

The pertinent issue is whether the test subjects are able to coordinate on one of the pure
strategy segregated equilibria.4 Mis-coordination is a possibility and there is an equilibrium
selection challenge. To facilitate tacit coordination, we therefore had test subjects interact in
the same markets for all 30 periods of the experiment, with each period consisting of a single
play of the game described in detail below. Evidence from market entry games suggests that
repeated play of this kind is conducive to coordination, even when players are anonymous
and have minimal feedback (for a brief review, see Rapoport and Seale 2008).

The danger associated with repeated interaction is that the participants collude and,
more generally, that the repeated game differs in some un-modelled respect from the game
we aim to test. One type of collusion is coordination between firms and workers in which
a specific worker always applies to a specific firm. This is inconsistent with the use of
symmetric application strategies by workers. Another type of collusion is among firms. For
example, the firms would benefit as a group if they only offered the low wage.5

Both types of collusion are made difficult by the design choices and the structure of the
game. Collusion between firms and workers is made difficult by anonymity and the structure

4Since all firms should set the same wage, equilibrium selection is only relevant in the treatment with
discrimination.

5Other types of collusion among the firms would involve rotating which firms set the high wage.
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of wage-posting and hiring. When firms post wages, the wages are presented to workers in
a random order and are not associated to a particular firm. Workers are therefore only able
to target a wage level, not a specific firm. Similarly, when a firm receives applicants, the
applicants are presented in a random order, sorted by type. This circumscribes opportunities
for repeated interactions.

Collusion on wages among firms is perhaps more plausible. However, also this type of
collusion would be difficult to sustain. Foremost, there is a significant gain from unilateral
deviations. For example, if all the firms are setting the low wage, then a deviation to the
high wage is rewarded by a substantial increase in the number of applicants. The increase in
payoffs associated with such a deviation is sufficiently large that it outweighs many periods
of sustained collusion. Because of anonymity and randomness, the scope for punishment is
also limited. Furthermore, collusion only improves payoffs slightly relative to the segregated
equilibrium. Collusion would need to be sustained for more than 10 periods to outweigh the
benefit of a unilateral deviation (assuming a grim trigger punishment strategy). The forces
driving test subjects toward the pure strategy equilibrium are thus strong whereas the those
favoring collusion are weak.

Homogenous Treatment Table 3.1 shows the expected market outcomes for the homo-
geneous treatment. For instance, the bottom row shows the case when all firms set the high
wage such that y = 0: The workers randomize equally among the high wage firms θh = 0.200,
and firms can expect to earn πh = 0.295. As is apparent from the table, the ability of firms

Table 3.1: Homogeneous Treatment

y θh θl πh πl

5 – 0.200 – 0.399
4 0.426 0.143 0.446 0.312
3 0.369 0.087 0.421 0.206
2 0.313 0.031 0.389 0.079
1 0.250 0.000 0.342 0.000
0 0.200 – 0.295 –

to offer low wages in the treatment with homogeneous workers is limited by the application
behavior of workers. Say that 4 firms offer the high wage while a single firm offers the low
wage (y = 1). This is the case is summarized in the second row from the bottom. In this
case, the low wage firm does not attract any applicants. The reason is that the workers
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strictly prefer to apply to high wages even though there is congestion at those firms:

wh
1− (1− θh)N

Nθh
= 0.5

1−
(
1− 1

4

)4

41
4

= 0.342 > wl = 0.325.

As a consequence, if the other firms set the high wage, then the best response of a firm is
also to set the high wage and earn 0.295. This is therefore an equilibrium. What about
other constellations? As we can see by comparing the expected profits, πh and πl in columns
4 and 5 of table 3.1, any firm that sets a low wage could always increase their profit by
deviating to the high wage. For instance, if all 5 firms were setting the low wage then a firm
could increase their profit from 0.399 to 0.446 by deviating to wh. The only equilibrium is
therefore one in which all 5 firms set the high wage. For the same reason, there are no mixed
strategy equilibrium in this treatment.

Discrimination Treatment The analysis of the treatment with discrimination is some-
what more complex. Table 3.2 shows the worker application behavior when 0–5 firms set
the low wage y: These application probabilities are derived from the optimal application

Table 3.2: Discrimination Treatment, Application Behavior

y θh θl γh γl

5 – 0.200 – 0.200
4 0.742 0.065 0.000 0.250
3 0.500 0.000 0.000 0.333
2 0.333 0.000 0.000 0.500
1 0.250 0.000 0.150 0.399
0 0.200 – 0.200 –

behavior of workers. To see that this is the case, consider the case when 1 firm is offering
the high wage and 4 firms are offering the low wage. The expected payoff for a white worker
that applies to the high wage wh is

EUN
l = wh

1− (1− θh)N

Nθh
= 0.5

1− (1− 0.742)2

2 ∗ 0.742
= 0.315

and the same payoff when applying to the low wage wl is

EUN
l = wl

1− (1− θl)N

Nθl
= 0.325

1− (1− 0.065)2

2 ∗ 0.065
= 0.315.
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Notice that the expected payoff for whites are equal at both wages. This illustrates the
market income property that governs worker behavior. For this constellation of firms, both
wages thus attract applications from white workers. The expected payoff for black workers
is computed in a similar fashion, except that black workers do not apply to the high wage
and their payoffs from the low wage are reduced by the presence of white workers:

EUB
l = wl(1− θh)N

1− (1− γl)B

Bγh
= 0.325(1− 0.065)2 1− (1− 0.25)2

2 ∗ 0.25
= 249.

Taking the application behavior of workers as given by table 3.2, what is critical for firms
are the expected payoffs. Consider the case when 1 firm is offering the high wage and 4 firms
are offering the low wage. The application probabilities are given by the second row in table
3.1: θh = 0.742, θl = 0.065, γh = 0.000, and γh = 0.250. Then a high wage firm can expect
to earn

(1− wh)
(
1− (1− θh)N(1− γh)B)

)
= (1− 0.5)

(
1− (1− 0.742)2) = 0.467

and a low wage firm can expect to earn

(1− wl)
(
1− (1− θl)N(1− γl)B

)
= (1− 0.325)

(
1− (1− 0.065)2 (1− 0.25)2

)
= 0.343.

We summarize the expected payoffs for the various levels of low wage firms y in table 3.2

Table 3.3

y πh πl EUN
h EUN

l EUB
h EUB

l

5 – 0.399 – 0.292 – 0.187
4 0.467 0.343 0.315 0.315 0.033 0.249
3 0.375 0.375 0.375 0.325 0.125 0.271
2 0.278 0.506 0.417 0.325 0.222 0.244
1 0.297 0.431 0.438 0.325 0.260 0.260
0 0.295 – 0.450 – 0.288 –

The number of high wage firms y that is consistent with a pure strategy equilibrium can
be identified in this table. In the row corresponding to y = 3, we see that firms earn 0.375
from setting the high wage and 0.375 from setting the low wage. To see that there are no
profitable deviations from this equilibrium, consider both possibilities. If a low wage firm
were to deviate to the high wage, then there would be y = 2 low wage firms and the deviant
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firm could expect to earn πh = 0.278. No low wage firm would therefore like to adjust their
wage. Similarly, if a high wage firm were to deviate to a low wage then there would be y = 4

low wage firms and the deviant firm could expect to earn πl = 0.343. It is therefore also the
case that no high wage firm would like to deviate to the low. This means that x = 2, y = 3

is an equilibrium.
Observe that the segregated outcome in the discrimination treatment predicts higher

profits for firms than in the homogeneous treatment (0.375 vs. 0.295), and that the white
expected income is substantially above the black expected income (0.375 vs. 0.271). In
addition, the treatment is designed so that in the segregated equilibrium, there should be
no benefit in terms of expected payoffs from setting the high or the low wage.

Besides the pure strategy segregated equilibrium, we also consider the mixed strategy
equilibrium as governed by expression 3.3. For the market parameters given in this experi-
ment, p = 0.263 and the expected profits are 0.376. This means that if all the test subjects
in the firm role set the high wage with a probability 0.263, then every player will be indif-
ferent between the high and low wage and can expect to earn 0.376. This translates to an
expected number of high wage firms x = 1.32 and an expected number of low wage firms
y = 3.68. That is, fewer high wage firms and more low wage firms than in the pure strategy
equilibrium.

3.4 Design and Implementation

All participants in the experiment played in fixed groups of 9 individuals for the duration of
the 30 periods of the experiment. It was made explicitly clear in the instructions that the
groups were fixed and that there was no re-matching at any point. Players were randomly
assigned to one of the roles at the beginning of the session—firm, prioritized worker, or dis-
criminated worker—and these roles were maintained throughout the experiment. In total,
5 sessions of the homogeneous treatment were conducted and 6 sessions of the discrimina-
tion treatment were conducted. In total, 45 individuals participated in the homogeneous
treatment and 54 individuals participated in the discrimination treatment. Prior to the ex-
periment, 1 session of each treatment was conducted as a pilot study. Results in the pilot
were largely consistent with segregated equilibrium. In addition, we conducted 2 pilot ses-
sions in which workers faced exogenously given wages (that is, there were no players in the
firm role). Results from those experiments were similar to the results for worker behavior
presented in the next section.
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In terms of implementation, we worried that a presentation of the experiment using a
labor market framing might affect how test subjects chose to set wages. Given the strong
negative connotations associated with discrimination, it seems plausible that test subjects
might adjust their behavior to avoid sustaining discriminatory outcomes or unfair wage
offers. To avoid this, we chose to instead re-present the experiment using a market context
in which firms posted prices and buyers with unit demand chose a single seller to visit. In
the treatment with discrimination, prioritized workers were assigned the role of “Buyer A”
and discriminated workers were assigned the role of “Buyer B.” Each buyer was provided
with a fixed endowment of 100 that expired at the end of each period. It was made clear
that there was no “roll-over” and that any part of the endowment not spent on a good was
lost. In addition to these differences in the description of the environment, the wages were
converted to prices such that the low wage 32.5 was instead a high price of 67.5.

Both treatments were conducted at the BI Norwegian Business School in a dedicated
research lab. Test subjects were recruited from the population of university students in Oslo.
Students from the business school represented the majority of the participants although a
substantial number of students from other fields of study at the University of Oslo also
attended. Recruitment and session management were handled via the ORSEE system and
test subjects were only provided the opportunity to participate in a single session of the
experiment (Greiner 2015). The experiment was programmed and administered via z-Tree.

Subjects were assigned to cubicles via lottery tickets as they arrived at the lab. Apart
from signing a payment form, anonymity of the subjects was preserved throughout the exper-
iment. In the case of over-recruitment, randomly selected students were excluded and paid
a show-up fee of 100 Norwegian kroner (about 13 USD). Before starting the computerized
portion of the experiment, printed instructions were distributed and read aloud. The intent
was to achieve public knowledge of the rules and to establish that all participants were play-
ing by the same rules. Participants were thus exposed to the instructions prior to knowing
the role that they would have in the experiment. After allowing for brief factual clarification
with regard to the instructions, the students were then asked to start their z-Tree client.

After a short instruction screen that summarized the key features of the instructions, test
subjects were assigned their role. Although they kept this role throughout the experiment,
they were reminded of their type at the beginning of each round of the game. The first
two rounds were trial periods in which actions did not have payoff consequences. This
provided an opportunity for test subjects to familiarize themselves with the interface. Each
group then participated in 30 repetitions of the labor market game in which they could

149



earn experimental currency called points. In total, each session took about an hour. At the
end of the experiment, the accumulated points for each player were converted to Norwegian
kroner according to an exchange rate that was published in the instructions. On average,
test subject earned a bit less than 250 NOK, about 30 USD. As test subjects exited the lab
they signed a confirmation of payment and were paid in cash.

In each round of play, participants moved through three screens which varied somewhat
depending on their type. The first screen that firms (in the language of the experiment,
sellers) encountered was a price posting screen. This consisted of two vertically aligned
buttons, one for the high wage and one for the low wage (implemented as the prices 50 and
67.5 in the experiment). The first screen encountered by workers (in the language of the
experiment, buyers) was an application screen in which the wages were presented vertically
in a randomly sorted order. There was as a result no way to target a particular firm. At
best, test subjects could target a wage level.

The second screen encountered by test subjects represented the hiring stage. If a firm
received applications, they selected which worker to hire from a randomly sorted vertical
list labelled by worker type (buyer A and buyer B in the experiment). If white and black
workers showed up, the firm player was only shown and allowed to pick from the list of white
workers. The corresponding screen for workers informed them about how many of each type
of worker applied to the same firm.

The final screen in each round provided information about play in the present round and
rich feedback on the market level outcomes including how many of each type of buyer tried
to buy at each wage. Also provided as feedback was a historical summary of which wages
the firm (worker) had posted (applied to) along with whether they had hired (been hired)
and how many of each type of worker also applied to the wage.

3.5 Results

We begin with a summary of market level outcomes. We identify some evidence of segrega-
tion, although this is not statistically significant.

3.5.1 Summary

Figure 3.1 shows the average number of firms setting the low wage by period. The initial
level is similar in both treatments. However, as indicated by the vertical red dashed line, in
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the second half of the periods the number of low wage firms is systematically higher in the
treatment with discrimination (see figure 3.A.1 in the appendix).
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Figure 3.1: Number of Firms setting the Low Wage

The behavior in the early part of the experiment is consistent with an initial period of
learning in which the test subjects familiarize themselves with the mechanics of the game
and the behavior of other players. Play in both treatments is close to random and quite
variable during the early periods. For this reason, we base our analysis on the second half
of the data unless otherwise noted. Our interest is whether discrimination can emerge as
firms coordinate their wage-setting and it would be surprising if the behavior early on was
representative of the long run outcome.

Tables 3.1 and 3.2 summarize the market outcomes over the last 15 periods of the exper-
iment. Table 3.1 shows the average number of firms that set the low wage (y) along with
summary statistics. Table 3.2 shows the payoffs in the market, computed as the average
for a given type of participant when setting/applying to a given wage. For example, white
workers earned on average 44.1 from application to to the high wage h in the D treatment
while firms in the same treatment earned on average 35.4 from setting the high wage. Also
included in parentheses is how often workers of a given type applied to a given wage. For
instance, white workers applied to the high wage with a relative frequency of 0.94.
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Table 3.1: Firms Setting the Low Wage

Mean y Std. Dev. Min Max Obs

H 1.03 1.25 0 4 75
D 1.91 1.25 0 4 90

Table 3.2: Payoffs

πh πl EUN
h EUN

l EUB
h EUB

l

H 33.1 26.3 37.3 (0.88) 27.1 (0.12) – –
D 35.4 33.0 44.1 (0.94) 32.5 (0.06) 26.4 (0.49) 26.4 (0.51)

Result 3.5.1 (Segregation Effect). There is weak evidence for the segregation effect.

Our key statistic for overall market behavior is the number of firms setting the low wage.
About one more firm sets the low wage in the treatment with discrimination relative to the
treatment without discrimination, 1.91 inD and 1.03 inH. This suggests that discrimination
enables a subset of firms to offer lower wages. Also consistent with the expected segregated
equilibrium is the finding that firms in the D treatment earn higher profits and that white
workers apply much more often to the high wage firm than black workers (a relative frequency
of 0.94 compared with 0.49).

Table 3.3

y

0 1 2 3 4

H 46.7 28.0 6.7 13.3 5.3
D 16.7 24.4 17.8 33.3 7.8

However, the substantial variability in outcomes at the block level compromises an un-
ambiguous interpretation. The variability is evident from the standard deviations in table
3.1 and the relative frequency of numbers of firms setting the low wage shown in table 3.3
(we show the block level results in the section on firm behavior). In particular, the frequency
of y = 0 and y = 1 is far too high in the discrimination treatment. This is indicative of a
large number of cases in which there is little or no segregation. As we discuss below, this is
inconsistent with any equilibrium.

As a consequence of the variability in the observations, we cannot reject the null hypothe-
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sis of no treatment difference using a non-parametric Wilcoxon rank-sum test (p-value=0.361
based on the block level averages presented in table 3.A.1).6 Moreover, to get sufficient power
would require a more than ten-fold increase in the number of observations.7

3.5.2 Worker Behavior

Figures 3.2 and 3.3 present the worker application behavior observed in the data (grey
diamond) along with the worker application behavior anticipated by the model (black circle).
The first figure shows the application behavior to low wage firms (θl, γl) plotted by the
number of low wage firms y. The second figure shows the application behavior to high wage
firms (θh, γl) plotted by the number of high wage firms. Omitted from these figures are
the results when all firms set the same wage (y = 0 or y = 5). In those cases, the average
application probabilities are mechanically in line with predictions and therefore do not reveal
anything about search.
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Figure 3.2

6Power computations were carried out using the Stata package developed by Bellemare et al. (2016).
7In a pilot study comprised of two observations from each treatment, the outcomes were essentially in

line with the model. From a design and identification standpoint, the extreme outliers were therefore an
unexpected and problematic finding.
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Figure 3.3

Result 3.5.2 (Worker Behavior). (1) White worker behavior is consistent with the market
income property. (2) Black workers apply to the high wage too often when there are few low
wage firms.

Overall, there is a high degree of congruence between the search behavior in the lab and
that anticipated by theory. The application behavior for white workers in the discrimination
treatment nearly overlaps with that predicted by theory. In the top left panel of 3.2, we see
that white workers rarely apply to low wage firms. Exactly as predicted by theory, when
y = 1 and y = 2 there are no instances in which white workers choose the low wage firm.
When y = 3 and y = 4 the probabilities are also close to the theoretically predicted levels.

For black workers, there is also a tight fit with theory when there are relatively many
low wage firms, as shown the top right panel of 3.2 (y = 3 and y = 4).8 In these instances,
blacks avoid applying to the high wage firms because the high wage firms are congested by
the presence of white workers. When the number of firms is equal to or less than the number
of white workers, black workers never apply to the high wages. Notably, this means that
in the anticipated segregated equilibrium with x = 2 and y = 3, white and black workers
behave nearly as theory would predict.

8The complementary presentation in terms of high wage firms is shown in figure 3.3.
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The differences from predicted behavior arise when there are few firms of a given type. In
the case of white workers, the white workers shift too much of their search to low wage firms
when x = 1 (and y = 4). This may represent an effort to avoid competition. 9 The most
prominent deviation is, however, for black workers when there are few low wage firms. As is
shown in the top right panel of figure 3.2, blacks do not apply often enough to the low wage
firms when y = 1 and y = 2. This means that blacks are instead applying to high wages.
Black workers appear to mis-perceive the degree of congestion in the high market. When
there are more high wage firms than white workers, this tempts black workers to begin to
apply to the high wage. Digging into the data, the black workers appear to have benefited
from some “luck of the draw” and were not punished as strongly as might be expected.
Overall, blacks were hired at a slightly higher rate than anticipated when they applied to
the high wage. In particular, out of 16 observations of x = 3, blacks were hired at the high
wage 65 percent of the time relative to a prediction of 44.10

Also worth remarking on is the difference between treatments. The application behavior
for white workers hews closer to predictions in the discrimination treatment than the cor-
responding behavior in the homogeneous treatment. An explanation is that white workers
in the discrimination treatment have a more transparent decision problem. Because white
workers only compete with a the single other white worker, it is relatively straightforward
to compute expected payoffs in the discrimination treatment. Say, for example, that there
are two high wage firms. If a white worker believes that white workers always apply to
high wage firms conditional on x = 2, then it is not too difficult for the worker to realize
that they will encounter another worker half the time at the high wage. This translates to
an expected payoff from the high wage of 3

4
50 = 37.5. In contrast, in the treatment with

homogeneous workers, each worker competes with 3 others. Even if a worker has correct
beliefs about the behavior of the other workers, it can still be challenging to translate this
into an expected payoff. For instance, if there are x = 4 high wage firms, then the prob-
ability of getting hired at a high wage firm when workers only apply to the high wages is
(1− (1− 0.25)4)/(4 ∗ 0.25) = 0.684.

9There were only a few observations of x = 1 which makes the effect difficult to judge.
10Using data from all periods, these numbers are more in line with the predictions, with blacks getting

hired in a proportion 0.5 of the time out of 36 observations
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3.5.3 Firm Behavior

With respect to firm behavior, our interest is in whether test subjects coordinate on an equi-
librium. Recall that the theoretical prediction associated with the pure strategy equilibrium
in the discrimination treatment is for 3 firms to set the low wage in the treatment with dis-
crimination and for 0 firms to set the low wage in the treatment without discrimination. In
contrast, the mixed strategy equilibrium is associated with a somewhat higher number of low
wage firms but also with more variability. Since the aggregated results obscure important
differences at the market level outcome, we present the block level results in figures 3.4a and
3.4b (block level averages can be found in table 3.A.1).
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Figure 3.4: Number of Low Wage Firms, Block Level

Result 3.5.3 (Firm Behavior). (1) There is some coordination on the equilibrium in the
homogeneous treatment. (2) There is some coordination on the pure strategy segregated
equilibrium in the discrimination treatment. (3) At the individual level there is considerable
randomization that is inconsistent with any equilibrium.

There is considerable heterogeneity across sessions in both treatments. In the homoge-
neous treatment, blocks 1, 2, and 4 are consistent with equilibrium play, block 3 is ambiguous,
and block 5 an outlier. In block 5, the majority of firms set the low wage even though none
should do so in equilibrium. Similarly in the discrimination treatment, treatments 1 and
2 are consistent with a pure strategy segregated equilibrium, blocks 3 and 6 are somewhat
ambiguous, and blocks 4 and 5 are dramatic outliers. In blocks 4 and 5 less than one firm
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sets the low wage on average, even though the anticipated outcome is for 3 or more firms to
do so on average.

In the treatment with homogeneous workers, the question is why some firms offer the low
wage. In the equilibrium, workers should not apply to such firms. A possible explanation is
that test subjects are risk averse and this makes it possible for some firms to offer the low
wage. The difficulty in sustaining this argument is that such firms earn lower payoffs.

In the treatment with discrimination, four of the six treatments display evidence of
coordination on a segregated outcome with more than two firms setting the low wage on
average. Overall, the number of firms setting the low wage was somewhat closer to the level
predicted by the pure strategy equilibrium than the mixed strategy equilibrium. However,
behavior at the individual level is not compatible with pure coordination on a pure strategy
outcome.

At the individual level, about three-fifths of the test subjects in the firm role adjusted
their wage-setting behavior one or fewer times during the last 15 periods of play. This
suggests some degree of coordination. However, this was accompanied by many individuals
who randomized their wage-setting throughout the duration of the experiment.

3.6 References

References

Bellemare, C., Bissonnette, L., & Kröger, S. (2016). Simulating power of economic exper-
iments: The powerbbk package. Journal of the Economic Science Association, 2 (2),
157–168.

Greiner, B. (2015). Subject pool recruitment procedures: Organizing experiments with orsee.
Journal of the Economic Science Association, 1 (1), 114–125.

Helland, L., Moen, E. R., & Preugschat, E. (2017). Information and coordination frictions
in experimental posted offer markets. Journal of Economic Theory, 167, 53–74.

Kloosterman, A. (2016). Directed search with heterogeneous firms: An experimental study.
Experimental Economics, 19 (1), 51–66.

Lang, K., Manove, M., & Dickens, W. T. (2005). Racial discrimination in labor markets with
posted wage offers. The American economic review, 95 (4), 1327–1340.

Rapoport, A. & Seale, D. A. (2008). Coordination success in non-cooperative large group
market entry games. Handbook of Experimental Economics Results, 1, 273–295.

157



158



Appendix

3.A Results
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Figure 3.A.1: Number of Firms setting the Low Wage

Table 3.A.1: Firms Setting the Low Wage, by block

1 2 3 4 5 6

H 0.60 0.07 1.20 0.13 3.13
D 2.87 3.20 2.40 0.40 0.73 1.87
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Chapter 4.

Should I Stay or Should I Go? Bandwagons in the Lab

Abstract
We experimentally investigate the impact of strategic uncertainty and complementarity on
leader and follower behavior using the model of Farrell and Saloner (1985). At the core
of the model are endogenous timing, irreversible actions and private valuations. We find
that strategic complementarity strongly determines follower behavior. However, there is a
reluctance to lead when leading is a conditional best response. We explain this deviation
from the neo-classical equilibrium by injecting some noise in the equilibrium concept. We
also find that cheap talk improves efficiency.
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4.1 Introduction

Many economic environments are characterized by the presence of asymmetric information
and strategic complementarity. Examples include bank runs (Garratt and Keister 2009;
Goldstein and Pauzner 2005); speculative currency attacks (Morris and Shin 1998); setting
of industry standards (Farrell and Saloner 1985; Farrell and Klemperer 2007); technology
adoption (Katz and Shapiro 1985; Katz and Shapiro 1986); political revolts (Edmond 2013;
Egorov and Sonin 2011); and foreign direct investment (Rodrik 1991; Goldberg and Kolstad
1995). In such environments there is a potential for joint welfare improvements through
coordination of actions. When players’ moves are endogenous, the timing of moves may in
itself serve as an important coordinating device. For players with conditional best responses,
strategic uncertainty enters the picture and may impact on the ability to coordinate actions.1

We investigate the seminal model of Farrell and Saloner (1985) (FS) in a controlled lab-
oratory experiment.2 In the model, players endogenously time their actions in the presence
of strategic complementarity and incomplete information about types. In stage one, players
simultaneously decide whether to Stay with the status quo or Go to the alternative, where
Go is an irreversible action.3 In stage two, players that are not committed to Go choose
between Stay or Go again. If no player committed in stage one, second stage decisions are
again simultaneous. All payoffs are obtained after the second stage. The key decision in the
model is whether to Lead or Follow. A leader is defined as a player that chooses to Go in the
first stage. A follower is defined as a player that Stays in the first stage and matches the first
stage decision of her opponent in the second stage. Due to strategic complementarity, when
a player leads, this may create incentives for the opponent to “jump on the bandwagon.” The
strength of the incentive depends on the private valuations of the opponent with respect to
the status quo and its alternative. Thus, a player may regret the decision to Lead if the
opponent fails to Follow.

In FS, the combination of a specific information structure and the endogeneity of moves
produces a unique equilibrium.4 This provides an unequivocal benchmark for our analysis

1We follow Morris and Shin (2002) in defining strategic uncertainty as “uncertainty concerning the actions
and beliefs (and beliefs about the beliefs) of others.” In neo-classical theory, while a player with a dominant
best reply may be strategically uncertain, this has no bearing on her choice of action.

2For textbook treatments see Shy (2001) and Belleflamme and Peitz (2015).
3E.g. the action Go could—depending on the application—be “switch to the new technology platform”;

“rise against the ruler”; or “make an investment”. The action Stay would have the prefix “do not” attached.
4Coordination problems are defined by the presence of multiple, Pareto-ranked equilibria. Coordination

failure results if players beliefs lead them to play a payoff dominated equilibrium. Thus, in a strict sense,
there are no coordination problems in the game we use.



and facilitates separate assessment of the role of strategic uncertainty and complementarity.
Our two main treatments explore variations in strategic uncertainty with respect to lead-
ership decisions. This treatment variation turns out to be consequential also for follower
decisions, through strategic complementarities.

We make two main contributions. Foremost, we find that the effect of strategic comple-
mentarity is strong. If a subject takes the lead, subjects who should follow in equilibrium
do so with high probability. This contrasts with recent findings in a similar environment
where players have incomplete information about fundamentals rather than types. We com-
ment further on this below. Second, we find that subjects often do not lead when this is
a conditional best response. This effect of strategic uncertainty is unaccounted for by the
model. Leading carries the risk of failure; the leader might end up alone. We find that it
is the variation in the cost of failed leadership, rather than the sharp cut-off between domi-
nant and non-dominant equilibrium strategies, that appears to cause the reluctance to lead.
We clarify this argument by introducing some noise in the decision making process. Such
noise makes beliefs relevant everywhere, eroding the sharp divide between dominant and
non-dominant equilibrium strategies. In particular, we show that an agent quantal response
equilibrium (AQRE) organizes our data well.

In addition we investigate a simple extension of the model which permits cheap talk. We
find that cheap talk improves players’ ability to coordinate actions on mutually beneficial
actions and increases efficiency.

To the best of our knowledge ours is the first experiment to address the FS-model. The
paper closest to ours is Brindisi, Boğaçhan Çelen, et al. (2014).5 While they use the same
sequence of moves as we do, type uncertainty is replaced by uncertainty about fundamentals.
Agents get a private signal about the true state of fundamentals, resembling the global
games set-up. In contrast to us, they find that strategic complementarity does not strongly
determine outcomes, as it should do in equilibrium. This indicates that the information
structure is crucial in determining the strength of bandwagon behavior in the presence of
complementarities and irreversible choices. While strategic complementarity is a strong force
in environments with private information about types, it appears not to be so under private
information about fundamentals.

More generally, most, if not all, economic situations of interest embody a mix of type
uncertainty and uncertainty about fundamentals. Usually, it is not evident what the crucial
source of uncertainty is in a particular situation. Accordingly, the choice of information

5Brindisi, Bogaçhan Çelen, et al. (2009) provides a thorough exposition of the theory.
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structure should be determined with a view to the context.6 For these reasons, we believe
that models such as the one analyzed in this paper have the potential to shed further light
on situations in which the current practice is to rely on a global games approach.

There is an experimental literature on leadership effects in weak-link games. In contrast
to our setting multiple Pareto ranked equilibria coexist in these games. Like in our setting
strategic complementarities are strong in these games. Several instruments of leadership
have been been found to increase efficiency in weak-link games. This holds for leadership
by example (Cartwright et al. 2013); leadership by communication (Brandts, Cooper, and
Weber 2015; Brandts and Cooper 2007; Chaudhuri and Paichayontvijit 2010); and leaders
committing to help (low ability) followers (Brandts, Cooper, Fatas, et al. 2016). There is
also an experimental literature on leadership in public goods provision in which there are no
strategic complementarities (see Helland et al. (2015) for a review).

The remainder of the paper is organized as follows. In the next section, we describe
the model. For concreteness, we present the model using the parameters of the experiment.
Thereafter, in the third section, we review our design and the experimental procedures. In
section four, we present the experimental results. The fifth section considers how noisy
behavior impacts the equilibrium. The final section concludes.

4.2 Model

There are two players, i ∈ {1, 2}, and two stages, t ∈ {1, 2}.7 Players choose between the
actions Sti and as Gt

i, that refer to Stay and Go respectively. Payoffs in the game only depend
on the outcome at t = 2. The payoff matrix is as follows:

S2 G2

S1 7 , 7 5 , α θ2

G1 α θ1 , 5 θ1 +2 , θ2 +2

Table 4.1: Payoff Matrix

6This is also the view taken in the seminal work on global games (see the discussion in Carlsson and
Van Damme (1993) pp.251-2).

7The model can be generalized to the case with n players and n stages. The essential conclusions translate
to that setting.
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In the experiment we use two main treatments, D (Dominant) and N (Non-dominant).
Details are provided in the next section. The essential difference is that in the D treatment
Leading is sometimes a dominant strategy while in the N treatment this is never the case.
The treatment difference is captured in the value of α which is α = 1 in the D treatment
and α = 1/2 in the N treatment. For later use we define π as the payoff function conditional
on type with outcomes as arguments. For instance, if subjects are in treatment D and the
outcome at the second stage is Go for the subject and and Stay for her match, we write the
payoff of the subject as π(Gi, S−i; θi) = θi.

The game has the following timeline:

0. Prior to the first stage, nature draws a type θi for each player. Type draws are i.i.d from
a uniform distribution: θi ∼ U [0, 10]. Each player’s type is private information (i.e.
is revealed to the player but not to the player’s match). θ parameterizes preferences,
with higher realizations associated with higher payoffs from action Go.

1. In the first stage, players simultaneously select action Go or Stay. The choice of Go in
the first stage commits the player to Go in the second stage. Players observe the first
stage action of their match at the conclusion of the stage.

2. In the second stage, players who chose Stay in the first stage choose between Stay and
Go. If both players chose to Stay in the first stage, second stage actions are taken
simultaneously.

We limit our self to considering symmetric equilibria. It can be shown that a unique sym-
metric (Bayesian perfect) equilibrium exists. In this equilibrium players use bandwagon
strategies (monotone threshold strategies). In a bandwagon strategy there are two strategic
thresholds θ and θ∗. These thresholds divide players into three strategic regions: First, a
range [0, θ) in which players Stay, i.e. they use the strategy a1 = (S1

i , S
2
i ). Second, a range

[θ∗, 10] in which players Lead, i.e. they use the strategy a2 = G1
i . Third, a range [θ, θ∗) in

which players Follow, i.e. they use the conditional strategy a3 =
(
S1
i , (S

2
i |S1
−i;G

2
i |G1

−i)
)
.8

The two strategically relevant thresholds, θ and θ∗ are defined by indifference conditions.
First, θ is defined as the point of indifference between strategies a1 and a3. If a player using

8Note that only the strategies a1, a2, and a3 needs to be considered. First, we may disregard strategy(
S1
i , G

2
i

)
since it is dominated by a2. The reason is that a2 induces abandonment of the status quo if the

match has a type in the range [θ, θ∗) while by choosing strategy
(
S1
i , G

2
i

)
the player forgoes such inducements.

Second, we may disregard strategy
(
S1
i , (G

2
i |S1
−i;S

2
i |G1
−i)
)
since it guarantees that players choose different

actions.
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a1 is matched with a type above θ∗ the player ends up staying alone, otherwise both players
end up staying and the status quo prevails. If a player using a3 is matched with a type
above θ∗ both players end up going and the status quo is abandoned, otherwise the status
quo prevails. The indifference condition is then

P(θ−i > θ∗)π(Si, G−i; θ) + (1− P(θ−i > θ∗))π(Si, S−i; θ) =

P(θ−i > θ∗)π(Gi, G−i; θ) + (1− P(θ−i > θ∗))π(Si, S−i; θ).

Note that the payoffs π(Si, G−i; θi), π(Si, S−i; θi), and π(Gi, G−i; θi) are the same for both
treatments. Using the payoffs, the equation can be written as

(10− θ∗)
10

5 +
θ∗

10
7 =

(10− θ∗)
10

(θi + 2) +
θ∗

10
7,

which gives θ = 3. Thus for players with types below θ = 3 strategy a1 is preferred to strat-
egy a3. Since a1 is an unconditional strategy, and since strategies are monotone threshold
strategies, players with types below θ = 3 has Stay as a dominant choice of action in the
game.

Second, the threshold θ∗ is defined as the point of indifference between strategies a2 and
a3. If a player using a2 is matched with a type above θ the status quo is abandoned, otherwise
the player ends up going alone. If a player using a3 is matched with a type above θ∗ the
status quo is abandoned, otherwise the status quo prevails. The indifference condition is
then

P(θ−i > θ)π(Gi, G−i; θ
∗) + (1− P(θ−i > θ)) π(Gi, S−i; θ

∗) =

P(θ−i > θ∗)π(Gi, G−i; θ
∗) + (1− P(θ−i > θ∗))π(Si, S−i; θ

∗).

Using the payoff functions from the D treatment (i.e., α = 1), this equation can be written
as

(10− θ)
10

(θ∗ + 2) +
θ

10
θ∗ =

(10− θ∗)
10

(θ∗ + 2) +
θ∗

10
7,

which reduces to
θ∗2 − 5θ∗ − 2θ = 0.

Using the fact that θ = 3 , the only positive root of this equation is θ∗ = 6. The bandwagon
strategy (θ = 3, θ∗ = 6) is thus a unique best response to itself. Moreover, any equilibrium
strategy must have the threshold form: Regardless of a player’s beliefs, the benefits of leading
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are non-decreasing in the player’s type θ. As a consequence, if it is optimal for a player of
type θ′ to Go in the first stage, then it is optimal for any types θ > θ

′ to also Go in the first
stage. Types above θ∗ will therefore Go in the first stage while types below θ will always
Stay, and the bandwagon strategy (θ = 3, θ∗ = 6) completely characterizes the equilibrium.
An analogous calculation establishes that θ∗ = 7.3 for treatment N (i.e.,α = 1/2).9

For convenience we also identify the thresholds θ̄ and θ◦. A player with a type below θ◦

prefers the status quo prevailing while a player with a type above θ◦ prefers abandonment
of the status quo. This threshold is θ◦ = 5 for both treatments. The threshold θ̄ defines the
region in which Lead is a dominant strategy; a player with a type greater than θ prefers to
end up going alone rather than preserving the status quo. This threshold is θ̄ = 7 in the D
treatment but θ̄ = 10 in the N treatment. This means that no players in the N treatment
have a dominant strategy to Lead.

Players with types in the interval
(
θ, θ
)
face genuine trade-offs. Such players have condi-

tional best responses. In particular, players with types in the interval θi ∈
(
θ◦, θ̄

)
prefer the

status quo to be abandoned but would choose to Stay if they knew that their match would
end up staying.10 These are players that ex post regret a decision to Lead if their match
chooses to Stay in the final stage. These players therefore assess the expected benefits of
a2 against their best alternative strategy a3. Such a player balances the benefits of leading,
in the hope of promoting abandonment of the status quo, with the cost of possibly ending
up being the only one to Go. In the unique equilibrium of the bandwagon game, θ∗ denotes
the point at which a player is indifferent between leading and following. Players with types
greater than θ∗ should therefore Lead.

Signaling We also investigate a version of the game with communication (a formal analysis
of the signaling equilibrium is provided in the supplementary material 4.C). This game is
identical to the basic model but with the addition of a cheap talk stage after the agents
have observed their type θi but prior to the first stage. The message is either Stay or Go.
This allows players to announce their preference for one of the outcomes. Importantly, this
message is non-binding and this is common knowledge.

There exists a truth-telling equilibrium. That is, players with types below θ◦ prefer the

9In the N treatment we violate parts of assumption A3 in FS. This assumption assures that the threshold
θ∗ is in the support of θ for all monotonically increasing payoff functions. As our calculations show, the
violation is inconsequential for the parameters used in our N treatment.

10Symmetrically, players in the interval θi ∈ (θ, θ◦) prefer to Stay jointly but will Go if their match chooses
to Go.
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status quo to prevail and send the message Stay, while types above θ◦ prefer the abandonment
of the status quo and send the message Go. The truth telling equilibrium co exists with
uninformative equilibria. In such babbling equilibria, the thresholds are the same as in a
game without cheap talk. In the data analysis we focus on the truth-telling equilibrium,
where players can partially update their beliefs about their match’s type. In the truth
telling equilibrium Pareto inefficiency is eliminated as players that send the same message
will choose the same action. In the case in which agents send conflicting signals, the agents
use a threshold strategy analogous to in the game without communication, and Pareto
inefficiency may still occur. Thus, our reason for focusing on the truth telling equilibrium
is that it payoff dominates babbling equilibria. Note that the probability that a match will
Follow, conditional on giving signal Stay, is lower than the unconditional probability in the
absence of communication.11 As a consequence, the threshold θ∗ is higher in the game with
communication.

4.3 Design and procedures

Design The design is organized around the comparison of three treatments: Two treat-
ments without pre-play communication, D and N , and a single treatment with pre-play
communication, S. Tables 4.1 and 4.2 summarize the payoffs predictions associated with
the various treatments. As shown in 4.1, the payoff functions are identical in the D, S,
and N treatments except that the payoff of unilaterally switching is reduced by half in the
N treatment. The fourth and fifth columns in 4.2 indicate the regions in which the best

Payoffs
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t
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D 7 5 θi θi + 2
N 7 5 θi/2 θi + 2
S 7 5 θi θi + 2

Table 4.1: Payoffs for D, N , and S (i = {1, 2} ; t = {1, 2})

response to Lead is, respectively, not dominant and dominant.
Our key comparison is between behavior in the D and N treatments. The strategic

difference between these treatments is that θ∗ = 6.0 in the D treatment and θ∗ = 7.3 in the
11The computations are analogous to those presented for the model without communication, but take into

account the partial updating that results from observing the message of the match.
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Predictions

Thresholds Best Response = y1
i

θ θ◦ θ∗ Conditional Dominant

D 3.0 5.0 6.0 θi ∈ [6.0, 7.0) θi ∈ [7.0, 10.0]
N 3.0 5.0 7.3 θi ∈ [7.3, 10.0] θi ∈ ∅
S 3.0 5.0 6.2 θi ∈ [6.2, 7.0) θi ∈ [7.0, 10.0]

Table 4.2: Predictions 4.2 for D, N , and S (i = {1, 2} ; t = {1, 2})

N treatment. The other bandwagon threshold, θ, is the same in both treatments. Because
the only strategically relevant threshold that changes is θ∗, a comparison ofD andN provides
a clean test of the model. The basic analysis compares the behavior of players in the strategic
ranges Stay,Follow, and Lead. The model predicts that behavior in the same range will be
identical across treatments.

In the first stage, the crucial decision is whether to Lead. However, although the model
predicts that all players with types greater than θ∗ will lead, the relevance of beliefs is
distinctly different in the D and N treatments. In the D-treatment, the decision to Lead is
dominant for players with types greater than θ̄ = 7.0 (see column five in table 4.2). Such
players face no strategic uncertainty. In contrast, the decision to Lead in the N treatment
is always predicated on beliefs, and strategic uncertainty enters the picture. Comparison of
subjects in the D and N treatment thus facilitates a test of the behavioral impact of beliefs
on leadership.

In the second stage, the equilibrium predicts that players in the Follow range will choose
the same action as their match chose in the first stage. We refer to this as a strategic
complementarity effect. In particular, due to irreversibility, when a player’s match chooses
y1
j , this resolves all strategic uncertainty in the second stage of the game. We therefore expect
that leadership will powerfully determine behavior through rendering beliefs irrelevant for
actions.

Our second stage analysis compares behavior of subjects conditioned on the first stage
choice of their match. Of special interest is the difference between the behavior of the
subjects in the Stay and Follow ranges: When a player’s match chooses to Stay, players in
the two ranges should behave identically. However, when a player’s match chooses to Lead,
players in the two ranges should make opposite choices. Hence, a direct measure of the
complementarity effect may be computed by comparing the difference of the Go frequency
in the presence and absence of a leader in the Stay and Follow ranges.
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In the S treatment, players send a cost-free signal simultaneously, prior to taking their
first stage action. According to theory, access to a cost-free signal should eliminate Pareto
inefficiency. We implement this treatment with the same parameters as the D treatment.
This allows a direct assessment of differences in efficiency, including Pareto inefficiency, due
to communication. We compute overall measures of efficiency and also report the prevalence
of specific varieties of inefficiency.

Moreover, in contrast to most other studies, we examine the role of strategic complemen-
tarity in the presence of conflicts of interest. For instance, players who prefer the status quo
to prevail will send the signal that they intend to Stay. However, if they are in the Follow
range, they will Go if their match leads. This preference flipping highlights the strength of
strategic complementarity in our setting.

Experimental procedures All sessions were conducted in the research lab of BI Norwe-
gian Business school using participants recruited from the general student population at the
BI Norwegian Business School and the University of Oslo, both located in Oslo, Norway. Re-
cruitment and session management were handled via the ORSEE system (Greiner 2004). In
the D and N treatments we ran five sessions per treatment with between 16 and 20 subjects
per session. These data are supplemented with one session of 20 subjects for the S treatment.
No subject participated in more than one session. z-Tree was used to program and conduct
the experiment (Fischbacher 2007). Anonymity of subjects was preserved throughout.

On arrival, subjects were randomly allocated to cubicles in the lab in order to break
up social ties. After being seated, instructions were distributed and read aloud in order to
achieve public knowledge of the rules. All instructions were phrased in neutral language.
Subjects were asked to choose either shape Circle (that is, Stay) or shape Square (that
is, Go). A goal was to avoid prioritizing one of the actions as a default option. Sample
instructions and screen shots are provided in the supplementary materials.

Each session of the experiment began with two non-paying test games for subjects to
get acquainted with the software. This was immediately followed by n − 1 games in which
the subjects earned payoffs, where n is the total number of participants in the session.12

In each game, subjects were matched with one other subject, their “match”, according to
a highway protocol. Every subject thus met every other subject once and only once.13 In
total our data consists of 2673 unique games (excluding test games). Each game consisted

12Hence, in a treatment with 20 participants, each participants played 19 rounds with payoffs.
13This protocol eliminates certain dynamic problems, such as strategic teaching and reciprocity (see

Fréchette (2012) for a discussion).
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of a single repetition of the two-player, two-stage game with the rules and payoff functions
outlined above. Subjects earned experimental currency units (ECUs). After the final game,
accumulated earnings in ECU were converted to NOK, using a fixed and publicly announced
exchange rate. Subjects were paid in cash privately as they left the lab. On average subjects
earned 250 Norwegian Kroner (about 36 USD at the time). A session lasted on average 50
minutes.

Gameplay was formulated in the following fashion: At the beginning of each each new
game, each subject received a private number drawn from a uniform distribution on the
interval (0, 10) with two decimal points of precision. This number corresponded to the
subject’s type θi. A dedicated screen was used to display this information. Thereafter,
subjects observed a 2× 2 matrix with their own payoffs from the four possible combinations
of outcomes and a button to choose a first-stage action. The first stage concluded when both
subjects in the match had made their decisions. If both subjects decided to Go in the first
stage, they continued directly to the feedback and bypassed the second stage.

The second stage began with a screen that revealed the first stage actions of both subjects
in the match. Subjects who decided to Stay in the first stage made a second stage decision.
If a subject’s match decided to Go in the first stage, then the subject observed a truncated
2 × 1 matrix in which the payoffs conditioned on the match choosing Stay was removed.
This reflects the fact that the subject’s match had committed to Go.

After all second stage decisions were resolved, the subjects move to a feedback screen.
The feedback displayed payoffs from the current game as well as a history of type draws,
choices, and outcomes in all previous periods in which the subject had participated.

The signal treatment S included an additional stage between the type draw stage and
the first stage action choice. In this stage, subjects selected either the message “I choose
circle” or the message “I choose square”. Next, the message was revealed to their match on a
dedicated screen. Apart from this additional stage, the screens and information are identical
to those used in the two other treatments.

4.4 Results

First stage behavior The first stage behavior of the subjects is consistent with the use of
bandwagon strategies and the essential predictions of the model. Figure 4.1 shows first stage
behavior of subjects in the D and N treatments. On the horizontal axis is a set of twenty
bins, corresponding to 0.5 intervals over subject types: The first bin includes subjects with
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types θ ∈ [0, 0.5), the second bin includes subjects with types θ ∈ [0.5, 1), etc. Each of the
bins shows the proportion of subjects in the given range who chose to Go in the first period.
We interpret this as a probability. The bubbles are scaled by the number of observations
within a bin, relative to the total number of observations within a treatment.

Figure 4.1: First Stage Behavior
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The theoretical prediction for the first stage behavior is a step function at θ∗: In the
equilibrium of the model, players with types below θ∗ Stay in the first stage while those
above θ∗ Lead. For each treatment, this threshold is indicated by a stapled line. The plots in
figure 4.1 illustrate that subjects with low types tend to Stay in the first stage while subjects
with high types tend to Go. Moreover, the frequency of switching increases steeply in the
vicinity of θ∗ in both treatments. This is consistent with the use of bandwagon strategies.

To formally assess the predictions of the model, we compare behavior across treatments
using Wilcoxson Rank Sum (WRS) tests. Throughout, we denote tables and figures in the
supplementary materials using a letter (A, B, etc.). Using session level data, between treat-
ment comparisons find no significant differences in behavior over the D and N treatments
in either the Stay range or the Follow range.14 Likewise, in the region of the Lead range

14Details are provided in tables 4.A.1 and 4.A.2. Inspecting figure 4.A.2 there appears to be treatment
differences in the error rate also to the left of θ∗. As noted these differences are not statistically significant
at conventional levels, and we refrain from further discussion of them.
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in which decisions are conditioned on beliefs (i.e. in the region [θ∗, θ̄)), we are unable to
identify a significant treatment difference.15 In short, when beliefs are relevant, we find no
behavioral differences over treatments.

In contrast, when we compare behavior over the entire Lead range, [θ∗, 10], we reject
equality of the treatments. In this region, the probability that a subject chooses to Lead is
a full 18 percentage points higher in the D treatment than in the N treatment (89 percent
compared to 71 percent). This difference is strongly significant.16

Given a 5 percent significance level and the observed variances of theD andN treatments,
this test has a power of 99 percent.17

Result 4.4.1 (Leader Behavior). Subjects are relatively more reluctant to Lead when leading
is a conditional best response.

Relative to the model, subjects with types above θ∗ do not choose to Go often enough. In
doing so, subjects forgo an opportunity to induce their favored outcome if their match is in
the Follow range.18 This is costly. When we compare the payoff consequences of a decision
to Stay for players with a best response to Lead, we find that on average players in the D
treatment earn 3.6 ECU less when failing to Lead while the comparable number for players
in the N treatment is 1.6 ECU.19

Below, we use the (agent form) quantal response equilibrium—in which beliefs are rele-
vant everywhere—to rationalize observed deviations from the equilibrium of the model.

Second Stage Behavior Figure 4.2 presents the second-stage behavior by treatment,
conditional on the match’s action. The figure includes only those subjects who take a
second stage decision. On the horizontal axis is subject type, grouped in half unit bins,
and on the vertical axis is the proportion of subjects that Go in the second stage. The left
panel presents the second stage behavior for subjects whose match chose to Stay in the first
stage while the right panel presents the second stage behavior for subjects whose match

15We do not identify a difference regardless of whether we compare the range θDi ∈ (6, 7) in theD treatment
with the entire Lead range in the N treatment θNi ∈ (7.3, 10) or if we base the test on a balanced set of data
and use the restricted ten base point region just beyond the Go threshold, θNi ∈ (7.3, 8.3) (See tables 4.A.3
and 4.A.4).

16See table 4.A.5.
17Calculated using the simulation routine of Bellemare et al. (2016).
18Because types are distributed uniformly, subjects are expected to be in the Follow range 30 percent of

the time in the D treatment and 43 percent of the time in the N treatment. The actual rates realized in the
treatments were 35 percent and 43 percent.

19These are subjects in the region θ ∈ [θ∗ = 6, θ̄ = 7) in the D treatment and θ ∈ [θ∗ = 7.3, 10] in the N
treatment.
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chose to Lead in the first stage. Data from the N treatment are presented as hollow bubbles
and data from the D treatment are presented as shaded bubbles. The size of the bubbles
reflects the proportion of observations in a bin relative to the total number of observations
within a treatment. The thresholds identified by the equilibrium of the model are marked by
vertical lines: We denote θ by a short dashed black line (this threshold is identical for both
treatments) while we denote θ∗ by a short dashed black line for the D treatment (θ∗ = 6)
and a long dashed gray line for the N treatment (θ∗ = 7.3).

Figure 4.2: Second Stage Behavior by Match Action
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As is evident from figure 4.2, complementarity has a strong effect on the outcomes.
When a subject in the Follow range has a match that stays in the first stage, the subject
also stays with high probability: In 92 percent of cases in the D treatment and in 93 percent
of cases in the N treatment. In contrast, when a subject in the Follow range has a match
that Leads, the subject tends to Follow with a high probability: In 90 percent of cases in
the D treatment and in 87 percent of cases in the N treatment. Subjects in the Follow
range essentially mirror the first stage action of their match. Thus we find strong evidence
of strategic complementarity. WRS tests do not identify differences in the behavior across
treatments.20 Second stage actions thus appear to be consistent with the use of bandwagon

20Details are provided in tables 4.B.1, 4.B.2, 4.B.3, and 4.B.4.
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strategies.21

Result 4.4.2 (Follower Behavior). Strategic complementarity strongly determines outcomes.

Although the model predicts that all subjects with types above θ∗ will Lead, some fail to
do so. These subjects make “mistakes” relative to the equilibrium. Nevertheless, the optimal
second stage behavior for these subjects is easy to characterize: When a subject’s match
chooses to Lead, all subjects above θ = 3—including those above θ∗—should Follow. This
is due to strategic complementarity. Otherwise, if a subject’s match chooses to Stay in the
first stage, only subjects with Go as a dominant strategy should Go in the second stage.
Since only players in the D treatment have dominant strategies, we have distinct predictions
for the D and N treatments: When a subject’s match chooses to Lead, behavior should be
identical in the treatments. However, when a subject’s match chooses to Stay, only subjects
in the D treatment with types above θ̄ should Go.

Consistent with these predictions, when a subject’s match has chosen to Lead, subjects
with types above θ Follow with high probability. Also consistent with predictions, when
a subject’s match Stay, high types in the D treatment Go with higher probability than
analogous types in the N treatment.22

Signal In the signal treatment, there are four possible outcomes from the communication
stage: Two outcomes in which the subjects give the same signal, either Go or Stay, and the
two outcomes in which the subjects give opposite signals. We present the first-period results
in figure 4.3.

The opportunity for pre-play communication enables players to update their beliefs about
their match’s type (section 4.C shows the computation of the bandwagon thresholds in this
case). If both subjects signal the same action, then both subjects should choose that action
in the first stage. These results are shown on the diagonal. In the top left panel, we see that
when subjects with types below θ < θ◦ = 5 meet each other they nearly always signal Stay
and then Stay in the first stage. Similarly, on the bottom right, we see that when subjects
with types θ > θ◦ = 5 meet each other they nearly always send the signal Go and then Go
in the first stage. Relative to the D and N treatments, the coordination success of subjects
in the signal treatment is substantially higher.

21These effects are confirmed in the supplementary materials, using a logistic regression (see the analysis
in relation to figure 4.B.1).

22See the left panel figure 4.2 in which players with dominant strategies correct their mistake in the second
stage even if their match choose to Stay.
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Figure 4.3: First Stage GO by Signal
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On the off diagonal, we see the instances in which subjects sent conflicting signals. In
these cases, the subjects should play bandwagon strategies similar to the D treatment, with
the exception that θ∗ = 6.2 in the S treatment. The pattern of behavior is similar to the
D treatment: subjects with a dominant strategy (respectively θ < θ and θ > θ) behave as
predicted while there is an over eagerness for subjects just below θ∗ to Lead. Comparison
of the D and S treatments thus demonstrates that communication improves coordination of
actions substantially whenever subjects have the same preferred outcome.

Result 4.4.3 (Communication). Cheap talk promotes subjects ability to coordinate actions
on mutually beneficial outcomes.

Efficiency The different treatments affect the incentives and ability of subjects to achieve
efficient outcomes. Figure 4.4 presents the theoretical and empirical efficiency of each treat-
ment, computed as the fraction of the maximum total earnings.23 The theoretical efficiency

23The maximum total earnings is computed as the payoff that would be realized if a social planner chose
the subjects’ actions to maximize total payoff. The theoretical payoff is computed as the payoff that would
be realized if all subjects played the equilibrium bandwagon strategy. The empirical payoff is computed
based on the actual payoffs of test subjects. Note that the maximum total surplus is nearly identical across
treatments.
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Figure 4.4: Efficiency
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associated with equilibrium play of the model is marginally higher in the S treatment than in
the D treatment, but substantially lower in the N treatment. In comparison, the efficiency
realized from the data is 95.3 percent of the maximum in the S treatment, compared to
94.1 percent in the D treatment and 88.4 percent in the N treatment. Furthermore these
differences are statistically significant at conventional levels using one-sided Wilcoxson Rank
Sum tests.24 Efficiency thus improves with access to cheap talk and with the redundancy of
beliefs.

Result 4.4.4 (Efficiency). Cheap talk and unconditional best responses to Lead improve
efficiency.

4.5 Agent Quantal Response Equilibrium

Although the predictions of the model tend to be supported by the data, behavior is not
uniformly consistent with the equilibrium of the model. In particular, we observe an asym-

24See the appendix section 4.D for WSR statistics for pairwise comparisons of the treatments and the
associated tabulations of realized efficiency by session.
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metric pattern of errors in the vicinity of θ∗.25 Although it is natural for subjects to make
mistakes in the computation of θ∗, we would expect a symmetric pattern of error if mistakes
were idiosyncratic. Asymmetry suggests instead a systematic deviation from the equilibrium.
The overall level of errors is also higher in the N treatment than the D treatment.

A key observation is that the frequency of errors is inversely related to their costs. Sub-
jects with types close to θ∗, who are nearly indifferent between Lead and Stay, often make
mistakes while subjects with extreme types, who strongly prefer either abandonment or
preservation of the status quo, rarely do. This is consistent with the core intuition for a
quantal response equilibrium. We therefore estimate the agent quantal response equilibrium
(AQRE) of the model (McKelvey and Palfrey 1998). This framework enables us to assess
whether the observed pattern of behavior is consistent with an equilibrium in which decisions
are noisy. Furthermore, the AQRE perspective emphasizes that beliefs are consequential ev-
erywhere. Since the model we study has a unique equilibrium, this allows us to gauge the
impact of beliefs on behavior in a smooth way.

Employing the notation in Turocy (2010), let a, a′ denote actions and I(a) denote the
information set that includes action a. In a game of perfect recall, like the bandwagon game,
any node appears at most once along any path of play. Let ρ denote a behavior strategy
profile. Such a profile denotes, for each action a, the probability ρa that action a is played if
information set I(a) is reached. Finally, let πa(ρ) denote the expected payoff to the player of
taking action a on reaching information set I(a), contingent on the behavior profile ρ being
played at all other information sets. We say that the strategy profile is a logit AQRE if, for
all players, for some λ ≥ 0, and for all actions a and every information set:

ρa =
eλπa(ρ)∑

a′∈I(a) e
λπa′ (ρ)

In an AQRE ρa > 0 for all actions a. Thus, beliefs are relevant everywhere. Equilibrium
requires that beliefs are correct at each information set. The set of logit AQRE maps
λ ∈ [0,∞] into the set of totally mixed behavior profiles. Letting λ→∞ identifies a subset
of the set of sequential equilibria as limiting points (McKelvey and Palfrey 1998). Thus,
when noise vanishes one is back in the neo-classical equilibrium theory. On the other hand,
and for a given game, moderate noise can get amplified in an AQRE, resulting in substantial
deviations from neo-classical equilibrium theory.

We estimate the logit AQRE on 20 equally sized bins (i.e. the empirically observed
25We document this asymmetry further in figure 4.A.2 which plots the distribution of errors along with a

smoothed trend.
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leading frequency in that range) for the three decision nodes: The first stage action and two
second stage stage actions that relate to whether the match chose Stay or Go in the first
stage. Our estimation performs a fixed point iteration in which we loop through the QREs
for each stage, taking behavior in the other stages as given. We fit λ by minimizing the
distance between the binned empirical data and the estimates. Figure 4.1 presents the best
fit for each treatment individually.26 We choose to present the individually estimated logit
AQREs because the treatments are quite different, both in terms of the costs of unilaterally
choosing Go (which are higher for the N treatment) and in terms of the complexity of
the environment (in the D treatment the majority of the players have a dominant strategy
whereas the majority of players in the N treatment have only a conditional best response).27

28

Figure 4.1: Efficiency
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The AQRE reproduces key features of the data. Crucially, it captures the asymmetry

26Section 4.E in the supplementary materials provides a detailed discussion of the estimation procedure.
27Jointly estimated logit AQRE are presented in the supplementary materials figure 4.E.1. With joint

fitting of the data, it is primarily the fit for high types in the N treatment that suffers. Qualitatively,
however, the jointly estimated logit AQREs are consistent with the ones presented in the main text.

28Haile et al. (2008) demonstrate the lack of falsifiability of QRE when any error distribution is permitted.
However, even a treatment by treatment estimation of the logit AQRE is disciplined by the extreme value
distributional assumption necessary to arrive at the logit form of choice probabilities.
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around θ∗: The AQRE correctly predicts that types just below θ∗ deviate from the model to
a greater extent than types just above this cut-off. The AQRE also identifies key features
such as the stable level of leading for high types in the D treatment.29 Between treatments,
the AQRE correctly predicts that there should be a rapid change in behavior around the cut
point θ∗ = 6 in the D treatment whereas behavior in the N treatment should change more
gradually. The AQRE thus predicts the difference in the level of errors we observe in the
data. Relative to our earlier discussion of the role of beliefs with regard to conditional and
unconditional best responses, the AQRE provides a more nuanced perspective: It suggests
that beliefs vary continuously and that this is an important feature for modeling actual
behavior.

Result 4.5.1 (Noisy Leadership). The AQRE rationalizes observed behavior. In particular,
it explains the reluctance to Lead when leading is a conditional best response in the neo-
classical equilibrium.

4.6 Conclusion

We have investigated the model of Farrell and Saloner (1985) in a controlled laboratory
experiment. We find that subjects by and large respond to the incentives of the model as
predicted. However, there is a reluctance to Lead not accounted for by the model. This re-
luctance is primarily present when leadership failure is costly. For our parameters leadership
failure is more costly when leading is a conditional best response. We use a quantal response
equilibrium to account for this phenomenon. In the quantal response equilibrium beliefs are
relevant everywhere. We find that the observed deviations from neo-classical equilibrium is
explained well by injecting some noise in the equilibrium concept.

Once a subject decides to Go he or she produces a strong incentive for moderate types
to Follow. This is because the leader resolves all uncertainty on behalf of potential fol-
lowers. We find that this complementarity in actions strongly determine follower behavior.
Hence, the main driver of deviations from neo-classical equilibrium is weak leadership. As

29The flat (and even declining for high noise) Lead probability for players in the D treatment with high
types is the outcome of the subgame structure. For players with high types, if they fail to Lead in the first
period, there is still a high probability of Leading in the second (since they prefer y alone). The payoff
consequence is therefore about the same for all players in this range: It is the size of the payoff externality
from not inducing the preferred outcome. This predicts similar behavior for these players. In addition, when
behavior is noisy, lower types are less likely to correct their mistakes in the second period than higher types.
This can explain why for lower levels of noise it is actually types in the vicinity of θ̄ for whom a error to not
Lead is most costly.
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a consequence, efficiency losses are greater when potential leaders have non-dominant best
responses. However, we find that cheap talk improves players’ ability to coordinate on mu-
tually beneficial actions and increases efficiency.
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Appendix

4.A First-Stage Behavior

Figures

Figure 4.A.1 presents the same plot as figure 4.1, but based on only the last half of periods in
each treatment. The main difference from the plot in the main text is an increased frequency
of switching for subjects in the D treatment with types in the range [5, 5.5).

Figure 4.A.1: First Stage, Last Half of Periods
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Between Treatment Comparisons

To assess whether behavior in the strategic ranges is the same in the D and N treatments,
we use Wilcoxon rank-sum (WSR) tests to compare the frequency with which participants
choose to Go. These tests are based on between treatment comparisons of session-level data.
For each test we present the relevant session data and the associated means and standard
deviations. We denote the WSR test statistic by W . The p-value indicates how likely it is
that the given observations come from the same distribution.

Comparison of behavior in the Stay Range (Table 4.A.1). A two-sample Wilcoxon
rank-sum (Mann-Whitney) test can not reject equality of behavior in the Stay range, θ ∈
[0, θ], in the D and N treatments: W = 0.1, p = 0.92.

Session D N
1 0.00 0.01
2 0.02 0.03
3 0.04 0.04
4 0.08 0.05
5 0.08 0.07

Mean 0.04 0.04
Std 0.04 0.02

Table 4.A.1: θD ∈ [0, 3) vs. θN ∈ [0, 3)

Comparison of behavior in the Follow Range (Table 4.A.2). A two-sample Wilcoxon
rank-sum (Mann-Whitney) test can not reject equality of behavior in the Follow range,
θ ∈ [θ̄,θ∗], in the D and N treatments: W = 0.94,p = 0.35.

Session D N
1 0.22 0.12
2 0.22 0.18
3 0.24 0.23
4 0.33 0.24
5 0.36 0.29

Mean 0.27 0.21
Std 0.07 0.06

Table 4.A.2: θD ∈ [3, 6) vs. θN ∈ [3, 7.3)
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Comparison of behavior when Lead is a conditional best response (Tables 4.A.3
and 4.A.4). A two-sample Wilcoxon rank-sum (Mann-Whitney) test can not reject equal-
ity of behavior when Lead is a conditional best response regardless of whether we compare the
region θ ∈ [θ∗, θ]) in the D treatment with the entire Lead region in the N treatment or just
the restricted region θ ∈ [θ∗, θ∗ + 1]: Both tests deliver identical results, W = 1.36,p = 0.17.

Session D N
1 0.69 0.63
2 0.73 0.70
3 0.76 0.71
4 0.85 0.73
5 0.92 0.77

Mean 0.79 0.71
Std 0.09 0.05

Table 4.A.3: θD ∈ [6, 7) vs. θN ∈ [7.3, 10]

Session D N
1 0.69 0.44
2 0.73 0.57
3 0.76 0.71
4 0.85 0.74
5 0.92 0.79

Mean 0.79 0.65
Std 0.09 0.14

Table 4.A.4: θD ∈ [6, 7) vs. θN ∈
[7.3, 8.3)

Comparison of behavior in the Lead range (Table 4.A.5). A two-sample Wilcoxon
rank-sum (Mann-Whitney) test rejects equality of behavior for the Lead range, θ ∈ [θ∗, 10]:
W = 2.61,p = 0.01.

Session D N
1 0.83 0.63
2 0.86 0.70
3 0.90 0.71
4 0.91 0.73
5 0.94 0.77

Mean 0.89 0.71
Std 0.04 0.05

Table 4.A.5: θD ∈ [6, 10] vs. θN ∈ [7.3, 10],

Comparison of behavior when Lead is an unconditional best response in D (Ta-
ble 4.A.6). A two-sample Wilcoxon rank-sum (Mann-Whitney) test rejects equality of
behavior for subjects with high type draws; when we compare test subjects in the D treat-
ment in the region θD ∈ [θ∗ + 1, 10] with test subjects in the N treatment in the region
θN ∈ [θ∗ + 1, 10], we strongly reject equality of behavior: W = 2.61,p = 0.01.
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Session D N
1 0.87 0.68
2 0.89 0.69
3 0.92 0.74
4 0.94 0.78
5 0.97 0.79

Mean 0.92 0.74
Std 0.04 0.05

Table 4.A.6: θD ∈ [7, 10] vs. θN ∈ [8.3, 10]

The Cost of Failing to Lead

In the Bandwagon game, the strategic decision to Stay or Lead is most difficult for players
in the vicinity of the first stage switching threshold θ∗ who have a conditional best response
to Lead. These are players who prefer a joint choice of y but would stay on x if they knew
that their match will choose x with certainty. In the D treatment this range is relatively
small while in the N treatment it is relatively large. To get a measure of how costly it is for
players in this region to forgo leading, we tabulate the frequency with which subjects in the
relevant ranges encounter a subject in the follow range. Next, we tabulate the frequency with
which subjects take the correct strategic timing decision and the matched subject does in
fact follow.30 Finally, as a crude measure of the importance of correctly taking the strategic
timing decision, we list the average payoff from the (correct) decision to Lead relative to the
average payoff from the choice to Stay :

Data Correct Go Correct Go & Followed Follow Error ∆Payoff
Joint 0.79 0.72 (0.91) 6.51 3.28
D 0.79 0.79 (1.00) 9.17 1.59
N 0.78 0.71 (0.91) 5.24 3.61

Table 4.A.7: Strategic Timing

Errors

Figure 4.A.2 shows the empirical error frequency in 0.1 unit bins along with a think black
black line which is a 0.5 unit moving average of the error frequencies. This figure has three
main features: First, the pattern of errors is asymmetric around the cut point in both

30In about 9% of cases subjects in the Follow range fail to follow.
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treatments. Second, there is sharper pattern of errors in the D treatment relative to the N
treatment. This indicates that the range in which the decision to lead is uncertain is more
narrow in the D treatment relative to the N treatment. Third, there is a generally higher
level of errors in the N treatment relative to the D treatment for subjects with high types.
This testifies to an overall higher level of uncertainty in the N treatment.

Figure 4.A.2: First Stage Errors
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4.B Second-Stage Behavior

Between Treatment Comparisons

Comparison of behavior in the Stay Range (Table 4.B.2 and 4.B.1). Two-sample
Wilcoxon rank-sum (Mann-Whitney) test can not reject equality of behavior when test
subjects are in the Stay range. This holds when the match chooses to Stay (W = 1.16,p =

0.24) and when the match chooses to Go (W = −0.63, p = 0.53).

Comparison of behavior in the Follow Range (Table 4.B.3 and 4.B.4). Two-
sample Wilcoxon rank-sum (Mann-Whitney) test can not reject equality of behavior when
test subjects are in the Follow range. This holds when the match chooses to Stay (W = 0.52,
p = 0.60) and when the match chooses to Go (W = 1.79,p = 0.07).
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Match Stay
Session D N

1 0.00 0.00
2 0.03 0.00
3 0.04 0.02
4 0.05 0.04
5 0.08 0.04

Mean 0.04 0.02
Std 0.03 0.02

Table 4.B.1: θD ∈ [0, 3) vs. θN ∈ [0, 3)

Match Go
Session D N

1 0.00 0.00
2 0.03 0.03
3 0.03 0.07
4 0.05 0.08
5 0.10 0.13

Mean 0.04 0.06
Std 0.04 0.05

Table 4.B.2: θD ∈ [0, 3) vs. θN ∈ [0, 3)

Match Stay
Session D N

1 0.02 0.05
2 0.03 0.06
3 0.10 0.07
4 0.12 0.08
5 0.13 0.08

Mean 0.08 0.07
Std 0.05 0.01

Table 4.B.3: θD ∈ [3, θ∗D = 6) vs. θN ∈
[3, θ∗N = 7.3)

Match Go
Session D N

1 0.88 0.84
2 0.89 0.85
3 0.89 0.86
4 0.92 0.88
5 0.92 0.90

Mean 0.90 0.87
Std 0.02 0.03

Table 4.B.4: θD ∈ [3, θ∗D = 6) vs. θN ∈
[3, θ∗N = 7.3)

Logistic Regression

To demonstrate the predictive ability of the bandwagon model and to illustrate the role of
complementarity, we estimate the logistic regression for individual i in period t

P
(
y2
it|a1

jt

)
=F

(
β0 + β1θit + β2rangeit + β3treatmentit + β4a

1
jt

+β5rangeia
1
jt + β6rangeittreatment + β7treatmenta1

jt + εit
)

with clustered errors for each individual. We include three dummy variables: The range
variable players with types in the follow range (relative to the stay range), treatmenti the D
(relative to the N treatment), and a1

j the first stage action of i’s match (1 if Go, 0 otherwise).
We include interactions between these last three variables.
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y2
it Coeff. (p-value) Std. Err.
θit 0.44 (0.00) 0.11

range -0.44 (0.31) 0.43
treatment 0.40 (0.46) 0.53

a1
jt 0.84 (0.06) 0.44

range x a1
jt 3.94 (0.00) 0.41

treatment x a1
jt -0.39 (0.38) 0.44

treatment x range 0.33 (0.52) 0.52
constant -4.50 (0.00) 0.45

Table 4.B.5: Logistic estimates of second stage Go probability

In this specification, only type θit, match action a1
jt, and the interaction between range and

a1
jt are significant.31 Contrary to theory, type has an independent effect on the probability

to Go and higher types are more likely to Go regardless of their match’s action. However,
this effect is relatively weak. The much stronger effect is the interaction between the match’s
action and range. In particular, when a subject is in the follow range and their match chooses
to Go in the first period, the average probability that the test subject will switch increases
by about 70 percentage points relative to the case when their match chooses to Stay. In
addition, we see that the impact of the match’s action is close to zero in the case when the
test subject is in the Stay range. These effects are clearly illustrated by figure 8 which plots
the predicted Go probability given the match’s action in both the D and N treatments.32

4.C Signalling Game

The equilibrium with signaling takes a form similar to the equilibrium without signals.
First, observe that players will always send the message that promotes the outcome that
they prefer. The message that players send therefore perfectly reveals whether a player has
a type above or below θo. An implication is that players who send the same message will
choose the same action. In addition, if players send conflicting messages, then the player
who prefers outcome y can update her belief about the type of their match. Relative to the
game without signaling, the player has more information since the range of possible types
for the match is truncated from θ∗ to θo. In addition, if the players do not make a joint

31Alternative specifications yielded nearly identical results with small differences in estimated coefficients
and p-values.

32Recall that in both treatments, the dividing line between the Stay and Follow ranges is at θ = 3.
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Figure 4.B.1: Predicted Switching Probabilities Conditional on Match Action
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move to y, then they will remain on x. This means that the upper bandwagon threshold
must satisfy:

P(θj > θ|θj < θo)πθ∗(y
1
i , y

2
j ) + (1− P(θj > θ|θj < θo))πθ∗(y

1
i , x

2
j) = πθ∗(x

2
i , x

2
j)

Given the uniform distribution of types on the interval [0, 10] and our parameterization of
the payoff functions, this reduces to

θo − θ
θo

(θ∗ + 2) +
θ

θo
θ∗ = 7

where θ̄ = 3 and θo = 5. Relative to the analogous D treatment, the upper bandwagon
threshold increases slightly from 6 to 6.2 in the game in the game with signaling.

4.D Efficiency

Wilcoxson rank-sum tests identify a statistically significant difference with respect to the
realized efficiency (empirically observed payoff as a percent of the maximum possible payoff)
between each pair of treatments, between S and D (W = 1.4,p = 0.087) , between S and N
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(W = 2.6,p = 0.005) , and between D and N (W = 2.6,p = 0.005).

Session S D N
1 0.97 0.95 0.89
2 0.96 0.95 0.88
3 0.95 0.94 0.88
4 0.95 0.93 0.88
5 0.94 0.93 0.88

Mean 0.95 0.94 0.88
Std 0.01 0.01 0.01

Table 4.D.1: Empirical efficiency as percent of maximum by treatment–session,

4.E Equilibrium with Noise

Regarding the estimation of the AQRE, there are a few features on which it is worth com-
menting. Because the type space is continuous, in our estimation we discretize the type space
into B equally spaced bins with types corresponding to the mid-point in the bin . Since all
actions are played with some non-zero probability in an AQRE, the expected payoff for a
player in bin i depends on how likely it is to get a match j in each of the 1...B bins and
the probability that the match will choose to Go conditional on the actions taken so far. In
particular, in the second stage, players update their beliefs about their match’s type based
on whether their match chose to Stay or Go in the first stage. Although we present estimates
based on 20 bins in the paper, we estimated versions with up to 100 bins. Since increasing
the number of bins did not change any conclusions—even delivering the same estimate of
the noise parameter—we choose to present the simpler version.

Given the discretization, the estimation involves two stages. In the first stage, we es-
timate a fixed point for the vector of first stage Go probabilities taking the second stage
Go probabilities as given. Since agents are forward looking, they anticipate how likely it is
that their match will Go in the first period and how their own first period action will affect
the second stage action of their match. In the second stage, agents that chose to Stay are
in one of two possible situations: Either their match chose to Go or their match chose to
Stay. In both cases, we must estimate a QRE for the second stage switching probability for
each of the B types. Moreover, in the case when the match chose to Stay, the second stage
estimation depends on the first-stage probability estimates because agents need to update
their beliefs about how likely each type is because a high type will be more likely to Go
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in the second stage. The first and second stage decisions are thus interlinked because the
first-stage decisions depend on the anticipated second stage probabilities and the second
stage decisions depend on the updated beliefs generated in the first stage.

The actual estimation proceeded by looping through the first and second stage, using
the estimated probabilities from the previous iteration of the procedure as beliefs. To effi-
ciently estimate the model, we vectorize the computations. For example, in the first stage
we compute the payoff from choosing Go for all the types i = 1, . . . , B from the matrix
multiplication

1

B
1
(
pT
1 πi(y

1
i,y

1
j ) + (1T − pT

1 )pT
2,Goπi(y

1
i,y

2
j ) + (1T − pT

1 )(1T−pT
2,Go)πi(y

1
i,x

2
j )
)

where all vectors are denoted in bold, are of length 1× B, and transposes are indicated by
a T . The vector p1 denotes the probability of match j = {1, . . . , B} going in the first stage,
p2,Go denotes the probability of match j = {1, . . . , B} going in the second stage conditional
on i choosing to Lead, and πi denotes payoffs to a type i = {1, . . . , B} that depends on
the outcome realized in the second stage. The first term in the entire product, 1

B
1, is the

probability of meeting each of the B types while the second term (everything inside the outer
parenthesis) is a B × B matrix that in each i, j-cell gives the expected payoff to a type i of
meeting a type j. Notice that the second factor is composed of three outer products that
repectively give the payoff from (1) both choosing to Lead, (2) i leading and j following in
the second stage, and (3) i leading while j chooses to Stay in the second stage. The product
thus produces a vector of length length 1×B that in each position gives the expected payoff
to a type i that results from the sum of payoffs from meeting all the j ∈ {1, . . . , B} types.
Analogous computations were carried out for the first stage payoff of choosing to Stay, as
well as for the second stage payoffs that also depend via updated beliefs on the first stage
action of the match. QRE probability estimates in each stage could then be computed as the
ratio of payoffs from Go relative to the sum of the payoffs from Go plus the payoffs of Stay
as shown in section 4.5. The QRE probabilities from the first and second stage for all B
types then characterize the behavior profile. The estimation terminated when the estimates
converged sufficiently that the maximum distance between the previous best estimates and
the current best estimates fell below the tolerance.

How to select the level of noise and fit the AQRE is an open question. Foremost, the
question is whether the noise should be jointly estimated across the two stages of the model
and whether the noise should should be jointly estimated across treatments. To discipline
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our analysis against over-fitting, we chose to constrain noise to be the same across both the
first and second stage of the estimation. However, this does create some issues. Specifically,
the second-stage decisions are more “simple” than the first stage decisions in the sense that
the payoff consequences of making a mistake are more clear and more stark. Thus, even
with low levels of noise, the second stage behavior is sharper. In turn, this has consequences
for the first-stage estimates.

In figure 4.E.1, we present the same plots as in figure 4.1 but with the noise parameter
estimated jointly for both treatments. In the top panel we present the data and fitted AQRE
for all the periods while in the bottom panel the same information for the last ten periods.

Figure 4.E.1: AQRE, Joint estimate of lambda
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We investigated several procedures to select the level of noise: Maximum likelihood,
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Euclidean distance, and absolute distance. In all cases, our fit was based on the closeness of
the first-stage estimates to the data. All three procedures produced similar results, although
maximum likelihood and Euclidean distance estimated somewhat higher levels of noise. The
maximum likelihood estimates were strongly affected by the fact that for the lower half
of the types, the predicted first-stage behavior is close to zero. Because actual behavior
was somewhat greater than zero—even for lowest types—the maximum likelihood requires a
high level noise. The second feature that created issues was that subjects in the bin [5, 5.5)

switched at a higher rate in this bin than in the bin from [5.5, 6). This non-monotonic
behavior is strongly punished by the quadratic distance and led to a higher noise for the
Euclidean distance. Given these issues and our interest in using the model for prediction,
we fit the AQRE based on the absolute distance.
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